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ABSTRACT

Using types to delineate various kinds of values is a ubiquitous tech-
nique in modern programming. However, one common pattern is for
a piece of data to represent access to a resource (such as a reference
or channel) which needs to be used in a certain way. This presents
challenges for using types to ensure software correctness, as we need
to reason about how data is used rather than what data is being used.

Linear types are one approach to this problem, separating data that
can be used any number of times from data that will be used exactly
once. Graded type systems such as the one underlying the Granule
research language generalise this to allow for more precise restric-
tions on exactly how data must be used. However, existing graded
systems generally focus on describing local properties pertaining to
single pieces of data, whereas sometimes we are interested in global
properties that hold over an entire program.

In this thesis, we demonstrate that the framework of graded types can
be extended to allow for the verification of global program behaviour,
encapsulating key properties from the paradigms of both memory and
communication safety.

First, we discuss memory safety. We describe in detail the relationship
between the two similar but contrasting ideas of linear types and
uniqueness types, which ensure that only a single mutable reference
to a value can exist, and then embed uniqueness into an existing
graded calculus by introducing a new flavour of modality. We then
extend this system to describe more general notions of ownership
and borrowing as popularised by the Rust programming language,
using a new form of fractional grading which allows for multiple
immutable references to a single value. The overall system is made
formal through a heap-based operational model.

Second, we discuss communication safety. We first present a for-
malisation of session types alongside grading, using an operational
model extended with processes and channels to show that concur-
rency issues are ruled out and resolving problems with Granule’s
prior instantiation of session-typed channels. We then introduce addi-
tional primitives for non-linear communication, allowing for essential
communication patterns that cannot be described with purely linear
session types to be precisely represented. All of the systems we discuss
are fully implemented in Granule.
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1 INTRODUCTION

Software is involved in every aspect of life in our modern society,
but designing high quality pieces of software that are also reliable
is one of the biggest challenges in programming. The more complex
a piece of software becomes, the more difficult it is to be aware of
everything that could go wrong. A 2022 report by the Consortium for
Information & Software Quality determined the total cost to the US
economy from software bugs that year to be $2.41 trillion [74], so it
is clear that finding ways to reduce their prevalence is essential. This
becomes even more salient when considering systems where safety
is critical and any failure of the software could be disastrous; one
well-known example is the case of the Therac-25 radiation therapy
machine, which gave some patients massive overdoses of radiation
due to race conditions in its concurrent programming [76].

Formal verification aims to resolve these issues by proving the
correctness of a program using mathematical techniques, often assisted
by computational tools. Such methods have seen wide use in the realm
of pure mathematics [53], and more recently have also been applied
to all kinds of industrial software projects. One high profile example
is the CompCert project, which sought to verify the correctness of
a compiler for a significant subset of the C programming language
using the Rocq proof assistant. Being able to verify the correctness
of a compiler is particularly important, since the verification of the
compiler helps to guarantee that safety properties proved on the
source code hold for the executable compiled code also [75]. Another
example of real world software verification is the seL4 microkernel [71],
formally verified using Isabelle/HOL. The security and reliability of
a program can only be as good as that of the underlying operating
system, so verification is crucial here since any fault in the kernel’s
implementation has the potential to undermine the correct operation
of the rest of the system.

However, as a piece of software increases in complexity any proof
of its correctness must likewise become more complex, and any soft-
ware that sees practical use in the 21 century will certainly present
challenges when it comes to verifying every aspect of its behaviour.
CompCert comprises over 35,000 lines of Rocq code, where 87% of this
is made up of proofs [75]. Similarly, the seL4 microkernel specifications
are around 480,000 lines in Isabelle/HOL [71]. There is significant
value to be found in aiming for a happy medium between the lofty
goal of formally verifying every property of a program and the default
approach of simply writing tests which check individual cases.
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One lightweight approach to verifying properties about programs is
through static type systems; these provide a convenient way to track
what data the programmer is working with, enabling the compiler to
catch a subset of mistakes before a program is ever run. More recently,
however, substructural type systems [148] in particular are growing in
popularity because they allow for a resourceful interpretation of data,
which can be used to rule out bugs relating to how data is used.

These systems were developed (via the Curry-Howard correspondence
which links logic with type theory) from ideas originating in substruc-
tural logics, where the weakening rule (corresponding to the ability to
discard a value) and the contraction rule (corresponding to the notion
of duplication) from intuitionistic logic are restricted. This captures
the well-known maxim that “not all things in life are free” [146]; many
kinds of data behave resourcefully, and are subject to constraints on
their usage. Sensitive data should not be infinitely duplicated and
passed around freely, file handles should not be arbitrarily discarded
without being properly closed, and communication channels should
not be used without adherence to a fixed protocol, to name a few!

Indeed, the idea of substructurality is finally taking hold in modern
programming; while several languages have implemented linear type
systems over the years, including ATS [156], Alms [134] and Quill [96],
Haskell now has linear types as of the ninth version of the Glasgow
Haskell Compiler [19] which are roughly based on Girard’s linear
logic [50], bringing linearity closer to the mainstream.

This idea is developed by languages with even more expressive
graded type systems such as Granule and Idris, which build on the
idea of linearity by allowing more fine-grained restrictions on resource
usage. Such systems allow for precise properties of programs to be
expressed, such as quantitative restrictions on how many times a value
can be used or more varied properties such as ensuring that values
are accessed at an appropriate level of security [103]. Sometimes it is
even possible to express behaviour so tightly that programs can be
synthesised directly by the compiler [64].

Granule in particular is the language we will focus on and build
upon in this thesis, as it provides a mature and feature-rich implemen-
tation of linear and graded types which acts as a convenient foundation
for the extensions we will describe throughout later chapters [103].

Granule offers two kinds of modality which act as wrappers an-
notated with grades that describe how the data under the modality
behaves: a coeffect modality, written U, or [r] (describing data that
makes demands on its context, and so must necessarily be used in a
particular way according to its grade r), and an effect modality, written
Oy or <r> (describing data that might change its context, in possible
ways that are described by the grade r) [47].

To illustrate how this connects to the ideas above, we present some
small examples to build some intuition. Consider the classic example
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of a function which cannot be represented using linear types, assuming
an interface where eat : Cake — Happy and have : Cake — Cake

impossible : Cake — (Happy, Cake)
impossible cake = (eat cake, have cake)

Granule X

Note that Granule’s function type — is the type of linear functions,
more traditionally written —o. The above function is ill-typed and the
Granule compiler will brand it with a linearity error; this is because the
value of type cake passed into the function is a linear resource, and the
body of the function requires us to duplicate it (via contraction), which
is forbidden. Thus, linear types remind us of the familiar aphorism:
you can’t have your cake and eat it too.

In order to fix this, we could resort to giving up on linearity alto-
gether (and we will see how this can work in more detail later), but
Granule’s graded coeffect modality allows us to find a happy medium:
we can precisely describe how the value is used by using a natural
number grade. See the example below:

possible : Cake [2] — (Happy, Cake [1])
possible [cake] = (eat cake, [have cakel)

Granule
Here, the box modality is annotated with the grade 2, meaning that
the value of type cake needs to be used exactly twice. Applying the eat
function accounts for one usage, meaning that one usage is preserved
for later. Another way to think of this is that if you start with two cakes
and consume one, you are left with one remaining. We will build on
this and describe other forms of grading in Chapter 3.

1.1 CONTRIBUTIONS

The combination of linear and graded types allows for precisely speci-
fying behaviour of each piece data within a program, in such a way
that the behaviour is enforced statically by the type checker. But how
can we use linearity and grading to enforce global properties, which
hold over an entire program rather than for an individual resource?

Memory safety is a guarantee that situations in which a program
reads or writes from memory that may lead to undefined behaviour are
not permitted to occur. Some common examples are reading outside
the bounds of an array, reading from uninitialised memory, or indeed
accessing memory through a pointer to an invalid location. A large
proportion of bugs in modern industrial code arise due to improper
management of memory safety, often due to the wide usage of systems
languages like C that have significant efficiency benefits but provide
very little guarantee of any safety properties [102, 117].

3
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Using linear types pervasively throughout your program can pro-
vide some important memory safety properties; every value being
used exactly once means that data races or multiple concurrent ac-
cesses to the same location in memory cannot occur, and linearity
allows for the proper deallocation of references to be enforced. How-
ever, it is often necessary to make use of non-linear values for many
practical programming patterns, and as soon as non-linearity is intro-
duced these properties become much harder to enforce. Uniqueness
types, which ensure that every value has precisely one reference [16],
offer a more viable solution to these problems, but though they are
certainly related to linear types the precise connection is not entirely
clear in the existing literature.

One example of a modern programming language that integrates
memory safety as a core principle of its design is Rust. The Rust
language aims to achieve memory safety through an intricate system
of ownership and lifetimes. The concept of borrowing allows for
multiple references to exist that point to the same location in memory,
but only temporarily and in situations that are understood to be
safe. The original design of Rust’s ownership system took inspiration
from the literature on linear types [92]. However, the system used in
modern Rust is complex, relying on static analysis featuring many
ad-hoc extensions, and so the best way to model it in terms of linearity
(or, indeed, uniqueness) is even less clear as things stand.

Communication safety, conversely, guarantees that situations where
multiple separate parts of a program interacting by sending and re-
ceiving information between one another cannot lead to undefined
behaviour. Some standard examples in this case are ensuring that
messages must always be sent and received in the expected order, and
that the data being communicated is of the expected type. Commu-
nicating behaviours are essential in concurrent code for transferring
information between threads, and so as one might expect many of
the bugs that occur in such programs are caused by failures of these
aforementioned communication properties [86, 135], even in languages
such as Go that are designed around concurrency.

In the domain of type theory, one popular framework for providing
communication safety guarantees is the notion of session types. These
are generally applied to the setting of channel-based communication,
where interaction occurs over a channel that a sender and receiver
both have access to. (Another related but distinct framework is that
of mailbox types, which are outside the scope of this thesis but allow
for similar guarantees in languages like Erlang which feature actor-
based communication [40, 43].) Assigning a session type to a channel
allows for the type of data being communicated to be specified, but
also restricts communication interactions to a specified protocol, with
the channel typically being treated as linear to prevent this ordering

1 https://go.dev/blog/survey2025
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from being circumvented [62]. However, many possible communica-
tion patterns that are used in real-world programs require non-linear
behaviour, such as a single server that interacts with many clients or
a channel that needs to be used multiple times. Thus, linear session
types can often be somewhat restrictive in practice.

In this thesis, we aim to demonstrate that graded types are an ex-
pressive enough framework to encompass both of the above safety
properties while allowing for programs to be written that cannot
be represented using just linearity. We elucidate the relationship be-
tween linearity and uniqueness, before showing that a form of ‘graded
uniqueness’ can capture notions of borrowing akin to those in Rust.
These allow for more flexible management of references that still en-
sures memory safety. We also extend a framework of linear session
types using grades to encapsulate various non-linear communication
patterns while still preserving communication safety. In other words:

THESIS STATEMENT The framework of graded types can be ex-
tended to allow for the verification of global program behaviour,
encapsulating key properties from the paradigms of both memory and
communication safety.

The critical obstacle to this endeavour in both cases is that graded
types excel at capturing local properties by tracking information about
a piece of data at the type level, whereas both memory and commu-
nication safety are global properties. It is impossible to know that a
memory access is safe without having information about other refer-
ences that may exist elsewhere, and it is similarly impossible to know
that a communication is safe without having information about the
state of other communicating parties in the system. We will show
that it is in fact possible to use the local information tracked through
grading in order to prove such global properties, and address some
challenges that arise in doing so; it turns out that some of the key
solutions can be transferred across domains, applying to both memory
and communication safety and perhaps beyond.
Specifically, this thesis makes the following contributions:

We identify the key similarities and differences between linear
types and uniqueness types (which ensure memory safety in a
coarse-grained way, by requiring that each value has at most one
reference at a given time), and extend Granule’s core calculus
with a new modality for uniqueness.

We develop a new form of grading for the uniqueness modality,
based on fractional permissions, which encapsulates various
ideas relating to ownership and borrowing (as popularised by
the Rust programming language) and allows for more flexible
programming than pure uniqueness.



We refine and formalise the existing embedding of linear session
types into Granule, repairing several problems that were inher-
ent to the previous approach and showing that our improved
formulation respects communication safety properties.

We extend this embedding to include several new primitives for
non-linear communication patterns, each using precise notions
of grading to continue enforcing communication safety while
still allowing for forms of concurrency that are generally not
possible to represent in standard linear session type systems.

1.2 OUTLINE

This dissertation is structured into nine chapters; the six chapters
succeeding this one follow a general structure of being three parts
split into two halves each, where the first half describes how a linearity
restriction can allow us to ensure that some global property holds
over a program, and the second half shows how more precise grading
can allow for more fine-grained reasoning about the behaviour of
the program while still preserving the same guarantees. Chapter 2
explains some of the necessary background on linear types and their
origins in Girard’s linear logic, taking inspiration from the presentation
in the first section of Advanced Topics in Types and Programming
Languages [148]. Chapter 3 then extends this to the realm of graded
types, giving an introduction to the syntax and features of Granule and
developing a core graded calculus which will be extended throughout
the rest of the thesis, along with a basic operational semantics in order
to prove various key properties. The thesis then proceeds as follows.
First, we consider memory safety. Chapter 4 formalises the rela-
tionship between the two well-studied but rarely contrasted ideas of
linearity and uniqueness (which aims to ensure that all values have at
most a single reference), building on two distinct bodies of literature
and showing that it is possible and advantageous to have both linear
and unique types in the same type system. We study the guarantees
of the resulting system and provide a practical implementation in the
graded modal setting of the Granule language, adding a third kind
of modality alongside the existing coeffect and effect modalities. We
then demonstrate via a benchmark that our implementation benefits
from expected efficiency gains enabled by adding uniqueness to a
language that already has a linear basis. Chapter 5 develops this con-
nection further, showing that just as graded type systems like those
of Granule and Idris generalise linearity, Rust’s ownership model
arises as a graded generalisation of uniqueness. We combine frac-
tional permissions with grading to give the first account of ownership
and borrowing that smoothly integrates into a standard type system
alongside linearity and grading, and extend Granule with these ideas.
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Second, we consider communication safety. Chapter 6 presents the
first formalisation of linear session types alongside a graded core
calculus, using a similar operational model to the one applied in
previous chapters in order to show that concurrency failures are ruled
out and resolving problems with the previous instantiation of session
types in Granule along the way. Chapter 7 then extends this system
to allow for non-linear communication, introducing several additional
primitives (and corresponding constructs in the semantics) which
allow for various essential communication patterns to be captured
that could not previously be described in a purely linear setting.

Finally, we consider the broader implications of our work. Chapter 8
discusses numerous potential avenues for further research, both in the
areas of graded types for memory and communication safety but also
including the possibility for a general framework which can capture
global properties of programs at the type level. Chapter 9 offers a
summary of the work presented in this thesis and a discussion of its
consequences for programming languages in academia and industry.

1.3 PUBLICATIONS

The content of much of this thesis is drawn from existing publications.
A full list of these papers is below; the declaration at the end of
this thesis lists the primary work contributing to the content of each
chapter.
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2 A PIECE OF CAKE

BACKGROUND ON LINEARITY

ROADMAP  The body of this chapter discusses the foundations of
linear and graded types in detail. We briefly discuss some of the
terminology used to describe type systems throughout the thesis
in Section 2.1. We then begin in earnest by defining the linear A-
calculus with an exponential modality in Section 2.2 in preparation
for generalising this to our core graded calculus in Section 3.3. We
include some examples of basic Granule programs without grading,
in order to better explain the core ideas while also offering a gentle
introduction to the syntax of Granule.

21 TERMINOLOGY

Using the Curry-Howard correspondence, we can understand logics
and type systems as being closely related; through the lens of Curry-
Howard propositions in a logic correspond to types, while proofs of a
proposition correspond to values of the proposition’s corresponding
type. We focus on the perspective of type systems in this thesis, as
we are aiming for the target of leveraging theoretical knowledge for
practical programmers, though we will sometimes wish to consider
the respective logics in question.

The core languages and their extensions we describe are presented
as typed calculi given by sets of types, terms (or programs of a given
type) and typing rules that describe how a term relates to its type. We
assume familiarity with the simply typed A-calculus, which via Curry-
Howard corresponds to the implicative fragment of intuitionistic logic,
and build upon it as we explain linear and graded type systems. A
reader lacking the prerequisite knowledge may wish to consult a
textbook; one good example is Types and Programming Languages [111].
However, we will briefly recap some of the crucial terminology.

In the simply typed A-calculus, a judgment defines the relation
between a type and a term under a given context. Judgments have
the form I' - ¢ : A, stating that the term f can be assigned the type
A under some context of assumptions I'; an assumption is a variable
name with an associated type, written x : B (where name x has type
B), and corresponds to a variable that may be in scope in a program.

A term is related to a type in some type system if we can derive such
a judgment only through the application of the typing rules present in
the given system. The application of these rules forms a tree structure
that is sometimes referred to as a typing derivation.

"
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't:B
Ix:A+t:B

WEAKENING

I''x:Ay:AFt:B

CONTRACTION
I[,x:AF [x/y]t:B

I'y:B,x: AT -t:C
I',x:A,y:BTIxHt:C

ExcHANGE

Figure 2.1: Substructural rules for weakening, contraction, and exchange

2.2 LINEARITY AND SUBSTRUCTURALITY

In the simply typed A-calculus, the explicit typing rules are directed
by syntax, while the structural rules (those that determine how the
context of assumptions can be manipulated) are left implicit. The
key structural properties we consider are weakening, contraction, and
exchange.

Weakening allows assumptions that are not relevant to the typing
derivation in question to be discarded. Contraction is dual to weak-
ening, allowing for an assumption to be present multiple times in
the context. Exchange allows assumptions to be arbitrarily reordered.
Explicit rules describing these three structural properties are displayed
in Figure 2.1.

Linear logic [50] is an example of a substructural logic, which means
that it lacks some subset of the above structural properties. In particu-
lar, linear logic forbids weakening and contraction, while permitting
exchange. In practice, this means that in order to construct a valid
typing derivation, every assumption must be used exactly once; no
hypotheses can be copied or discarded, meaning that a vast number
of programs which would be typeable in the simply typed A-calculus
are not valid in a linear type system.

Note that permitting and excluding other combinations of the struc-
tural rules presented above therefore leads to other examples of sub-
structural logics, which we briefly explain as they are frequently
confused with one another [118]. Relevance or relevant logic forbids
only weakening, but permits contraction and exchange, so each as-
sumption must be used at least once. Affine logic, conversely, forbids
only contraction while permitting weakening and exchange, so each
assumption must be used at most once. Ordered (or planar) logic is the
most restrictive, excluding all three of the above structural properties.
Hence, each assumption must not only be used exactly once as in
linear logic, but also in the correct order.
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2.2.1 The Linear A-Calculus

We now present a linear type system based closely upon the simply
typed A-calculus, but with the weakening and contraction properties
excluded as described above; through Curry-Howard the linear A-
calculus we will describe corresponds to the implicative fragment of
Girard’s linear logic, much as the simply typed A-calculus corresponds
to the implicative fragment of intuitionistic logic.

The types of the linear A-calculus (along with those drawn from a
set of base types, elided for simplicity) are given by the grammar:

A B:=A —oB]|!A (types)

As in the simply typed A-calculus, the function type is the primary
type former. Following Girard, we use —o rather than — as a reminder
that these functions are linear, and so cannot duplicate or discard their
input; they consume a value of type A to produce a value of type B.

Following Girard and most linear type systems based on his work,
we also include a ! (pronounced “bang”) modality. This modality,
which is formally known as the exponential modality, allows for non-
linear usage of data to be expressed, as a value wrapped inside the
exponential modality behaves as one might expect from a value in
standard intuitionistic logic.

Typing judgments still have the form I' - f : A, where I ranges over
contexts of assumptions constructed as follows:

=@ |T,x:A|T,x:[A] (contexts)

A context may therefore either be empty @, extended with some lin-
ear assumption x : A, or extended with some non-linear assumption
x : [A]. The comma symbol denotes both disjoint context concate-
nation and context extension as described here. Since exchange is
permitted in linear logic, we treat contexts as unordered, allowing
their assumptions to be freely rearranged. This marking of assump-
tions in a context as linear or non-linear (see Terui [130]) is one way
to guarantee substitution is admissible (avoiding, for example, issues
pointed out by Wadler where substitution is not well-typed if care
is not taken [144, 145], an issue noted also by Prawitz in 1965 in the
context of S4 modal logic [114]).

The syntax of terms is identical to that of the simply typed A-calculus
but with terms for introducing and eliminating the ! modality:

tu=x | Ax.t |ty |1t |letlt =t in by (terms)

A term is either a linear variable usage x, an abstraction which
binds a linear variable x in a term ¢, an application of a term ¢; to
its argument #,, a non-linear term !t, or a let binding eliminating a
non-linear term (let !t = #; in £p).

13
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I'x:A+t:B
T x:AFx:A % TFAvi:A -B %

rll_tliA—OB rzl_tziA
I'i+T,-tt:B

APP

Figure 2.2: Typing rules for the linear A-calculus core

The rules that relate terms to their types in the linear A-calculus
core are presented in Figure 2.2. Linear variables must be typed in a
singleton context (VAR). The rest of the context must be marked as
non-linear, denoted by [I'] which marks each assumption as non-linear.

Definition 1 (All non-linear assumptions). A context T is denoted as
containing only non-linear assumptions by writing [T'] in the typing rules,
where (O] and [I'] = [I'],x: [A].

The abstraction rule (ABs) binds a linear variable which is used to
type the premise. The application rule (Arr) combines the assumptions
involved in both premises through the operation of context addition
(Definition 2). Context addition combines contexts that have come
from typing multiple subterms in a given rule. This operation, written
I'1 + T'p, is undefined for contexts I'y and I'; that share some linear
assumption. This requires the contexts to be disjoint with the exception
of non-linear assumptions, which gives us the required substructural
behaviour of forbidding contraction.

Definition 2 (Linear context addition). The partial operation + on con-
texts is the union of two contexts as long as they are disjoint in their linear
assumptions and any variables occurring in both contexts are both non-linear
assumptions, i.e.

r+o=r
©+T =T
(Tx: A)+T' =T +T),x: Aiffx & |T'|
F+([,x:A)=(T+T),x: Aiffx ¢ |T|
(T,x: [A]) + (T, x : [A]) = (C4+T'),x : [A]

The non-linear modality ! has introduction and elimination rules
and a related dereliction rule as described in Figure 2.3.

The top left rule captures the idea that a computation ¢ of type A
can be used non-linearly, by ‘promoting’ it to !A as long as all its
inputs are also non-linear, denoted by [I'] in the context. The bottom
rule eliminates a non-linear modality (a capability to use an A value
non-linearly) by composing it with a variable x which is non-linear
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IkEt:A | Ix:AFt:B

T Fi:A 1 Tx:[AFt:B %

Fll—tl:!A FQ,XZ[A]l—tle
I'+IhFlet!lx =4fint, : B

Figure 2.3: Typing rules for the non-linear ! modality

in t;. These rules are accompanied by the top right rule that says
non-linear variables can be treated as linear variables.

We have now defined a simple substructural calculus, which we
will build on in Section 3.3 by introducing a graded modality.

Example 1. An example of a program typeable in this calculus is the
basic combinator for composing two functions one after the other:

coMmP: (A—oB)—o(B—oC)—oA—oC
COMP = Ax.Ay.Az.y(xz)

Here, the first line represents a type signature and the second
line represents a function body as in a standard functional program
(though we follow Granule in using a single colon for type declarations
rather than a double colon as in Haskell), in the following sense:

O AxAyAzy(xz): (A—oB) — (B—oC) —~A—oC

This program satisfies the restrictions of linearity because each of
the three arguments x, y, and z are used exactly once in the body of
the function. In Granule, the above program may be written as follows:

comp : V {abc: Type} . (@a —+b) - (b —>c) >a—c
comp Xy z=y (x z)

There are two key differences to note here. First, since Granule has a
linear base functions behave linearly by default, so we use the standard
— syntax for function arrows since within the context of Granule
this unambiguously denotes a linear function. Second, Granule code
features explicit quantification over kind-annotated type variables,
as can be seen in the type scheme annotating this definition, since
Granule makes use of ML-style polymorphism in type declarations.

In contrast, the familiar K combinator from SKI combinatory logic
cannot be typed in our linear A-calculus. Consider the following
attempt at a definition:

K:A—oB—oA
K = Ax.Ay.x (ill typed)

15
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In other words:
QF AxAyx:A—oB-—A

Here, the argument y is not used in the body of the function, which
violates the linearity restriction. The corresponding Granule program
would be written as follows:

k :Vd{ab: Type} .a —+ b — a
k xy=x--1ll typed

The Granule type checker will reject this program due to the afore-
mentioned linearity violation, as one might hope. The resulting output
is a linearity error stating that Linear variable ‘y’ is never used.

Granule includes the exponential modality, so to illustrate the idea
the K combinator described above can be correctly typed in Granule
as follows.

k:V{ab: Type} . a — 'b —> a
k x ly = x

There are various interesting properties that can be proven regarding
the above linear A-calculus, including standard type safety results such
as progress and preservation. We defer these for now, since they are
all standard and well-trodden in the literature [142], instead proving
them for the graded generalisation presented as our core calculus
in Section 3.3. We will prove properties regarding the non-linear !
modality specifically in Chapter 4 alongside the extensions presented
in that chapter, since this is the only other chapter that builds directly
on the linear and non-linear core presented here rather than building
upon the graded calculus of Chapter 3.



3 MAKING THE GRADE
A GRADED MODAL PRIMER

3.1 A BRIEF HISTORY OF GRADED MODAL TYPES

Graded type systems build upon linear types, which as described
earlier treat data as a finite resource which must be consumed exactly
once, with all instances of duplication or discarding disallowed [50].
Since Girard’s original formulation of linear logic, there have been
many instances of linear type systems in the literature [4, 142].

We have seen that linear type systems embedding the ! modality
offer a binary view of data usage; either data is linear and is used
exactly once, or it is non-linear and can be used freely.

Bounded linear logic, developed by Girard and collaborators shortly
after linear logic itself [51], already begins to refine this binary view by
replacing the singular exponential modality with a family of indexed
modalities where the index gives an upper bound on how many times
a piece of data may be used. For example, in a type system corre-
sponding to bounded linear logic, <3 A would be a type containing
values of type A which may be used up to three times.

More recently, various related yet contrasting lines of work [2, 29,
32, 49, 94, 108, 153] have aimed to further generalise bounded linear
logic. These systems typically allow for indices that, rather than only
giving an upper bound on the number of times a piece of data is used,
are instead drawn from an arbitrary pre-ordered semiring (or a related
structure, such as a skew semiring [152]); different choices of semiring
allow for different behavioural program properties to be tracked and
verified statically. This can include the number of times a variable
is reused but can also encompass other properties, such as privacy
and confidentiality. Graded types are making their way into practical
programming systems, and form the basis of not only Granule but
also Idris 2 [27] and indeed Haskell’s linear types extension [19].

In the realm of categorical semantics, these exponential modalities
indexed by semiring elements are modelled by graded exponential
comonads [29]. The original paper on Granule [103] defines the notion
of graded modal types, which encompasses both said graded exponential
comonads but also the dual notion of graded monads [45, 47, 105, 127],
which generalise monads and can be used to precisely capture effectful
behaviour. This thesis does not consider graded monads in detail;
we focus on the graded comonads which extend and build on the
substructural ideas we have described thus far. In general, we refer to
systems incorporating such graded modalities as graded type systems,

17
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though this terminology also includes type systems with pervasive
indices that do not include modalities.

Returning to the example of the K combinator above, we can wrap
the arguments of the function in graded modalities and annotate them
with natural numbers describing the precise number of times that they
are used, which in Granule is written as follows:

k :Vd{ab: Type} . a [1] —+ b [0] — a
k [x] [yl =x

Note that we made a particular choice of semiring here, and there
are numerous other possibilities for specifications that would have
been valid for programs with the same operational behaviour; we will
explore some of them later. Here the input x is annotated with the
grade 1, which in the particular semiring of natural numbers used in
Granule (which does not allow for approximation, a notion that will
be explained later in the chapter that allows for more flexible usage)
indicates that it must be used once.

Granule’s underlying type system is linear, which means that values
without an accompanying graded modality (such as the output value
x here) are treated as linear; they must always be used exactly once,
regardless of what flavours of grade are being used in the rest of the
program. Graded modal types must themselves be introduced and
eliminated explicitly through the use of the indexed modal [, opera-
tors (written [r] in Granule code). For example, the type (A — Bisa
type of linear functions, but the argument is graded by 2. Unboxing the
graded modality gives a value of type A which must be used precisely
twice in the body of the function to produce the output of type B.

3.2 GRANULE AND GRADED MODALITIES

Granule’s type system is based on the linear A-calculus augmented
with graded modal types [103] as well as polymorphic and indexed
types (in the form of user-definable generalised algebraic data types,
or GADTs). With linear typing as the basis, we cannot write functions
that discard or duplicate their inputs as in a standard functional
programming language. However, we can introduce non-linearity
via graded modalities and use these to represent such behaviour,
exemplified by the following Granule code:

drop : V {a : Type} . a [0] — ()
drop [x] = ()

copy : V {a : Type} . a [2] — (a, a)
copy [x] = (x, x)

The function arrow can be read as the type of linear functions (which
consume their input exactly once; recall that these are generally no-
tated —o, but in Granule functions are linear by default, so we simply



3.2 GRANULE AND GRADED MODALITIES

use —), but a [r] is a graded modal type capturing the capability to
use the value ‘inside” in a non-linear way as described by r, i.e., drop
uses the value 0 times and copy uses it 2 times. The pattern match [x]
on the left-hand side of each function eliminates the graded modality,
binding x in a non-linear way. The Haskell-style tuple syntax (a, a)
used here represents a linear tensor product type, which we later
notate using the ® operator in our core calculus.

The central idea of graded modal types is to capture program
structure via an indexed family of modalities where the indices have
some algebraic structure which gives an abstract view of program
structure. We focus on semiring graded necessity in this chapter (written
U, A in mathematical notation but A [r] in Granule) which generalises
linear logic’s ! [50] and Bounded Linear Logic [51]. The semiring
structure is also equipped with a preorder. The above example uses
the natural number graded modality with equality as its preorder,
thus providing an analysis which counts exactly how many times a
value can be used.

Another useful graded modality has grades drawn from a semiring
of intervals which allows us to give bounds on how a value might be
used. To demonstrate, we define the fromMaybe function which allows a
value that may or may not exist to be retrieved from a maybe type.

data Maybe a = Just a | Nothing

fromMaybe : V {a : Type} . a [0..1] — Maybe a — a
fromMaybe [_] (Just x)
fromMaybe [d] Nothing

X;

d

Note that without the graded modality, this function would be ill-
typed in Granule, since values are linear by default and one of the cases
requires discarding the default value (given by the first parameter). By
giving this parameter a type of a [0..1], we specify that it can be used
either o times or 1 time (in other words, this value has affine behaviour
rather than linear). There is only one total function in Granule which
inhabits the type we give to fromMaybe here-linearity forbids defining
an instance which always returns the default value.

In order to use fromMaybe we need to ‘promote’ its first input to
be a graded modal value, which is written by wrapping a value in
brackets, e.g., fromMaybe [42]. Promotion propagates any requirements
implied by the graded modality to the free variables. For example,
the following takes an input and shares the capabilities implied by its
grade to two uses of fromMaybe:

fromMaybeIntPlus : Int [0..2] — Maybe Int — Maybe Int — Int
fromMaybeIntPlus [d] x y = fromMaybe [d] x + fromMaybe [d] y
The o..1 usage implied by the first fromMaybe [d] and 6..1 usage by the
second are added together to get the requirement that the incoming
integer d is graded as o..2.
Lastly, Granule includes indexed types which offer a lightweight
form of dependency, allowing for type-level access to information
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about data. For example, length-indexed vectors can be defined and
used as follows:
data Vec (n : Nat) (a : Type) where

Nil : Vec 0 a;
Cons : a — Vec n a — Vec (n+l) a

append : V {a : Type, nm : Nat} . Vec n a — Vec m a — Vec (n+m) a

append Nil ys = ys;

append (Cons x xs) ys = Cons x (append Xs ys)
Indexed types allow us to ensure at the type-level that when we
append two vectors, the length of the output is equal to the sum of the
lengths of the two inputs. Again, thanks to linearity, we gain further
assurances from our type signatures: here we can guarantee that since
we must use every element of the input vectors, these must also appear
in the output, and so no information is being lost along the way.

Indexed natural numbers can be similarly defined to vectors, and
are used later to provide lightweight type-dependence on natural
number inputs:

data N (n : Nat) where
Z : NO;
S:V {n:Nat} . Nn — N (n+l)
This definition gives a way to capture a runtime witness for a type
level Nat.

Granule allows type indices to be used also as grades. We can define
for example the functorial action on vectors which links the size of the
vector with the usage of the function to be applied to each element:

vmap : V {a b : Type, n : Nat} . (a — b) [n] - Vecna — Vecnb
vmap [_] Nil = Nil;
vmap [f] (Cons x xs) = Cons (f x) (vmap [f] xs)

In Granule, predicates on types and grades can be represented like

Haskell’s type class constraints with type signatures of the form:

functionName : V{typeVariables} . {constraints} = type

For example, we can define a much more general version of copy as:

copy : V {a : Type, s : Semiring, r : s}

{1 +1) :s) <r}y=alrl — (a, a)

copy [x] = (x, x)
This is polymorphic on the semiring s, as well as including a con-
straint as a predicate that the grade r is approximated by 1 + 1 in this
particular semiring. (Note that 1 4+ 1 cannot be simply replaced by
2 here, since the function is polymorphic and so we cannot assume
we are working with the semiring of natural numbers: 1 represents
the multiplicative identity of the semiring s, and so the result of 1 41
is dependent upon the choice of semiring.) Types appearing in this
constraint position have kind pPredicate. We later introduce several
type functions, returning types of kind Predicate, in order to restrict
behaviour in various settings.
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3.3 A CORE GRADED MODAL CALCULUS

Before we can define the graded type system which we will go on to
extend throughout the main body of this thesis, we need to establish
an understanding of the foundations of the particular approach to
graded types that has been taken by Granule and its core calculus.

The origins of graded types lie in Girard’s original work on linear
logic [50], which has spawned a plethora of work on type systems
which incorporate additional information on the behaviour of a pro-
gram into the types. Some graded type systems involve every function
arrow in a program being annotated with a grade describing the usage
of the input value (sometimes referred to as “graded base” systems),
while some start from a basis of linear types and then extend this
with a graded modality (sometimes referred to as “linear base” systems),
where values are linear by default but the usage of those wrapped
inside a modality is described by the grade annotating said modality.

It has recently been shown that each of these two contrasting styles
of graded type system can be translated into one another, preserving
both types and grades, in such a way that the operational behaviour
of the program remains the same [78]. Hence, we will not linger too
much on the distinction here in this thesis; we focus on the linear base
approach, since this is the one used in Granule’s core.

We now recap Granule’s core calculus which incorporates graded
modal types into a linear type theory [103]; we later extend this cal-
culus with our functional models of various kinds of resource in sub-
sequent chapters. This section covers the syntax and static semantics
(type system), whilst Section 3.4 gives an operational semantics that
will later be extended to incorporate the various extensions discussed
throughout this work.

The calculus extends the linear A-calculus with multiplicative prod-
ucts and unit, and a semiring-graded necessity modality L1, A where r is
an element of a pre-ordered semiring (R, *,1, +,0, C) which includes
a requirement that * and + must be monotonic with respect to the
ordering C. This calculus gives a simplified monomorphic subset of
Granule [103], and closely resembles other graded systems from the
literature [2, 10, 21, 29, 32, 47, 94, 95, 108]. Our extensions in later chap-
ters could be made compatible with such systems, as the differences
between these calculi do not interfere with the key ideas here.
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3.3.1  Syntax

Our syntax consists of the linear A-calculus with multiplicative prod-
ucts and unit (first line of syntax below), and graded modal terms
(second line).

tu=x|Axt|tita| (f,t2) |let(x,y) =tinty | () |let () =H ink
| [t] | let[x] = fpinty (terms)
Following the syntax of variables, we group terms above into pairs
of introduction and elimination forms, for functions, products, units,

and the graded modality respectively. The meaning of these terms is
explained in the next subsection with reference to their typing.

3.3.2 Type System

Typing judgments have the form I' - ¢ : A, assigning type A to term ¢
under context I'. Types are:

AB:=A—-oB|A®B|unit| A (types)

Hence, our type syntax comprises linear function types A —o B, linear
multiplicative products A ® B, a linear multiplicative unit (unsurpris-
ingly written unit), and the graded modality [],A where » € R.
Contexts I' contain both linear assumptions x : A and graded as-
sumptions x : [A], which have originated from a graded modality:

o= Q|Tx:A|Tx:[A], (contexts)

Typing of the A-calculus fragment is given by the rules in Figure 3.1.

Ix:A+-t:B
0TxAFx:A " Traixt:A—-B ™

Fll—tllA—OB le—tzlA
I+ttt B

APP

Figure 3.1: Typing rules for the linear A-calculus

The vaRr, aBs, and ArP rules are the standard rules of the linear
A-calculus, augmented with a notion of contraction captured by the
+ operation on contexts coming from multiple sub-terms. This op-
eration is defined only when contexts are disjoint with respect to
linear assumptions, and on overlapping graded assumptions we add
their grades using the addition operation provided by the semiring,
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e.g. (T, x:[A];) + (To,x: [Als) = (T1 4+ T2),x : [A]4s. More explicitly,
context addition is declaratively specified as follows:

O+T
r+o
(Tx:A)+T" =T +T"),x:A iff x & |T'|
I+ (I',x:A) (F+F’)x'A iff x € |T|
(T,x: [Al,)+ (I,x: [Al;) =(T+T), [A]<r+s)
(context addition)

r
r

This is a declarative rather than algorithmic specification of + as
graded assumptions of the same variable may appear in different
positions within the two contexts—for example, when type checking
the program ((x, y), (y, x)). The VAR rule also embeds the notion
of weakening, allowing a context of variables graded by 0, using the
partial operation of scalar multiplication of a context:

r-@=0 r-(T,x:[Als) =(r-T),x:[Alns
(context multiplication)

This operation scales graded assumptions by r, but is undefined if T’
contains linear assumptions.
The rules involving graded modalities are presented in Figure 3.2.

't A
FTF[:0A Y

Fll—tl DA rz,x:[A]rl—tle

T1+ T, letlx] = fint, : B FLM
I,x:[A]l,,T'+t:B rCs ILx:AFt:B
T[,x:[Al,I"Ft:B APPROX Ty Al Ft:B O

Figure 3.2: Typing rules for the graded modality

The pr rule (promotion) introduces a graded modality with grade 7,
implying that the result of t can be used in an ‘r-like” way and thus
all of the dependencies of t must be scaled by r to propagate usage to
the dependencies, none of which are allowed to be linear due to the
partiality of context multiplication. In later chapters, promotion will
also require an explicit restriction that the value to be promoted must
not be a resource allocator, designed to avoid problems that otherwise
arise when promoting resources with certain behaviours in a call-by-
value setting; we will discuss this in detail when we encounter the
problem for the first time, in Chapter 5.
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The £L1M rule eliminates a graded modality, capturing the idea that
a requirement for x to be used in an ‘r-like” way in ¢, can be matched
with the capability of t; described by its graded modal type.

The DER rule (dereliction) connects linear typing to graded typing,
stating that a requirement for a linear assumption is satisfied by an
assumption graded by 1. The aApPrOX rule converts a grade r to s if s
approximates r according to the semiring’s pre-order C. Some useful
and/or interesting examples of semirings are described below.

Example 2. [Natural numbers] One possible choice of semiring, which
we have seen already in the basic examples presented thus far, is over
the natural numbers (IN, , +,0, 1, =) with discrete ordering = such that
there is no approximation and we track the exact number of times a
term has been used. We could instead use the standard < ordering on
numbers which would permit approximation, allowing for an upper
bound on a term’s usage, and various other works on graded types
use this ordering for their natural number semiring. Another useful
semiring is intervals of natural numbers where a grade o0..1 represents
values which can be used either zero or one times, capturing the notion
of an affine value. In fact, an interval semiring can be constructed
by choosing two endpoints from any other semiring; we will only
use intervals of natural numbers in this thesis, but details of this
construction are given in the original Granule paper [103].

Example 3. [None-One-Tons [94]] The semiring over {0,1, w} with
0 < wand 1 < w, where + and * are saturating at w, can be used
to distinguish between linear and non-linear uses: assigning r = 1 to
linear usage, r = 0 to non-usage (when a resource is discarded), and
r = w to arbitrary usage.

Example 4. [Security levels] Information flow control properties can
be tracked by instantiating the semiring with a lattice of security
levels [47], e.g., with ({Lo < Hi}, Lo, A, Hi, V) where Hi-graded inputs
are treated as irrelevant: we cannot depend on any high-security inputs
when building a low-security graded output [ ,A. This thesis does
not focus on security, so we will use this simple case as an illustrative
example, but it is certainly possible to construct more complex lattices
with more than two possible security levels [79].

Example 5. [Sensitivity] The semiring of real numbers with the stan-
dard ordering (R, 1, %,0,+, <) can be leveraged to capture a notion
of numerical sensitivity in programs/logic [39, 46], where a program
is k-sensitive (for k € R) in a variable if a change € in its inputs to x
produces at most a change of ke in the output of the program. This
instantiation of the system tracks sensitivities as grades where addi-
tional dependent-type-based mechanisms are needed to lift program
values into the types, e.g., scale : (k: R) — yR — R.

Finally, Figure 3.3 displays the rules for introducing and eliminat-
ing tensor products and the multiplicative unit, which are standard,
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though it is important to remember that products are linear and so it is
not possible to freely discard either side: both elements must be used
when consuming a product. The other connectives from linear logic
(such as the additive disjunction @ and the additive conjunction &)
can be incorporated in an equally standard fashion; we do not focus
on them here in order to simplify our proofs, as the way they are
handled would be very similar to the way we deal with the tensor
product rules in all of the forthcoming proof cases.

Fll—tl:A le—tztB
Irh+Ix+ (tl,t2> :AX®B

K1

't :A®B  Tyx:Ay:BFt:C
IM+TyFlet(x,y) =tint, : C

E

1 ' Ft1 2 unit InHt:B
0-TF():unit ' Ty+I,Flet()=#fint:B

E

Figure 3.3: Typing rules for linear products and unit

Note that in the presence of products, we are unable to exactly
represent the exponential modality ! from Chapter 2 by naively using
the w grade from the ‘none-one-tons” semiring or any similar grades
that allow for unrestricted usage, as one might expect at first glance.
This is because no matter which grade we choose from whichever
semiring, we are able to “push” the grade into the tensor product,
allowing derivation of [J,(A ® B) — (J,A ® [J,B), as in the following
simplified Granule code.

push : V {a b : Type, s : Semiring, r : s}
. (a, b) [r] = (a [r], b [r])
push [(x, y)] = (Ix], [yl)
Granule X
However, in linear logic it is not possible to derive !(A ® B) —o
'A ® !B; indeed, the following Granule code is ill-typed.

push’ : V {a b : Type} . !(a, b) — ('a, !b)
push’ !(x, y) = (Ix, ly)
Granule X
To acquire some intuition for this, we can think of a type !a as
allowing for the consumer of its value to choose how many times they
use that value. This means that if we have a pair of values with type
('a, !'b) then we can make separate, different choices for how to use
the components of that product; for example, we could choose to use
the value of type 'a twice and the value of type 'b three times.
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Conversely, if we are given a value of type !(a, b) then we are only
able to choose once how many times to use the entire product, so both
components must be used the same number of times. Therefore, this
type gives the consumer strictly less freedom, and so we cannot in
general construct a value of the former type from a value of the latter.

Many graded type systems share the quality of allowing grading
to be pushed through products, so reconciling these with linear logic
requires some additional structure on the semiring [63]. In practice,
Granule’s version of the ‘none-one-tons’ semiring does incorporate this
additional structure, which prevents the push behaviour and allows
! to be represented in Granule using the w grade. The polymorphic
push function above is not directly typeable in Granule proper, without
additionally limiting the input grade to come from a semiring that
allows this behaviour.

We do not linger on this any further here, as the distinction will
not be particularly important for our purposes. In Chapter 4 we limit
the focus to linearity and non-linearity by using the ! modality as
in Chapter 2, and then from Chapter 5 onwards we incorporate full
grading as seen in the present chapter.

Example 6. The following gives an example derivation assuming the
natural number semiring:

i AGArxiA®A A ryia T ,
VAL ABAF (1Y) ABA®A ' OFuv:A yiAhFyiA T
yi[Ah FAx(xy) :ARA - (ARA)®A e y:[AhF (vy):A®A

y:[AhF (Ax(xy) (vy): (ARA)®A

®1

APP

where (VAR') is a synonym for (vAR) followed by the (DER) rule.
As a reminder of Granule syntax, the following captures the same
idea as this example:

exampleNat : V {a : Type} . a — a [2] — ((a, a), a)
exampleNat v yb = let [y] = yb in (Ax — (x, y)) (v, y)
Granule
Recall that [],A is instead written postfix as A [r]. In Granule, it is

also possible to fold elimination into pattern matching: we can ‘unbox’
(eliminate) a graded modality to provide a graded variable to the body
of the function (the analogue to t; in the elimination rule). See the
below code, which is equivalent:

exampleNat’ : V {a : Type} . a — a [2] — ((a, a), a)
exampleNat’ v [y] = (Ax — (X, y)) (v, y)
Granule
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Example 7. The following gives an example derivation assuming the
security level semiring;:

VAR

x:AFx:A
x:[AloFx: A

x: [Alp b [x] s OwA
x: Al F [x]: OxA

DER

APPROX

We can type a function which maps public (Lo) values to private
(Hi) values, using approximation as above. A function mapping from
private to public values is derivable, but cannot use its input, as
required for a non-interference property to hold [2, 79].

NOTE ON LINEAR HASKELL As mentioned at the start of this section,
we aim for the extensions we develop throughout this work to be
compatible with other graded type systems after some adaptation.
One particular system of interest is the calculus underlying the recent
extension which introduces linear types to Haskell [19]. This extension
uses a graded type system below the surface in order to implement
linearity; all function types are given a ‘multiplicity’ annotation
written (a %r -> b) akin to a type [J,A —o B here, where the annotation
can be either ’'one or 'Many representing either linear or unrestricted
usage respectively. As described at the start of this chapter, work
on formalising the connection between systems like this where all
function types come with a grade (called ‘graded base’) and systems
such as Granule’s where values are linear by default and graded values
are wrapped inside a modality (called ‘linear base’) is ongoing [137].

3.4 OPERATIONAL SEMANTICS

We define an operational model for our core calculus to make the
meaning of linearity and grading more concrete, and to prove that our
type system enforces the standard desired properties.

tlwti

(Axta) b ~ bt /x] T8 Hiy ~ £

CONGAPP|_

Figure 3.4: Reduction rules for the linear A-calculus (call-by-name)

The rules in Figure 3.4 are the standard call-by-name reduction
rules for the linear A-calculus. Beta reductions are enacted through
substituting the argument into the body of the function, while we can
reduce on the left-hand side of any application. Later chapters will
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demonstrate how to adjust this semantics to behave in a call-by-value
manner, when this is required.

UBL

let [x] = [t1]inty ~> ta[t1 /]

t ~ 1]

ONGL
let [x| = tyint; ~» let[x] = t]int, CONGLET|_

Figure 3.5: Reduction rules for the graded modality (call-by-name)

The rules in Figure 3.5 are perhaps the most interesting, as these
show the rules for graded modal introduction (called promotion) and
elimination, which unwraps the box modality using a let binding.
Note that there is no rule for evaluating inside of a graded modal
introduction, since the semantics is call-by-name.

: &
let (x,y) =t *tyints ~ t3[ka/y][t1/x] AL

t ~ ]

: T CONGPROD|
let (x,y) = tyint, ~ let(x,y) =t} int,
U
et()=(inh—h JNVTh
t] ~ t,l
CONGUNIT|

let () =t;infp ~let () =t} in f

Figure 3.6: Reduction rules for linear products and unit (call-by-name)

Figure 3.6 shows how to evaluate introduction and elimination for
linear products and unit, which follow a similar scheme to the graded
modal introduction and elimination rules. The only exception is that
unit elimination is trivial and so does not require any substitution.

3.4.1  Metatheory

We now prove some of the standard properties of linear and graded
calculi for the core system we have described, such that we can ex-
tend the proofs with each new addition in later chapters. Proofs of
all the statements that follow are provided in Appendix a. We first
establish some key results showing the admissibility of weakening
and substitution, which are leveraged in later proofs:
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Lemma 1 (Admissibility of weakening).
rHFt:A = (0-T"),THt: A

Lemma 2 (Linear substitution). Given I" =+t : Sand T,y : S+t : T then
T'+T [t /y]: T.

Lemma 3 (Graded substitution). Given [I'| =t :Sand T,y : [S], Ft:T
(where [I'] represents a context T' containing only graded assumptions) then
F+r- Tt /y]: T.

We define a notion of value, with a value being a term that is
irreducible under our particular choice of semantics.

vu=Axt| [t | (k,t2) | () (value terms sub-grammar)

We then consider the two key properties for syntactic type safety:
progress and preservation.

Lemma 4 (Value lemma). Given I' = v : A then depending on the type, the
shape of v can be inferred:

o A=A"— Bthenv = Ax.t
o A=0LA  thenv = [t]

o A=A @B thenv = (t,t)
o A=1thenv =)

Theorem 1 (Progress). Values in our model are given above.
Given T -t : A, then t is either some value v, or there exists a term t' such
that t ~ t'.

Theorem 2 (Type preservation). Given I' = t : A and a single-step
reduction t ~~ t', then we can construct the typing derivation T - t' : A.

Note that the preservation theorem does not examine the consistency
of grades; this requires an extended property, known as conservation.
We will examine the relative feasibility of proving conservation for call-
by-name and call-by-value semantics in Chapters 4 and 5 respectively.
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4 ONE OF A KIND

UNIQUENESS AND SHARING

4.1 INTRODUCTION

Linear types [50, 142] and uniqueness types [15, 126] are two influential
and long-standing flavours of substructural type system. As these
approaches have developed, it has become clear in the community
(both in folklore and the literature) that these are closely related ideas.
For example, the chapter on substructurality in Advanced Topics in
Types and Programming Languages [148] describes uniqueness types as
“a variant of linear types”. This framing is supported by various works
which make reference to “a form of linearity (called uniqueness)” [97]
or other such statements of equality or similarity [106].

But reading a different set of papers gives a contrasting impression
that linearity and uniqueness are not the same but in some sense dual
to one another, and with different behaviour for some applications.
Recent work on linear types for Haskell [19] describes the two concepts
as being “at their core, dual” and later having a “weak duality”. The
impression that these two approaches behave differently is backed
up by much of the theoretical work on uniqueness types. One paper
states that “although both linear logic and uniqueness typing are
substructural logics, there are important differences” [141], closely
followed by a tantalising hint that “some systems based on linear logic
are much closer to uniqueness typing than to linear logic”.

It is clear, at least, that both linear types and uniqueness types
are indeed substructural type systems: they both restrict structural
rules (in particular, contraction and weakening) of type systems that
are the Curry-Howard counterparts to regular intuitionistic logic. As
mentioned in Chapter 1, this captures the well-known maxim that “not
all things in life are free” [146]; many kinds of data behave resourcefully,
and are subject to constraints on their usage.

Thanks to these clear benefits, notions of substructurality are slowly
but surely making their way into the programming ecosystem, with
languages such as Haskell [19], Idris [27], Clean [126], Rust [69],
ATS [156], and Granule [103] all having type systems that behave
substructurally in some way. What is not clear, however, is what exactly
the relationship is between these varying systems; for instance, it is not
obvious how to relate linearity and uniqueness. Linear types, though
they themselves come in various forms, are most often based on the
linear logic of Girard [50]; as we saw in Chapter 2, they generally treat
values as resources which must be used exactly once and never again.
On the other hand, uniqueness types are named as such because they
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aim to ensure that values are guaranteed to have at most one reference
to them [112, 124, 126, 128, 140, 141], with a view towards allowing
them to be safely updated in-place. Do these two requirements always
coincide, or are there cases where they diverge?

In this chapter, we resolve this long-standing confusion, building on
two distinct bodies of literature to develop an accurate understanding
of the contexts in which linear and uniqueness types behave the same
or behave differently, and their relative strengths and weaknesses. Our
primary contributions are as follows:

e In Section 4.2, we discuss the contrasting understandings of
the relationship between linearity and uniqueness, and draw
together aspects of these viewpoints to intuitively describe the
link between these concepts.

¢ In Section 4.3, we formalise these notions by developing a unified
calculus and type system that incorporates linear, unique, and
Cartesian (unrestricted or non-unique/non-linear) types all at
once, building on the core calculus described in Chapter 3. We
extend our operational model with a heap semantics which
allows us to prove various key operational guarantees for both
linearity and uniqueness.

¢ In Section 4.4, as a proof of concept, we implement uniqueness
types into Granule which already has a linear basis, introducing
a third flavour of modality alongside the graded comonadic
(coeffectful) and graded monadic (effectful) modalities already
present in the language. The implementation enables the classic
primary use of uniqueness: access to safe in-place update in a
functional language without working inside a monad.

e In Section 4.4.2, we confirm the performance benefits of unique-
ness types by benchmarking the performance of arrays which
allow for in-place update. We generate impure Haskell code
from our Granule implementation in order to demonstrate that
further efficiency can be gained via adding uniqueness types
even when your language is already linear at its core.

We defer discussion of related work to Chapter 5, which will relate
the concepts explored in this chapter to ideas in Rust and extend this
chapter’s development to allow for more flexibility when managing
references. Future work will be explored in Chapter 8. Various ad-
ditional details are collected in Appendix b, including proofs and
collected reduction rules for the operational semantics.
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It is clear that linear and uniqueness types both involve restricting the
substructural rules of intuitionistic logic, but what remains unclear is
the exact relationship between the two concepts. This section discusses
two widespread understandings of their relationship, both of which
are accurate in some respects but fail to capture some key similari-
ties and differences. We then combine aspects of both viewpoints to
systematically relate linearity and uniqueness.

4.2.1  Are Linearity and Uniqueness the Same?

Perhaps the most well-known substructural types are linear types,
which have been studied for decades in the literature [142, 148] as the
Curry-Howard counterpart of linear logic [50]. Chapter 1 explained
how linearity is steadily making its way into the mainstream via
extensions to languages like Haskell [19]. Examples of linearity in this
chapter will focus on the functional language Granule [103] (Whose
syntax resembles Haskell), since values in Granule are linear by default
making the examples less complex, and also because Granule will be
the foundation upon which we build our unified calculus.

As we explored in Chapter 2, linearity is a claim about the consump-
tion of a resource: a linear type is a contract, which says that we must
consume a value that we are given exactly once. Recall the following
classic example (mentioned in Chapter 1) of a function which can-
not be represented using linear types, assuming an interface where
eat : Cake — Happy and have : Cake — Cake:

impossible : Cake — (Happy, Cake)
impossible cake = (eat cake, have cake)

Granule X
The above function is ill-typed (since Granule’s function type — is
linear) and the Granule compiler will brand it with a linearity error;
this is because the value of type cake passed into the function is a
linear resource, and the body of the function requires us to duplicate it
(via contraction), which is forbidden. This is why linear types remind
us of the familiar aphorism: you can’t have your cake and eat it too.

Uniqueness types, on the other hand, are aimed at ensuring that
values have only a single reference to them, which is a useful property
for ensuring the safety of updating data in-place. But is this uniqueness
restriction really so different from the constraints of linearity?

One of the most familiar languages featuring uniqueness types is
Clean [126], which uses uniqueness for mutable state and input/out-
put, in contrast to languages such as Haskell which use monads for
similar purposes. We shall use Clean for our uniqueness examples
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for the moment, before we introduce our own implementation of
uniqueness in Section 4.4. Consider the following in Clean:

impossible :: *Coffee -> (xAwake, *Coffee)
impossible coffee = (drink coffee, keep coffee)

Clean X
We use coffee instead of cake to distinguish unique values from the
linear values of the Granule example, but notice this function has
exactly the same structure as the previous example. The operator *
denotes a unique type, since unrestricted values are the default in
Clean. When presented with this function Clean gives a uniqueness
error; the argument of type «Coffee is duplicated, and so we can no
longer guarantee there is only one reference to it upon exiting the
function. Think of a «Coffee as having been freshly poured; we cannot
continue acting as though it is fresh once some of it has been drunk!

So far, it seems that the concepts of linearity and uniqueness are
very similar after all, as is often claimed. However, neither of these
examples uses unrestricted values; we only see values that are linearly
typed or uniquely typed. In fact, in a setting where all values must be
linear, we can also guarantee that every value is unique, and vice versa!
Intuitively, if it is never possible to duplicate a value, then it will never
be possible for said value to have multiple references [141]. It is when
we also have the ability for unrestricted use (non-linear /non-unique)
that differences between linearity and uniqueness begin to arise, as
we will soon see.

Much of the classic literature on linear types makes mention of
the idea that linearity can be used for tracking whether a value has
only one reference, though we know by now that this more accurately
describes uniqueness; indeed, one of the oldest such papers by Wadler,
which has been (rightly) hugely influential, states that “values of linear
type have exactly one reference to them, and so require no garbage
collection” [142, p.2]. However, systems akin to the one discussed
by Wadler [11, 55, 125] crucially separate values into two completely
distinct and (mostly) disconnected linear and non-linear worlds. In this
context, a linear value can never have been duplicated previously and
thus must also obey the conditions required for uniqueness. Therefore,
it is correct to say that a value of linear type has exactly one reference
in such a system.

This issue is further discussed in a later article by Wadler [143],
though uniqueness types had yet to be invented and so the concept
is never referred to by this name. Linear types based on linear logic
are defined in Section 3 of said article, for which linearity behaves as
we understand it: a value having linear type guarantees that it will
not be duplicated or discarded, but the notion of dereliction allows a
non-linear variable to be used linearly going forwards [50]. As Wadler
states, “dereliction means we cannot guarantee a priori that a variable
of linear type has exactly one pointer to it” [143, p.7], and so we
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cannot guarantee uniqueness of reference in a system based upon
linear logic. In Section 7, Wadler goes on to define steadfast types,
where dereliction and promotion are again restricted to recover the
uniqueness guarantee in addition to the linearity restriction®.
However, never being able to duplicate or discard any value is
an overly restrictive view of data, preventing many valid uses of
various kinds of information, and so languages with linear types
therefore generally do provide a mechanism for non-linearity rather
than working in the ‘steadfast’ style. In Granule, we can use the !
modality to rewrite the previous example into one that is well-typed:

possible : !Cake — (Happy, Cake)
possible lots = let !cake = lots in (eat cake, have cake)

Granule

We can think of !cake values as representing an infinite amount of cake,
which is made available once we eliminate the modality (via the tet)
to get an unrestricted (non-linear) variable cake. The functions eat and
have are linear functions, so each application in isolation views cake
linearly, by an implicit use of dereliction in the type system. Crucially,
from an unrestricted value we can produce a linear value, so we can
impose the restriction of linearity whenever we like. However it is
not possible to produce an unrestricted value from a linear one. This
restriction means that linear types are useful for representing resources
such as file handles, as in the following example:

twoChars : (Char, Char) <IO>
twoChars = let -- do-notation like syntax
h <— openHandle ReadMode "someFile";
(h, cl) < readChar h;
(h, c2) < readChar h;
() < closeHandle h
in pure (cl, c2)
Granule
Here, we open a file handle, read two characters from it, and then close
it. The <10> modality here can in essence be thought of as equivalent
to the IO monad in Haskell, though in Granule this is in actuality a
graded effect that allows for more precision [103]. The linearity of the
handle ensures that once we have created it, we must close it properly,
and also that we cannot duplicate it along the way. But linearity is
less useful in other circumstances. As an example, consider the case
of mutable arrays. Discarding an array will not cause any problems?,

The concept of steadfastness coincides with the notion of “necessarily unique” used
in languages such as Clean, where a necessarily unique value is one that is unique
and also can never be made non-unique [126].

One may worry that discarding an array could cause space leaks, but this can be
tempered via garbage collection. If a non-linear value will no longer be used we know
statically that it can be garbage collected, and thus it is harmless to reuse the space
occupied by this value going forwards. This will allow us to update unique objects
such as arrays destructively without being concerned about referential transparency.
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so a linear array would be too restrictive and not allow for some valid
use cases; affine types allow discarding behaviour by adding back in
weakening [134]. But in order to be able to mutate an array we need
to be able to guarantee that no other references to it exist, and in this
sense even linearity is not necessarily strong enough.

Depending on the particular choice of type system and operational
semantics, any linear value could have previously been a non-linear
one that was duplicated any number of times before being specialised
(via dereliction) to a linear type. For representing mutable arrays, we
are better served by considering uniqueness types.

Uniqueness behaves differently to linearity in the context of a sys-
tem with the ability to describe unrestricted values. If we have an
unrestricted value, we certainly cannot produce a unique one from it
which would violate the guarantee of uniqueness; we cannot claim
that a value has only one reference to it when it could have been dupli-
cated and manipulated elsewhere. But conversely, if we have a unique
value, there is no harm in dropping this guarantee and producing an
unrestricted value; a non-unique value does not need to make any
promises about how many references may exist. In Clean we can write:

possible :: *Coffee -> (Awake, Coffee)
possible coffee = (drink coffee, keep coffee)

Clean

Here, we require that the input is unique (it has type «Coffee), so for the
function to be well-typed we can no longer claim this value is unique
once it reaches the output, as it has been duplicated along the way
(and it now must have type coffee). Note that in Clean no modality
means that a value is unrestricted, unlike in Granule where types
with no modality mean that their values are linear by default. The
information here is flowing in the opposite direction than for linearity;
the possible function in Clean would be ill-typed if we replaced unique
values with linear ones, and vice versa for the earlier Granule example.
This directionality allows us to represent mutable arrays much more
easily with uniqueness. For example, the following destructively fills
a real-valued array:

fill :: *{Real} Int -> x{Real}
fill al 0 = al
fill al i
# f = toReal i
#a2={al & [i - 1] = f}
= fill a2 (i - 1)
Clean
Here, we take in a unique array of floating point numbers and some
unrestricted integer value, and fill the first cells of the array with the
numbers up to that value. Here we know that it is safe to write to

the array because it is unique, so no other references to it can exist



elsewhere. Once we are finished with the array later on, however,
it is fine to discard it, as with an array in most other functional
programming languages; this would not be possible if our array was
linearly typed. This however does mean that uniqueness types are not
appropriate for the earlier example of file handles—we cannot ensure
that a unique file handle is closed, as it can be discarded at any time.

In summary, linearity and uniqueness provide the same guarantees
unless a system also has a notion of unrestricted value (non-linear
or non-unique). The complementary but distinct use cases shown
above make it clear that it would be valuable to have linearity and
non-linearity alongside uniqueness and non-uniqueness in a single
language, but this has previously not been possible. Our main con-
tribution is a core calculus that allows linearity and uniqueness to
coexist and interact, demonstrated also via an implementation in the
Granule language. Next we consider the question of duality, and how
to formally describe how linearity and uniqueness differ.

4.2.2 Are Linearity and Uniqueness Dual?

It is common in folklore and the literature to describe linearity and
uniqueness as dual to one another (see e.g., [96, 134]) but rigorous ver-
sions of this statement are more rarely seen. The earliest formalisation
of uniqueness is from Harrington’s “‘uniqueness logic’ [57], which we
use as a foundation for much of the following. Harrington constructs
a logic which is much like linear logic, but instead of the ! modality
for non-linearity it includes a o modality for non-uniqueness which
differs from non-linearity in its introduction rule.

Harrington’s formulation of uniqueness is in the format of a sequent
calculus, so we compare and contrast with a similar presentation
of linearity. Remember that in linear logic, the ! modality acts as a
comonad. This means that the introduction of ! on the right of a
sequent means that all formulae on the left of a sequent must also
have ! applied, whilst introduction of ! on the left is unrestricted:

I I,P-Q,
TFP® T,PFQ*

(also known as storage and dereliction respectively [51]). In contrast, the
non-uniqueness modality o of Harrington acts as a monad, meaning
that introduction of o on the right is unrestricted but introduction of
o on the left of a sequent means that all formulae on the right of the
sequent must also have o applied:

THP T,P+Q°
=T 12 °R = o ~oC°L
TFPpe T,P°F Q°
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The non-uniqueness modality o then has the following structural rules
for contraction and weakening, which are conspicuously identical to
those for the ! modality representing non-linearity:

I,P°,P°FR 'R I,'P,'PFR 'R
o oc o ow !C W
ILP°FR IP°FR IL'PFR I'PFR

One might be tempted to think that because the introduction rules
for o behave dually to those of !, the modalities are simply dual to
one another, and thus non-uniqueness is equivalent to linear logic’s ?
(sometimes called the “why not” modality). But since the contraction
and weakening rules for o are the same as those for !, this is not
quite the case; o behaves dually to ! in some ways but not in others.
Formally, o is a monad while ! is a comonad, but both are comonoidal,
whereas ? is monoidal.

Linear logic allows us to derive !P = P (from dereliction), which
agrees with our notion of linearity where non-linear values can be
restricted to behave linearly going forwards but if we have a linear
value it must remain linear; uniqueness logic conversely allows us
to derive P I~ P°, formalising our concept of uniqueness where we
can forget the uniqueness guarantee and turn a unique value into a
non-unique one, but if we have a non-unique value we cannot go back.

We can now make more precise the intuitive notion we have de-
veloped, which suggests that linear types provide a restriction on
what can be done with a value ‘in the future” whilst uniqueness types
provide a guarantee about what has been done with a value “in the
past’. The distinction becomes clearer when we consider substitutions,
which are generated by B-reductions.

The definition of syntactic substitution is the same whether we
are working with linear logic or uniqueness logic, as the rules for
functions are identical, but the difference arises when thinking about
what it is possible to know about a value in one logic compared
to the other. Given a linear value, we know that substituting this
value into an expression will preserve linearity, as there is no way to
transform a linear value into a non-linear one. Conversely, given a
unique expression then we know that any values substituted in will
not affect the uniqueness guarantee, as there is no way to transform a
non-unique value into a unique one. Thus ‘future’ refers to outgoing
substitutions, while “past’ refers to incoming substitutions.

So if linearity and uniqueness do in fact behave the same in some
ways but not all, and they do in fact behave dually in some ways but
not all, then what is the overall takeaway? What statement can we
make about the relationship between their behaviour that reconciles
these two viewpoints?

Takeaway. Linearity and uniqueness behave dually with respect to com-
position, but identically with respect to structural rules, i.e., their internal
plumbing.
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In other words, internally the non-linear and non-unique modal-
ities are both comonoidal, so they allow for the same behaviour of
contraction and weakening for values that are wrapped inside them.

But the duality arises upon considering how we can map into and
out of these modalities; we can map out of the non-linear modality
and retrieve a linear value, but we can never map into it, giving the
modality its familiar comonadic structure. Conversely, we can map a
unique value into the non-unique modality to allow for contraction
and weakening, but we can never map back out of it, which explains
the dual monadic behaviour of this modality.

It is this understanding of the similarities and differences between
linearity and uniqueness that will allow us to unify them, and have
values of both flavours present in a single type system, which will be
our goal for the next section.

4.3 THE LINEAR-CARTESIAN-UNIQUE CALCULUS

We now consider how to represent both linearity and uniqueness in
the same system. The first choice to make is whether our base values
will be linear or unique3, as this will influence the directionality of
the modalities we need to include in the calculus. Here we present
a system where linearity is the base and uniqueness is a modality,
as opposed to one where uniqueness is the base and linearity is a
modality, for two reasons.

o The first reason is pragmatic; we later implement our approach
in Granule, which already has linear values as the default. There-
fore, including uniqueness as an additional modality in the
system will require far fewer changes to the language, since a
unique base would most likely require a redesign. Moreover,
languages with uniqueness types like Clean generally have non-
unique values as their default, with uniqueness having to be
specifically annotated; a system with a uniqueness modality will
also map more closely onto these languages than one where
uniqueness is the basis.

e The second reason is that developing a sound calculus with
a unique base is more complex. Consider such a hypothetical
calculus with a modality o representing unrestricted values and
a modality e representing linear values. If we construct a product
of linear values (a®,b*), then this product is unique (rather than
linear), so we can promote to an unrestricted product (a°®,b*)°
and freely duplicate the product, though the values contained

3 We choose a substructural basis over an unrestricted one since this more closely maps
to both linear and uniqueness logic, where values have substructural behaviour by
default unless they are wrapped in a modality.
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within are linear. A linear base avoids this problem (among
others) as products being linear by default means that their
usage is maximally restricted, so there is no circumventing either
a uniqueness guarantee via their construction or a linearity
restriction via their duplication?.

Given a linear basis, we formalise the idea that we can map from
unique to non-unique and from non-linear to linear. The key insight is
that we treat non-linearity and non-uniqueness as the same state as both
these states are unrestricted; we can do anything we like with, and
have no guarantees for, an unrestricted value. We write *P for a P
with a uniqueness guarantee, similar to the syntax of Clean and to
avoid confusion with Harrington’s o modality for non-uniqueness. The
resulting calculus, which we call the Linear-Cartesian-Unique calculus
(LCU for short), builds on the (intuitionistic multiplicative exponential)
linear logic of Chapter 2 with additional rules for uniqueness.

sYNTAX LCU'’s syntax is that of the linear A-calculus with multi-
plicative products and unit (first line of syntax below) with additional
terms for introducing and eliminating the ! modality and working
with the uniqueness modality (second line):

tu=x|Axt|tita | (f,t2) | let(x,y) =tyinty | unit | letunit =t1int,

| 1t | let!x = tyinty | sharet | clonety asxinty | %t (terms)

The meaning is explained in the next section with reference to typing.

4.3.1  Typing
Typing judgments are of the form I' - ¢ : A, with types A defined:
AB:=A—oB|AXRB|1|!A]=*A (types)

Thus our type syntax comprises linear function types A — B, linear
multiplicative products A ® B, a linear multiplicative unit 1, the non-
linearity modality !A and the uniqueness modality *A.

Typing contexts are defined as in Chapter 2:

=0 |T,x:A|T,x:[A] (contexts)

which are either empty, or contexts extended with a linear assignment
x : A or contexts extended with a non-linear assignment denoted
x : [A]. The comma operator , concatenates disjoint contexts.

A similar problem arises from the application of unique functions, and this has been
a thorn in the side of developers of uniqueness type systems for some time. The
solution applied in Clean is that any function with unique elements in its closure is
“necessarily unique”, meaning it cannot be subtyped into a non-unique function and
applied multiple times. Handily, this coincides with the notion of a linear function,
which is why our calculus having a linear base also avoids this problem.
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All of the typing rules from Chapter 2 are preserved. We extend
these with the rules for our uniqueness modality which has two
syntactic constructs, share and clone:

I'Ht:x*xA ntEf:lA Ih,x:*AFt:!B
I'F sharet: A SHARE I'1 + T F clonetyasxinty : 'B CLONE

The share rule maps a unique value to a non-linear value, allowing
a uniqueness guarantee to be forgotten. In terms of the operational
semantics (see Section 4.3.4), this causes evaluation of ¢ before the
share. Next, the clone rule says that a non-linear value of type A can
be copied to produce a unique A which is used by t,. The input is
required to be non-linear so that we cannot circumvent a linearity
restriction by cloning a linear value and immediately sharing it. These
rules in turn are accompanied by the ‘necessitation” rule that says
values can be assumed unique as long as they have no dependencies:

OFt: A

[T] F *t: %A NEC

The share and clone rules in this logic suggest a monad-like relation-
ship between the ! and * modalities, with the share rule representing
the ‘return’ of the monad and the clone rule likewise acting as the
‘bind’. The * modality is not in itself a monad (or indeed, a comonad
like !). Rather, it acts as a functor over which the ! modality becomes
a relative monad [9], in much the same way that the o modality for
non-uniqueness from Harrington’s work acts as a monad [57].

A relative monad comprises a functor | and an object mapping T,
along with an operation # : JX — TX and a mapping from [X — TY
arrows to TX — TY with axioms analogous to the monad axioms.
Thus, here | is the uniqueness modality * and T the non-linearity
modality !. If one imagines the dual version of this logic where the
basis is unique, the hypothetical linearity modality would act as a
functor making the non-uniqueness modality into a relative comonad
[5, 104] in much the same way.

4.3.2 Equational Theory

One way of understanding the meaning of the LCU calculus is to
see its equational theory (which we later prove sound against its
operational model). The calculus has the standard fr-equalities for the
multiplicative linear A-calculus fragment, which includes the following
B rules for !:

let!x = ltint' = [t/x]t (B
let!lx =tinlx =t (")
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T,x:AFt:B
Tx:AFx:A % TFAnt:A —oB

BS

Plf_fliA—OB le‘tz:A
I'i+I,-tt:B

APP

Fll—tl:A rzl—tziB

1
MFonit:l | Ti40F (b)) :AcB !
F1I—t1:1 le‘t22B
I'1+T7F letunit =t int : B
I'tH-tH1:A®B Iyx:Ay:Brt:C
E

Ii+IhF Iet(x,y) =Hinty : C

ILx:AFt:B TFt:A |
Tx:[AFt:B % TrFu:1Aa !

F1|—t1:!A rz,XZ[A}I—tziB
I'n+Ioklet!lx=4tint, : B

TFt:+A OFt:A
T sharef: 1A RE I #t: %A 00

Fll_tll!A rz,XI*Al_tzllB

CLONE
I't + T - clonet;asxinty : !B

Figure 4.1: Collected typing rules for LCU calculus

along with the following equalities on the uniqueness fragment:

clonetasxin (sharex) =t (unitR)
clone (sharev) asxint’ = [v/x]t' (unitL)

clonet; asxin (clonety asyints) = clone (clonetj asxinty) asyin 3
(assoc)

The first axiom states that cloning a non-linear ¢ into a unique value
x and immediately sharing it to be non-linear is equivalent to just .
The second axiom states that sharing a unique value v and cloning it
to a unique x in the scope of t' is the same as just substituting in that
v for x. The last axiom gives associativity of cloning under the side
condition that x is free in f3. These equations are exactly the relative
monad axioms [9], though we specialise (unitL) slightly by restricting
to values to account for the reduction semantics.

An ardent reader might question whether these axioms fully charac-
terise our uniqueness modality, or whether some more comprehensive



4.3 THE LINEAR-CARTESIAN-UNIQUE CALCULUS \

set of axioms might hold. We considered it likely that the ! modality
would act as a relative monad in our calculus due to its relationship
with the non-uniqueness modality from Harrington’s uniqueness logic,
which is monadic in nature; in our case ! obeys similar rules except
for the presence of the * modality for unique values. These were the
particular axioms we chose to verify for that reason.

It would be of interest to justify this choice further by exploring
some form of extended denotational model for our broader calculus.
We leave this to further work, and thus will discuss the notion briefly
later in Chapter 8.

The typability of these axioms relies on the admissibility of linear
and non-linear substitution shown in Section 4.3.5 on the metatheory
of the calculus.

4.3.3 Exploiting Uniqueness for Mutation

A key use for uniqueness is that this allows mutation to be used
safely—the original pun behind Wadler’s “Linear Types can Change
the World” [142]. To illustrate this idea, and consider its soundness in
Section 4.3.4, we extend the LCU calculus with a primitive array type:

Az=...|ArrayA|N | F

where IN are natural numbers used for sizes and indices and IF floating-
point values. The calculus is also extended with operations for floating-
point arrays, typed by axiomatic rules (with built-in weakening):

r newArray  :IN —o x(Array [F)

[T+

[[]F readArray  : *(Array F) — IN — [F ® *(Array FF)
[T]

[T]

I+ writeArray : x(Array F) —o IN — IF —o *(Array IF)
I'| - deleteArray : x(Array F) —o 1

These operations provide the interface for exploiting unique array
references, where writeArray performs mutation as the type system
guarantees that uniquely typed values have not been duplicated in
the past (Section 4.3.5). We ignore out-of-bounds exceptions as this is
an orthogonal issue, which could be solved using indexed types. We
elide rules for typing numerical terms here.

Our implementation in Section 4.4 replays these ideas in a practical
setting. The next section gives the operational heap model for the
calculus, where the semantics of mutation is made concrete. Note
that the semantics we present in this chapter is call-by-name, whereas
Granule has call-by-value semantics by default. A call-by-name seman-
tics can be enabled in Granule by writing language CBN at the top of a
program; then, the execution will mirror that of the model described
below. We will discuss how the functionality of uniqueness types can
be captured in a call-by-value setting in Section 5.5 of Chapter 5, as
this will require some additional development.
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4.3.4 Operational Heap Model

We define an operational model for the LCU calculus to make the
meaning of uniqueness and linearity more concrete, and to prove that
our type system enforces the desired properties. As mentioned above,
the semantics is call-by-name; it resembles the small-step operational
semantics for the graded A-calculus illustrated in Chapter 3 but ex-
tended with a notion of heaps, both to capture the idea of a memory
reference to arrays as well as to give a way to track resource usage on
program variables outside of the types.

We adapt the model of Choudhury et al. [32], which was used to
track resource usage in a pure language with graded types. Our model
applies this idea to a non-graded setting, extended to include mutation
and reference counting for uniqueness. To prove that linearity and
uniqueness are respected (soundness), the heap semantics incorporates
some typing information in order to ease the theorem statements and
proofs as shown in Section 4.3.5.

Single-step reductions in the operational model are of the form:

HEt~ HF{|T|A (single-step judgment form)

where H is the incoming heap which provides bindings to variables
that appear in t and array allocations. The result of the reduction is
a new term t' with an updated heap H’, as well as two additional
pieces of information: I' gives us a ‘binding context’ recording the
typing of any binders that were encountered (or ‘opened’) during
reduction, and A gives us a “usage context’ containing an account of
how variables were used. Usage contexts are defined as:

A:z=Q| A x:r (usage contexts)

ru=1|w (usage/reference counter)

where 7 is a usage marker that says a variable was used either once
(denoted 1) or used more than once (denoted w). Usage has a preorder
< where 1 < w.

We extend the syntax of terms with a value form a representing
runtime array references to the heap. In order to account for their type,
the syntax of contexts is extended to include assumptions a : Array A
which are treated as a different syntactic category of variables. Addi-
tional runtime typing rules for array reference terms a are provided
akin to a variable rule as below.

[[],a:Array Al a: Array A a

[I'],a:Array AF xa: x(Array A) rar
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Heaps are defined as follows akin to a context but containing two
kinds of ‘allocations’ for variables x and for array references a:

H:=®|H,x—,(T'tt:A)| H a—,arr (heaps)

In the case of extending the heap with a variable allocation for x,
the heap records that x can be used according to r and that it maps
to a term ¢, along with its typing which is only present to aid the
metatheory. For brevity, we sometimes write x— ¢ instead of x—, (T F
t : A) when the typing is not important. In the case of an array
reference a, the heap records the number of references currently held
to it, where r is again used (representing either one reference 1 or
many w), and describes the heap-only array representation term arr
pointed to by that reference (whose syntax we introduce later along
with the relevant rules).

Multiple reductions are composed from zero or more single-step
reductions, with judgments of the form H+t = H' -+t |T | A given
by two rules capturing empty reduction sequences and extending a
sequence at its head:

HFt = Hrt|o|o oF

Hl—tle/l—tlel\Al
Hll_tQ = H”I—t3]l“2]A2

HFtH = H”"f3|F1,F2|A1—|—A2 Xt

In the case of exT the binding contexts are disjoint (since we treat
binders as unique in a standard way) but the usage contexts are added
as follows:

(A1 +Ag),x:r  x & dom(Aq)
(A + M), x:w A=A, x:7

M+D=0 A1+(A2,XZ1’):

i.e, if a variable x appears in both usage contexts then in the resulting
context x : w since for the purposes of our counting we are interested
in counting 0 uses (via absence in A) or 1 use or many uses (w).

4-3-4.1  Heap model

The reduction rules are collected in Appendix b, but we explain the
core rules for the single-step reduction relation here. Unlike Chap-
ter 3’s semantics, variables have a reduction, with two possibilities:

H,x—tFx~>H t|(Z)|x:1WVARl

7 VARW

H,x—utbE x~ H, x>t EHO|x: 1
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Both reduce a variable x to the term t which is assigned to x in the
heap. In the top rule, we started out with a heap capability of 1 (linear)
so after the reduction we remove x from the heap. In the bottom
rule, we have a heap capability of w (non-linear) so we preserve the
assignment to x in the outgoing heap.

B-reduction is then given as follows:

rt:A
AN
HE (Axt)t ~ Hx (T A Ft|x:A|@ P

Rather than using a substitution, the body term is the result under a
heap extended with x assigned to the (typed) argument term #'. This
heap binding is given a resource capability of 1 since functions are
linear. In the output, we remember that a linear binding has been
opened up in the scope of the term. An inductive rule allows an
application to reduce on the left:

Hbt ~ HFE|T|A
7 7 "~ APP
HbFtitp ~ H Ft1t2|F|A

We elide the rules for products and unit which follow much the same
scheme; one congruence to evaluate the reduction of an elimination
form and one to enact a § reduction. For the ! modality, this scheme
gives us the !B rule which creates a non-linear binding of x to t;:

[F] l—tl tA
— 1t . . B
HFElet!lx ='Hinty ~~ H,x%w([ﬂ Ft A) I—t2|x. [A] |®

The more interesting rules are for the uniqueness aspects of the lan-
guage. Sharing (which maps a unique value type *A to a non-linear
value !A) has a congruence rule and a reduction to enact a share:

Hbt~ HFE|T|A
H t sharet ~~ Hl"Sharet/’F’AWShare

dom(H) = arrRefs(v)
PUNY
H,H' & share (xv) ~ ([H],),H' 10| 2| ® Bshare

The key operational behaviour is in the bottom rule here, where the
incoming heap is split into two parts, where H is such that it provides
the allocations for all array references in v (enforced by the premise
here). The unique value *v is wrapped to be non-linear in the result
'v and thus all of its array references are now marked as ‘many’ via
[H],, which replaces all reference counts with w, e.g.:

H',a— arr + share (xa) ~ H',a—~ arrla | @ | @

Thus, sharing enacts the idea that a reference is no longer unique
and may be used many times (and hence now is a non-linear value).
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Cloning then has three reductions; a congruence (elided), a reduc-
tion which forces evaluation under the non-linear modality, and a
B-reduction to enact cloning to a unique value:

Hbt~H [T A
H F clonel!tasxint, ~ H' b clone !t asxint, | T | A

clone!

F'Fo:A  dom(H’') = arrRefs(v) (H",0) = copy(H')
H,H' I clonevasxint ~ H, H, H',x— (T - %0(0) : #A) - t | x: #A | @ <o

The ~>conet rule evaluates under ! so that the first term can be
reduced to a value v to be copied in the next rule. The ~¢onep TUlE
enacts cloning where dom(H’) = arrRefs(v) marks the part of the heap
with array references coming from v. Then copy(H’) copies the arrays
in this part of the heap, creating a heap fragment H” and a renaming
6 which maps from the old array references to the references of the
new copies. This renaming is applied to v in the newly bound unique
variable x. Thus the value 6(v) refers to any freshly cloned arrays.

Lastly, the semantics of the array primitives uses an array repre-
sentation on the heap, where arr is some array object and arr[i] = v
indicates that the i element is bound to the value v, and we write
a#H for an array reference a which is fresh for heap H:

a#tH
HtF newArrayn ~» H,a—arr b xa | Q| @

H,a—,(arr[i] = v) - readArray (*a)i ~» H,a—(art[i] =v) - (v,%a) | Q| D

H,a—,arr b writeArray (xa)iv ~ H,a—,(art[i] =0) b xa | Q| @

H,a—arr |- deleteArray (xa) ~~ HbEunit | @ | @

Thus newArray creates a fresh array reference a and allocates a
new array on the heap with a single reference count. The readArray
and writeArray primitives work as expected to read and destructively
update the array referenced by a, whose reference count is arbitrary
but unchanged by the reduction. Lastly deleteArray deallocates the
array. Noticeably, the rules do not enforce uniqueness; but as we see
in the next section, well-typed programs do preserve uniqueness.

4.3.5 Metatheory

Proofs of all the statements that follow are provided in Appendix b.
We first establish some key results showing the admissibility of substi-
tution and weakening, which are leveraged in later proofs:

Lemma 5 (Linear substitution). If I" -+t : Aand T',x : A+ t : B then
' +TF [t /x]t: B.

Lemma 6 (Non-linear substitution). If [I'] ¢ :Aand T,x: [A|Ft:B
then [I'| + T [t'/x]t: B.



50 | ONE OF A KIND: UNIQUENESS AND SHARING

Lemma 7 (Weakening is admissible). If T +t: A then T, [I'] -t : A.

Next, the heap model allows us to establish the key properties of
well-typed programs respecting linearity and uniqueness restrictions.
We first define when a heap is compatible with a typing context:

Definition 3 (Heap-context compatibility). A heap H is compatible with
a typing context I' if H contains assignments for every variable in the context
and the typing contexts of the terms in the heap are also compatible with the
heap. The relation is defined inductively as:

HT
REr
H,a—,arr><xI,a: Array A (RS

EmrTY

Hix (T1+T,) ToFt:A x ¢ dom(H)

LiNn
(H,x—,(Ta - t: A)) pa (T1,x : A)

Hoa (T +[[a]) [[o]Ft:A x ¢ dom(H)
(H,x—e([Ta] F £: A)) > (Tq, x : [A])

w

Thus, a heap compatible with I';, x : A contains an assignment for x
marked with a usage annotation » which can be either 1 for linear or
w for non-linear use. Note that non-linear values can be used linearly,
as captured by dereliction (the DER typing rule). However, a non-linear
assumption must have a heap assignment marked with w (rule w),
where the dependencies of the assigned term t must all be non-linear
in the remaining compatibility judgment on the rest of the heap.
From a heap (and likewise from a typing context) we can also extract
usage information. This is useful for focusing on resource usage:

Definition 4 (Usage context extraction). For a context I' or heap H we
can extract usage information denoted T or H defined as:

D=0

(T,x:A)=T,x:1 (contexts)

Q=

Q

(Hx—,(THt:A)=H,x:r

(H,a—,t)=H (heaps)

We now give the two main theorems about our calculus which give
us the properties that linearity is respected (called conservation, Theo-
rem 3) and that uniqueness is respected (Theorem 4).
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Theorem 3 (Conservation). For a well-typed term I' =t : A and all T'g and
H such that H > (Tg +T) and a reduction H-t ~~ H' =+t | T1 | A we
have:

. '+t :A AN Hx(To+T') A (H +A)C (HT)

The first conjunct is regular type preservation, linked with heap com-
patibility in the second conjunct. The last conjunct expresses the core
of conservation: that resource usage accrued in this reduction, given
by A, plus remaining resources given in the heap H' are approximated
(via C, the pointwise lifting of <) by the original resources given in
the heap H plus the specification of the resources from any variable
bindings I'y encountered along the way. The context I'g accounts for
bindings not described by I', and is key to the inductive proof here.

We then establish that all heap references have only one reference
to them at the end of execution.

Theorem 4 (Uniqueness). For a well-typed term I' =t : xA and all T
and H such that H > (To +T') and given a multi-reduction to a value
HbFt = H Fxv|I'| A, forall a € arrRefs(v) (array references in v)
we have:

a1t € H = 3t a—t" € H
A a¢&dom(H) = Ft"a—t" € H

i.e., any array references contributing to the final term that are unique in
the incoming heap stay unique in the resulting term, and any new array
references contributing to the final term are also unique.

Notice that there is a certain duality between the conservation
theorem and the uniqueness theorem which mirrors the relationship
between linearity and uniqueness. The statement of conservation is a
generalised way to say that if a variable is linear then it will always be
used in a linear way, or in other words that linearity restrictions will
always be upheld; conversely, the uniqueness theorem tells us that if
a variable is unique then it must always have been used in a unique
way, or in other words that it does not have multiple references.

One important point to notice is that the additional rules (share
and clone) that we include for unique types are in fact trivial cases
when it comes to the uniqueness theorem since they can never output
a value with a unique type. This makes sense as the idea behind these
additional rules is to mediate the interaction between uniqueness and
non-uniqueness, and this interaction can only ever go in the direction
of producing values that are non-unique.

Irreducible values of the heap model v are given by:

vi= (t,tp) |unit |t | | Axt|i|a]|p
(value terms sub-grammar)
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where p are partially-applied primitives, such as newArray, readArray,
or readArray (xa).

A sub-result of conservation is type preservation, complemented by
a separate progress result in Theorem 5 to give syntactic type safety:

Theorem 5 (Progress). Given I' = t : A, then t is either a value, or if
H 1T + T there exists a heap H', term t', usage context A, and context I’
suchthat H-t ~ H' -t |T' | A.

Finally, we see that the operational semantics, extended to full §-
reduction (i.e., all congruences), supports the equational theory:

Theorem 6 (Soundness with respect to the equational theory). For all
t1,tp such thatT' =ty : Aand T' =ty : A and ty = t, and given H such that
H <1 T, there exists a value (irreducible term) v and T'1,T'>, A1, Ao such that
there are full B-reductions to the same value

H|_t1:>/3H/|_Z)‘r1’A1 A Hi—t2:>,3H’l—v\F2]A2

4.4 IMPLEMENTATION

4.4.1  Frontend

The implementation of uniqueness types in Granule follows much the
same pattern as the logic defined earlier. Granule already possesses
a semiring graded necessity modality, where for a pre-ordered semiring
(R,*,1,+,0,C), there is a family of types {{JA,},cr. We represent
the ! from linear logic (and our calculus) via the pre-ordered semiring
{0,1,w} (none-one-tons [94]) with !A = [, A. (As discussed earlier,
capturing the precise behaviour of ! requires some additional structure
which is present on this semiring in Granule [63], but again we do not
linger on this here.)

This semiring allows us to represent both linear and non-linear
use: variables graded with 1 must be used linearly, with 0 must be
discarded, and a grade of w permits unconstrained use a la linear
logic’s ! modality.

(In Granule, [J,A can be written as the type A [Many], but we syn-
tactically alias this to !A for simplicity and ease of understanding.)

As in LCU, uniqueness is represented by a new modality, which
we call * to match the calculus (and so that the syntax of programs
involving uniqueness will be familiar to Clean users). The uniqueness
modality wraps a value that behaves ‘linearly” (and so cannot be
duplicated or discarded), with the key difference being that we provide
primitive functions which allow ! to act as a relative monad over
unique values. The primitives have the following type signatures:

uniqueReturn : V {a : Type} . xa — la -- share
uniqueBind : V {a b : Type} . (xa — !b) — !la — !b -- clone
Granule
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Figure 4.2: Relationship between various flavours of substructural types

The uniquereturn function here implements the sHARE rule from the
calculus (acting as the ‘return’ of the relative monad), and similarly the
uniqueBind function implements the CLONE rule (acting as the ‘bind’).

We provide syntactic sugar for both of these primitives for conve-
nience, with syntax designed to evoke the rules from the LCU calculus;
share x is equivalent to writing uniqueReturn x, while clone t1 as x in t2
is equivalent to writing uniqueBind (Ax — t2) tl.

sip : *Coffee — (Coffee, Awake)
sip fresh = let !coffee = share fresh in
(keep coffee, drink coffee)

Granule
Here, sharing converts the unique coffee value into an unrestricted
one, so that it can be duplicated and used twice for the two separate
functions. Note however that the uniqueness guarantee is lost in the
process, so both of the output values are non-unique (and here they
also happen to be linear).

Figure 4.2 illustrates the relationship between uniqueness, linearity
and other common forms of substructural typing in Granule proper.
We implemented a built-in library for primitive floating point arrays in
Granule, matching the interface for arrays of floats that was introduced
as an extension to the LCU calculus in Section 4.3.3, with operations
typed as follows:

newFloatArray : Int — xFloatArray

readFloatArray : xFloatArray — Int — (Float, *FloatArray)
writeFloatArray : *FloatArray — Int — Float — x*FloatArray
deleteFloatArray : xFloatArray — ()

Granule
The writeFloatArray primitive updates an array destructively in place
since we have a guarantee that no other references exist to the array
which has been passed in. In the next section, we use this set of
primitives to evaluate the performance of our implementation, by
measuring the performance gains from allowing for in-place updates
in this fashion. We have another set of immutable primitives akin to
the above (but written with a suffix 1) which work with non-unique
arrays), and thus do not perform mutation. These are typed as follows:
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newFloatArrayl : Int — FloatArray

readFloatArrayl : FloatArray — Int — (Float, FloatArray)
writeFloatArrayI : FloatArray — Int — Float — FloatArray
deleteFloatArrayl : FloatArray — ()

Granule
The following shows an example of clone, where a new array is
created and a copy of this shared FloatArray on line 3 is deleted, leaving
the original (immutable) instance of the array unaffected on line 4:

let x = newFloatArray 10 in

let [y] = share x in
let [()] = clone [y] as y’ in
(let () = deleteFloatArray y' in [()])

in readFloatArrayIl y 10
Granule

One might wonder about the possibility of applying promotion at
the point of creating a new array, by writing something like let [x] =
[newFloatArray 10] in ... —at first glance it seems like this might allow
for a unique reference to be used in an unrestricted way. Because of
our call-by-name semantics, this is not in fact the case; each usage
of the variable x results in a separate call to newfFloatArray, and so we
end up creating distinct references to distinct arrays. A call-by-value
semantics would have different behaviour, and so naively allowing
this would indeed lead to the possibility of breaking a uniqueness
guarantee. We will explore this further in Chapter 5.

4.4.2 Compilation and Evaluation

As part of our implementation of uniqueness types in Granule, as
described in Section 4.4.1, we also implemented a simple compiler that
translates programs into Haskell. This compiler preserves the value
types, but erases all of Granule’s substructural types (linear, unique,
graded, etc.). As a result, we can take advantage of both Granule’s
flexible type system and Haskell’s libraries and optimizing compiler.
In this chapter, all performance results were measured by compiling
Granule programs to Haskell, and compiling the resulting Haskell
with GHC 9.0.1. The measurements were collected on a MacBook with
a 2 GHz quad-core Intel i5 processor and 16 GB of RAM.

As mentioned in Section 4.1, one motivation for using uniqueness
types is to do the kind of in-place mutation necessary for efficient
programming with arrays.

To check that our implementation is reasonable, we carried out
an evaluation using an array processing benchmark. The benchmark
recursively allocates and sums up lists of arrays of various sizes, with
the goal of demonstrating the benefits of uniqueness types for arrays
in functional programming. Each iteration of the benchmark allocates
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Figure 4.3: Performance of mutable vs. immutable arrays in Granule

a list of a thousand arrays, populates the arrays with values, then
traverses the list to sum them up.

We prepared two versions of this benchmark: one with functional
in-place updates and manual (safe) deletion of unique arrays, and one
with non-unique, immutable, garbage collected arrays and updates via
copying. The overall performance of these two benchmarks is shown in
Figure 4.3, with lower bars/numbers representing better performance.
The results, while not surprising, do confirm that array-handling is
generally more efficient when in-place mutation is allowed.

Additionally, in Figure 4.3, we compared the time spent in garbage
collection between the two versions of the benchmark. Because our
implementation allocates unique data outside of GHC'’s heap, and
uniqueness types allow programmers to directly de-allocate objects in
memory, the unique version of the benchmark spends significantly less
time in garbage collection. For this benchmark, the unique arrays are
outside of the garbage collected heap and directly de-allocated, while
other incidental objects (closures, lists, and so on) are still handled by
the garbage collector.

Of course, this is a somewhat contrived benchmark. Real-world
Haskell libraries, for example, typically provide functional high-level
interfaces for array manipulation while using unsafe code to mutate
arrays internally. The popular vector library® is one example, and
repa [70] is another. Additionally, there is significant prior work on
improving the efficiency of functional programs operating on arrays
(for example, using combinators like map and fold along with aggressive
fusion [38, 70, 88]), which we will not dwell on. The main point is
that, at some stage, arrays must be mutated. Rather than having this
happen through unsafe code, or via external C or Fortran, uniqueness
types give us a way to do that mutation directly in our functional
language, efficiently and safely.

Crucially, in these comparisons, all versions of the programs are
implemented in the same language: Granule. With our extensions, the
language is expressive enough to encompass a variety of programming

5 https://hackage.haskell.org/package/vector
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approaches. Functional programmers may freely mix and match from
a variety of options for data management and manipulation. Object
lifetimes may be either manually or automatically managed, and object
contents may allow in-place mutation or be immutable.

4.5 CONCLUSION

Linearity and uniqueness are both well-studied concepts with similar
substructural foundations, but differing benefits; linearity enables the
careful management of resourceful data, while uniqueness offers the
possibility of safe in-place updates. By formalising the relationship
between these two ideas, building on two distinct bodies of literature,
we have shown that there is value in having both linear and unique
types in the same type system. This is the first step on the road towards
properly understanding the relationships between more advanced
substructural type systems, such as the fine-grained resource tracking
of Granule and Idris and the complex memory management provided
by Rust; we will aim to make more progress on this lofty goal as we
move forwards into Chapter 5.

Moreover, we implemented this system in the graded modal setting
of the Granule language and provided benchmarks to demonstrate
the efficiency gains that can be accessed via adding uniqueness to
a language that already has a linear basis. The opportunities to in-
corporate uniqueness types into languages outside of Granule are
apparent, and this chapter offers both a theoretical underpinning for
uniqueness as it relates to linearity as well as clear validation of the
performance benefits that a system which unifies linearity, uniqueness
and unrestricted behaviour can offer.

The overall direction of this thesis is to demonstrate that graded
modal types can be used to verify global program properties such
as memory and communication safety. Thus far, we have shown that
uniqueness types can be employed alongside linear types to ensure
some simple memory safety properties. The next chapter will illustrate
how moving from just uniqueness to a new flavour of graded modality
can allow for the verification of more precise guarantees.



5 DIVIDE AND CONQUER
OWNERSHIP AND BORROWING

5.1 INTRODUCTION

The Rust programming language has dramatically grown in popularity
in recent years, having been adopted as the second official language
of the Linux kernel*, and deployed in production code by companies
including AWS, Huawei, Google, Microsoft and Mozilla, all of whom
are founding members of the Rust Foundation.” This popularity is
in large part due to its focus on memory safety; Rust finds a happy
medium between systems programming languages like C which offer
precise control but little in the way of safety guarantees and the
contrasting approach of higher-level languages like Java or Go where
memory is managed automatically through garbage collection.

The intricate ownership system which characterises Rust’s approach
to memory management is inspired in part by the literature on using
linear types for tracking resource usage [142]. The precise theoreti-
cal relationship between linear types and the properties that can be
enforced by Rust’s borrow checker remains unclear, however, partic-
ularly since Rust lies outside the traditional functional paradigm to
which linearity is most suited, opting for a more mixed imperative
and functional approach.

As was explored in Chapter 3, the Granule research language allows
various properties of data use and data flow to be tracked smoothly in
a single type system via an indexed modality !, with some algebraic
structure on the indices r [47, 103]. In this work, we seek a shared
understanding between the precise resource reasoning of graded type
systems like Granule’s and concepts of uniqueness, borrowing, and
ownership as typified by Rust but also appearing in various other
languages such as C++, even though these concepts require the ability
to capture global properties about programs.

There already exist many models of ownership given from a type-
theoretic perspective. For example, Aryst developed as part of the
RustBelt framework provides a low-level model of Rust’s ownership
and borrowing systems suitable for formally verifying properties of
Rust programs [69]. Oxide [151] and FR [107] provide more high-
level abstract models. Our focus is not on replicating these efforts;
we do not aim to directly model all the details of Rust’s particular
approach to ownership. Rather, we offer a different and complemen-

1 https://www.zdnet.com/article/rust-takes-a-major-step-forward-as-1linux
s-second-official-language/
2 https://foundation.rust-lang.org/news/2021-02-08-hello-world/
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tary perspective: a single system that relates general ownership and
borrowing ideas to linear and graded types. This integration enables
type, resource, and memory safety to be enforced via a single type
system.

A natural place to start is uniqueness types, which provide the concept
that a uniquely typed value has exactly one reference, and therefore is
safe to mutate [16, 126, 141]. This gives a simplistic model of ownership
without borrowing—a resource with a unique owner may be modified
by that owner, but a broken guarantee of uniqueness can never be
recovered. The development of Chapter 4 illustrates a type system
that captures the relationship between linear and unique types: linear
values are restricted from being copied or discarded in the future,
whilst unique values are guaranteed to have never been copied in the
past. We build upon that system as our foundation here but leverage
the generalisations of grading.

In the ownership framework of Mycroft and Voigt [98], while unique-
ness allows for memory-safe temporal aliasing, borrowing extends
uniqueness by introducing the potential for safe patterns of spatial
aliasing, dramatically increasing flexibility for the programmer. Just as
the non-linearity modality ! can be generalised to a graded modality !,
for fine-grained reasoning about resource usage via r and its algebraic
structure, we show that uniqueness types, represented through a *
modality as in Chapter 4, can be generalised to a graded modality &,
to capture this idea that borrowing is a controlled relaxation of the
uniqueness guarantee that we explored earlier.

Our approach allows many ideas from Rust, such as immutable and
mutable borrows, partial borrows and reborrowing to be explained
explicitly in a functional setting, all through the application of a form
of grading based on the elegant fractional permissions of Boyland [26].
Our work integrates and relates, within a unified framework, the sub-
structural type systems of linearity, uniqueness, grading, ownership,
and borrowing. This offers a pathway to expressing memory safety
properties naturally in functional languages like Haskell or Idris.

The outline of the chapter is as follows. First, in Section 5.2 we
recap the key concepts of uniqueness and borrowing using Rust as a
convenient exemplar. We discuss how various programs making use
of these ideas will later be rewritten as Granule programs through
our unified type system, in order to motivate the rest of our work. We
then move on to the primary contributions of this chapter:

¢ In Section 5.3, we adapt the graded calculus of Chapter 3 slightly
to account for a call-by-value semantics and introduce a notion of
existential type. We then extend this calculus with the uniqueness
modality of Chapter 4, again with some adaptation needed for
the adjusted semantics.

e In Section 5.4, we further extend the notion of uniqueness devel-
oped in Chapter 4 to allow for multiple immutably borrowed
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references at a time, by annotating reference types with addi-
tional information, similarly to Boyland'’s fractional permissions.
We show that this allows for a more fine-grained approach to
tracking uniqueness in much the same way that grading in-
creases expressivity over pure linearity.

— In Section 5.4.1, we develop an equational theory for our ex-
tension to Granule’s type system, showing that the modality
for unique ownership induces a relative functor over the new
modality for mutable and immutable borrowing.

— In Section 5.4.2, we discuss how using distributive laws can
allow for borrowing only part of a larger data structure
while leaving the rest uniquely owned, enabling a much
wider variety of practical programming patterns.

e In Section 5.5, we detail the semantics for the calculus devel-
oped thus far, and prove various key properties—both standard
notions like progress and preservation but also borrow safety
and uniqueness. The semantics is call-by-value, representing a
practical system. This departs from the semantics of Chapters 3
and 4 and indeed from most previous operational models of
grading in the literature.

Sections 5.6 and 5.7 discuss the many and varied areas of similar
research that have inspired this chapter. Full definitions along with
proofs of all theorems can be found in Appendix c.

5.2 KEY OWNERSHIP AND BORROWING CONCEPTS

We first give an overview of the six key patterns of ownership and
borrowing which we capture in our system in the rest of this chapter,
using simple Rust examples to demonstrate the patterns in action. The
examples rely on a single base value of type Colour(u32, u32, u32) - a
struct containing three unsigned integers, representing a colour with
red, green, and blue components. We mark negative examples (those
that do not type check) with X and positive examples with v".

owNERsHIP  The first crucial concept is owned values, where a value
is ‘owned’ by a particular identifier. Below, the value colour(220, 20,
60) is owned by the identifier scarlet. Each value can only be owned
by a single identifier at any given time. Rust enforces this via move
semantics: on the second line, ownership of the value is moved to the
identifier x. Now the identifier scarlet no longer owns the value, so
attempting to use it again on the third line gives an error.
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let scarlet = Colour(220, 20, 60);
let x = scarlet;
let y = scarlet;

Rust X

It is fairly clear that the idea here in some way relates to linearity,
since linear values can only be used once which restricts them to being
passed around sequentially; indeed, much of the literature on Rust
makes mention of linear (or affine) types. We demonstrate through
our unified type system in Section 5.3 that in fact ownership can
be better understood as an extension of uniqueness types, since each
value having a single owner implies that the owner holds the unique
reference to said value. As discussed in Chapter 4, these are similar to
linear types in some ways but with important differences.

IMMUTABLE BORROWING  Borrowing generalises the concept of own-
ership, permitting multiple references to point to a single value simul-
taneously. Rust’s borrow checker manages all borrows that exist at a
given time, ensuring that memory safety properties are maintained un-
til values are eventually returned to their owners. Immutable borrows
are one flavour of reference: any number of these can exist at a given
time, but mutation of a value is disallowed through an immutable
borrow, since this could result in data races. Below, two immutable
borrows (x and y) both reference the original persimmon value.

let persimmon = Colour(252, 118, 5);
let x = &persimmon;
let y = &persimmon;

Rust v

MUTABLE BORROWING It is also possible to borrow values and retain
the capacity to mutate them, but this comes at a price: as mentioned
above, allowing mutation through multiple references simultaneously
is harmful to memory safety, so in order to prevent this only a single
mutable borrow is permitted at a time. Much like owned values, mu-
tably borrowing a value guarantees the sole capability for destructive
access to the underlying data. This is demonstrated below, where
attempting to create two mutable borrows following the pattern of the
above example is disallowed.

let mut viridian = Colour(52, 161, 128);
let x = &nut viridian;
let y = &nut viridian;

Rust X
Note, however, that the first three lines copied verbatim into a Rust file
will in fact compile successfully unless additional code is introduced
that makes use of the variables x and y. This is due to a feature
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called non-lexical lifetimes, through which the Rust compiler is able
to infer that allowing two mutable borrows is safe as long as one
of them is never used. We do not linger on this, since we will not
capture this behaviour in our type system. Our goal is to embed
some essential ownership and borrowing patterns explicitly. However,
we will mention the possibility for extending our system with more
advanced ideas in Chapter 8.

MIXING MUTABLE AND IMMUTABLE BORROWS Rust also disallows
immutable borrows of values that are already borrowed mutably,
since this invites similar problems: e.g., a value could be updated
through the mutable borrow whilst being read through the immutable
borrow. Hence, the following example wherein the second reference
is borrowed immutably rather than mutably is also forbidden by the
borrow checker.

let mut cerulean = Colour(3, 109, 230);
let x = &nut cerulean;
let y = &cerulean;

Rust X
In Section 5.4, we demonstrate that both mutable and immutable
borrows can be represented through a graded generalisation of unique-
ness typing to represent a borrower’s level of access.

PARTIAL BORROWING A useful pattern for working with larger data
structures is to borrow only part of the structure while the original
owner retains access to what remains. This is valuable for allowing
one part of a program to work with a particular piece of data without
restricting access to the entire structure, enabling tasks to be carried
out in parallel more easily. In the below example, the red and green
components of the indigo value are simultaneously borrowed mutably.
The Rust compiler allows this since the references point to disjoint
parts of the original struct:

let mut indigo = Colour(32, 36, 209);
let r = &ut indigo.0;
let g = &mut indigo.1;

Rust v/

In Section 5.4.2, we take advantage of Granule’s functional nature
to present a cohesive way of managing this kind of partial borrow
at the type level, including the possibility for working with disjoint
components of the original structure concurrently.

REBORROWING The final pattern we aim to capture in our system,
also essential for practical programming, is the notion of reborrowing,
through which it is possible to create a borrow of an identifier that
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itself references another value. We will show in Section 5.4 that this be-
haviour falls out of our generalisation of uniqueness naturally, without
a need for additional constructs. To illustrate the general idea, consider
the following example; here, the red component of the amethyst value
is borrowed mutably as r, then another immutable borrow x is created
pointing to r. The value can now only be read through x—both r and
amethyst are inaccessible until the borrow is complete.

let mut amethyst = Colour(98, 1, 170);
let r = &ut amethyst.0;
let x = & *r;

Rust v/

5.3 OWNED IS UNIQUE

The development in this chapter is based on the core calculus described
in Chapter 3, which is also similar to the LCU calculus from Chapter 4
with the exception that we now reintroduce general coeffect grades
rather than just using the standard bang modality to represent non-
linearity. We rapidly recap that calculus below; everything remains the
same with the sole exception of the promotion rule, which requires an
explicit restriction that the value to be promoted must not be a resource
allocator. This is designed to avoid problems that otherwise arise when
promoting values with certain behaviours in a call-by-value setting; we
will discuss this in detail when we describe our interface for mutable
arrays in Section 5.4.
Terms in the graded calculus are given as follows:

tu=x|Axt |t | (f,t2) | let(x,y) =tintp | () |let () =t in £
| [t] | let[x] =t int, (terms)

with the syntax of types:
A,B:=A—-oB|A®B|unit|[,A (types)
and contexts:

= Q|T,x:A|T,x:[A], (contexts)
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The typing rules are largely the same as those presented in Chapter 3,
with the exception of the additional restriction on promotion that was
mentioned above, which we will expand upon later.

Ix:AFt:B
0T xAFx:A ™ TFAxt:A—-B P

rll—tliA—OB F2I—t2:A

I'i+I>HtHt:B APT
I'-t:A  —resourceAllocator(t)
r T[] OA R
Fll—tlzDrA Fz,X:[A]rl—tle
Ih+1)Flet [x] =t inty : B FLM
[,x:[Al,,T't:B rCs Ix:AFt:B
T,x:[Al,I"Ft:B APPROX T TAL Ft:B O°F

The first extension we make to the core calculus is to represent
ownership: values that have a unique owner can mutate the value freely
because they are in possession of the only reference that exists. It
turns out this matches closely with the idea of uniqueness types; if it is
possible to guarantee that a reference to a value is unique (i.e., it is the
only reference that exists), then whichever part of the program (e.g., a
given thread or process) holds that reference must be the owner.

Uniqueness types were introduced into a linear setting in Chapter 4,
but we will extend this in two ways: first, we incorporate existentially
typed identifiers into the typing, which will become important when
multiple references need to be tracked, and second, as mentioned
above, we generalise the rules of the previous chapter to allow for
a graded necessity modality parameterised by an arbitrary semiring
rather than the simple non-linearity ! modality.

As with uniqueness typing, the crucial insight for integrating owned
values with linear and graded values is to consider any linear or
graded value to have no ownership information attached; these values
have their memory managed in other ways, such as explicitly by the
programmer or implicitly by a garbage collector. We then introduce
a modality, written * (akin to Chapter 4’s uniqueness modality) to
type values that are uniquely owned, meaning that the type system
must ensure only one reference exists at any given time. We extend
the syntax given in Chapter 3 with terms and types:

t:=...|sharet | clonet;asxint,
| pack (id, t) | unpack (id,x) = t; in t;
A,Bu=...| %A | JidA (terms & types, extended)
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Importantly, we introduce existential types and type variables (re-
stricted to a particular kind) to track identifiers associated with re-
sources (whose dataflow paths may fork and join, due to the borrow-
ing patterns we discuss later). These identifiers explicitly name and
identify a resource at the type level such that references to different
resources cannot be interchanged or joined as they will have different
types, distinguished by the identifier. Existentially quantified types
id : Name are members of an abstract kind of names Name.

Existential types have standard introduction and elimination typing
forms, but restricted only to type variables of kind Name (whose kind
is omitted here for simplicity due to this restriction):

I'-t:A id ¢ dom(T)
[+ pack (id',t) : Jid.Alid/id']

PACK

F1 = t : Jdid A 1“2, id,x A ty : B id ¢ fV(B)

: - UNPACK
I'1 + T, F unpack (id,x) =t; in t, : B
We also extend the syntax of contexts as follows:
Fe=...|T,id (contexts, extended)

Context addition and multiplication are augmented similarly (with
the cases presented in Chapter 3 reiterated for ease of comparison):

O+T
r+o
(T[,x:A)+T" =(T+TI"),x: A iff x ¢ |T|
I+ (T,x:A) =T+T'),x:A iff x &I
= ( ), x
= (

T
T

(T,x: [A],) + (T, x: [A]s) r+1’
(T,id) + (I, id) r+17),id
(context addition, extended)

[]1+s

r-@=0 r-(T,x:[Al;))=(@-T),x:[Alss r-(T,id)=(r-T),id
(context multiplication, extended)

Note that in many cases here, x may be id with A = Name implicitly.
The two constructs for this uniqueness modality * similarly to
Chapter 4 provide sharing and cloning, with types:

I't:%A
I' - sharet: [,A

SHARE

1Cr cloneable(A)
Fl,ﬁl—tl : DrA Fz,xEIW*(A[W/ﬁ]) |_t22B

= CLONE
(T1 4+ T7),id - clonet; asxint, : B
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The SHARE construct allows a guarantee of unique ownership to be
discarded, though this means that memory must now once again be
managed automatically just as with any other Granule values where
ownership is not tracked. Any grade r can be selected here, though
the shared value must eventually be either discarded (requiring 0 C r
later in a derivation) or fully consumed via pattern matching.

The CLONE construct makes a deep copy of the value t;, where we
take a value that does not have an owner and make a unique copy
of it; we take ownership of the copy, binding it the scope of t,. We
can guarantee uniqueness since this is now the only reference that
exists to the copied value. We must update any identifiers along the
way, however, to ensure that this is understood as a separate value
to the original, in case other references still exist. This is mediated by
existential types, where all identifiers id used in typing t; are renamed
and bound under an existential quantifier.

Note, however, that cloning requires some additional conditions
for soundness. The predicate cloneable(A) ensures the value is of a
resource type—such as a reference—or a product of resources. (The
full definition of cloneable is presented in Section 5.4, where we discuss
said resource types in more depth.) This is necessary to prevent values
which do not come with identifiers from being managed via owner-
ship, since once we introduce borrowing in Section 5.4 this would
lead to borrows of different values of the same type (such as two
floating point numbers) being indistinguishable at the type level and
thus interchangeable. However, this restriction does allow the output
of the clone to be of any type, rather than necessarily a value with
unrestricted behaviour as was the case in Chapter 4.

The side-condition 1 C r explains that we must be able to accom-
modate a usage of the input ¢; since clone consumes the #; value once
to copy it.

Our implementation of these ideas in Granule follows the above
typing. We recap the initial ownership example from Section 5.2 here
in our new extension of Granule using a data type Colour which acts
as an alias for a triple of type (Int, (Int, Int)).

The following code illustrates that linear types already require us
to obey the laws of move semantics for owned values, where we move
ownership of scarlet to x and then to y:

exampleMove : *Colour — *Colour
exampleMove scarlet = let x = scarlet in
- ownership "moved" to x
- let y = scarlet in ...
- would cause an error: non-linear use of ‘scarlet’
let y =x iny
- but "moving" ownership from x to y is allowed
Granule
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We can have multiple variables which all point to the initial value of
type Colour via the share operation; this explicitly exempts the value
from being managed by the ownership system. Here, we share at the
interval grade o..2, capturing the idea that the value must be used
somewhere between zero and two times (where here it happens to be
used twice in this next example):

exampleShare : *Colour — (Colour, Colour)
exampleShare scarlet =
let [s] : (Colour [0..2]) = share scarlet in
let x = s in
let y = s in (x, y)
Granule
The share and clone operations have the following equations showing

their interaction:
clone (sharev) asxint = t[pack (id, v) /x| (B+)

clonet; asxin (clonet;asyints) = clone (clonet;asxint;)asyints
(x & FV(t3)) (*assoc)

The (B+) axiom states that sharing a value v (term with no further
reductions—see Section 5.5) and cloning it to create a new owned x
in the scope of t is equivalent to substituting the original v for x in
t (with its identifiers packed in an existential). The (xassoc) axiom is
associativity of cloning.

The sHARE and CLONE rules from Chapter 4 are presented below,
for reference. This chapter differs in the introduction of grading into
both rules, the renaming during a clone, the additional restrictions on
cloning, and the resulting more flexible output type in the clone rule.

I'Et:x*xA nEf:lA I'),x:*AFty:!B
I' Fsharet:!A SHARE I'' + T, F clonetjasxinty : !B CLONE

The presence of identifiers necessitates the existential typing. The
need for identifiers is shown in the next section once we move to a
generalisation of uniqueness with the ability to separate immutable
borrows from mutable borrows, where existential types will allow for
tighter control of the lifetime of borrowed values with identifiers.

5.4 IMMUTABLY BORROWED IS FRACTIONALLY UNIQUE

We now generalise from the above system which incorporates unique-
ness into the core calculus to a system that allows for the uniqueness
guarantees to be temporarily broken in controlled ways, such that we
can continue to ensure memory safety and more closely approximate
Rust-like ownership and borrowing rules. We take inspiration from
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the fractional permissions of Boyland [26] (which themselves served
as partial inspiration for Rust’s notion of ownership) and from recent
literature on integrating linear types with fractional permissions [89].
Just as grading non-linearity gives a more precise account of re-
source usage, we introduce borrowing as a graded form of non-
uniqueness denoted &,A, allowing precise control of references:

ABu=...|&A (types, extended)
pgu=x*|f (where f € Q,0< f <1) (permissions)

where p is a new form of grade for tracking borrowing, called a
permission. Permissions are either rational numbers f between 0 and 1
or a special permission * representing uniqueness (described below).
A mutable borrow is represented by & A allowing mutable access to
a value of type A while preserving the guarantee that it will be
eventually returned to its original owner. Note that 0 is excluded: the
typing rules we provide can never produce a value with permission 0.

For working with the borrowing graded modality &,A, terms are
extended as follows:

t:=...| withBorrow t; f; | splitt | join t1 £,  (terms, extended)

The creation of mutable borrows is via withBorrow with the typing:

Fll—tlz*A rzl—tzt&]A—O&]B
I'1 + T, - withBorrow #; t, : *B

WITHBORROW

Here, we allow for a uniquely owned *A value to be borrowed and
manipulated in a mutable way by some function ¢, which expects a
&1 A as input, so long as it returns the mutable borrow as a &;B in
the output so that the original owner can reclaim this as a unique
reference (+B). Encapsulating the mutable borrow behaviour inside a
linear continuation ensures that it is impossible to construct a closed
term with a borrowed type, which means borrowed references to
values must eventually return full access to the owner of said value
(in other words, our calculus only supports lexical lifetimes).

UNIQUENESS AS UNIQUELY BORROWED  We absorb the development
of Section 5.3 and of Chapter 4 by the inclusion of * € p and a
type identity *A = &.A. Thus, the borrowing modality captures both
unique and borrowed values and hence functions polymorphic in their
permission can range over both kinds of ownership. This enables us to
later define operations that can work over uniquely owned or mutably
borrowed values without needing multiple primitives.

IMMUTABLE BORROWS  Mutable borrows, graded with permission 1,
provide full access to a value, permitting reads and writes (shown later
for resources). By contrast, immutable borrows allow multiple references
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to a value as long as they cannot be mutated (which would otherwise
violate memory safety, e.g., allowing data races). The split and join
constructs mediate between mutable and immutable borrows:

I'Ht: &pA
I+ splitt:&;A@&gA

SPLIT

Fll—tlz&pA TQthi&L]A P+¢]§1
F1 + 1“2 F join fl fz : &p+qA

JOIN

where split takes a borrowed reference and splits it into two borrowed
references to the same value, each graded by half the original per-
mission.3 Resources with fractional permission < 1 will only permit
non-mutating operations (shown later) and thus splitting mutably bor-
rowed resources (p = 1) leads to two immutably borrowed references
to the resource. The dual join (re)combines two borrows into one with
their permissions added, recombining two immutable borrows back
to a mutable borrow when p + g = 1. Due to the interfaces for manip-
ulating resources (shown later), the type A above will always contain
a resource identifier id, so it is impossible to combine references to
two different values. The addition and halving operations are defined
only for fractions f, not *.

These rules do not encompass every detail of Rust’s intricate owner-
ship system-they instead aim to represent the core concepts of own-
ership and borrowing in such a way that they can integrate into an
existing graded type system, leaving room for potential extensions. In
particular, as was mentioned in Section 5.2, we only support lexical
lifetimes, meaning that there is a class of programs which are accepted
by Rust’s compiler but cannot be represented in this calculus. We
focus on being able to represent notions of ownership explicitly in the
types, rather than using a complex static analysis like Rust’s borrow
checker to infer which programs are safe.

The following code demonstrates how all of these new primitives
can be put together in a simple Granule program. More practical exam-
ples will be presented when we introduce interfaces for resources. This
particular example, which is purely illustrative, assumes a function
observe which operates over borrowed values. The precise behaviour
of this function is elided, but it does not perform any mutation and so
it is polymorphic in the permission:

spLIT could be generalised to produce a vector with any number 1 of &, A elements,
or even to arbitrary permissions g and g’ such that g + g’ = p, but here we restrict to
halving for simplicity.
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observe : V {p : Fraction} . & p Colour — & p Colour

exampleBorrow : *Colour — *Colour
exampleBorrow persimmon = withBorrow (Ab —
let (x, y) = split b in

let x' = observe x in
join (x', y) in b) persimmon
Granule

In exampleBorrow, we mutably borrow the value persimmon as b, split this
into two immutable borrows x and y, and apply the observe function to
x before rejoining the borrows and returning the value.

The unsafe patterns demonstrated by the viridian and cerulean ex-
amples in Section 5.2 are, as desired, not representable in Granule.
It is impossible for two mutable borrows or for a mutable borrow
and an immutable borrow to coexist, since splitting a borrow must
reduce its permission by the nature of the sptit primitive. We can,
however, represent reborrowing; this simply involves continuing to split
immutable borrows further, where recovering the original value now
requires collecting all of the borrows once more. The order in which
the borrows are rejoined is immaterial, as illustrated below.

exampleReborrow : *Colour — xColour
exampleReborrow amethyst = withBorrow (Ab —

let (x, y) = split b in
let (1, r) = split x in
let x' = join (r, 1) in

join (y, x') in b) amethyst

Granule
The benefits of uniqueness typing for memory management are well-
trodden in prior work, and were described in more detail in Chapter 4;
as a reminder, the idea is that the guarantee of a unique reference both
allows safe in-place updates but also obviates the need for garbage
collection, since memory can be reclaimed as soon as a reference
is deleted. The system described here augments this by allowing
increased flexibility while preserving the same guarantees—multiple
references can be created via split but they are tracked precisely
through fractional grades so that uniqueness is still guaranteed once
they are rejoined, with in-place update only allowed for references
with unique access (graded 1 or *).

RESOURCES Enforcing which behaviours should be allowed for dif-
ferent permissions on a given resource is mediated by said resource’s
interface. We will give two in-depth examples in this chapter to demon-
strate the flexibility of our ownership and borrowing interface. The
first (similar to Chapter 4) is mutable arrays of floats that can be
created, read from, written to and deleted (each at differing levels of
access). This allows us to illustrate one of the key practical benefits
of ownership, which is that unique access to an owned value allows
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for safe mutation (the original pun behind “Linear Types can Change
the World” [142]). The second (new) example will be polymorphic
mutable references which store a pointer to a value of any type. First,
we extend our calculus with a primitive type of resources, along with
some additional base types used to parameterise said resources:

An=... |R€SidA|]N | F
Resjy A ::= Array;; A | Refj; A (types, extended)

where IN are natural numbers used for sizes and indices and FF are
floating-point numbers (which we treat as inherently non-linear, much
as the 32 and f64 types implement the Copy trait in Rust), and resources
Res (ranging over arrays or references for our purposes) are indexed
by an identifier id. Our extended interface for mutable arrays provides
the following primitives (with built-in weakening in the context):

0-T+ newArray : IN —o Jid.x(Array;; F)

0-T' readArray : &j(Array;; F) — N —o (F ® &, (Array;; IF))
0-I'- writeArray : &j(Array;; IF) — IN — F —o &, (Array;; IF)
(wherep =1 V p = x)

0-T+ deleteArray : x(Array;; IF) —o unit

where, unless bound, id and p are metavariables for identifier types
and permissions respectively. Thus, we treat these primitives as part of
the typing rules rather than functions that are in scope. Note that the
implementation allows for full universal quantification over identifiers
and permissions, enabling polymorphism; for example, the Granule
type signature for readArray is as follows.

readFloatArray : V {p : Fraction, id : Name}
. & p (FloatArray id) — Int — (Float, & p (FloatArray id))

Granule
Note that the kind Fraction includes both fractional permissions and
also the special permission representing unique ownership. This inter-
face resembles Granule’s existing interface for array mutation using
modal uniqueness types described in Chapter 4, but with some cru-
cial differences owing to the introduction of borrowing. The previous
interface is presented below for comparison.

I+ newArray :IN —o x(Array IF)

[[]+ readArray :x(Array F) —o IN —o F ® *(Array F)
]+ writeArray : *(Array F) —o IN —o [F —o *(Array IF)
']+ deleteArray : *(Array IF) —o unit

First, array types are now indexed by an identifier pointing to a par-
ticular array object in the heap, generated by the existential type in
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newArray and within the scope of the cLONE rule. This allows us
to keep track of which array is being referenced now that multiple
borrows pointing to the same array are permitted to exist. The other
key difference is that reading and writing no longer require unique
ownership: they are both permitted for borrows with varying permis-
sion levels. Reading can be carried out at any permission, since this is
safe no matter how many references exist, but writing is restricted to
either a mutably borrowed or uniquely owned array.

The following example illustrates the application of these various
primitives in Granule and demonstrates the usage of existentially
typed identifiers from the perspective of the programmer.

exampleArray : Float
exampleArray = unpack <id , a> = newFloatArray 3 in
let a’ writeFloatArray a 1 4.2;
(f, a'") readFloatArray a’ 1;
() deleteFloatArray a’’ in f

Granule
As per the typing rules of existentials presented in Section 5.3, once we
unpack the existential in the second line the type variable id must not
occur in the type of the body. In this example, the array is deleted and
never returned in the body’s result, thus satisfying the type restrictions
of unpack. We can also apply the clone construct to make a deep copy
of a unique array as described in Section 5.3:

exampleClone : ()
exampleClone = unpack <id , a> = newFloatArray 3 in
clone (share a) as x in
unpack <id’ , a’> = x in (deleteFloatArray a')

Granule
The interface for polymorphic references is similar, with primitives:

0-TH newRef :A —o Jidx(Refy A)

0-T'F readRef :&j(Refy ([, 11A)) — A® &, (Refyy (,A))

0-I'~ swapRef :&j(RefiyA) —A —oA®&,(Refy A)
(wherep =1 V p = x*)

0-TH freezeRef : x(Refj; A) — A

The crucial differences follow from the value encapsulated in the ref-
erence being of any type, rather than only floats which are inherently
duplicable and discardable. Thus, swapRef must enforce linear usage
for both the existing and new values. Similarly freezeRef must return
the value in the reference to obey linearity. The next example illustrates
this interface, by creating a reference to a float, updating the value
and then deleting the reference.
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exampleReference : (Float, Float)
exampleReference = unpack <id , ref> = newRef 0.0 in
let (x, ref’) swapRef ref 42.0;
y freezeRef ref’ in (x, y)

Granule

In order to allow for non-linear behaviours, we also provide a readRef
primitive which requires the value to be of a graded type which
permits the additional usage accrued with the appropriate type-level
accounting; this can be applied as follows. Note that the inline type
signature for the tuple on the second line of exampleGraded is only
needed because Granule’s existing type inference is quite weak, and
as such needs to be supplied with additional information.

test : Float [6]
test = [42.0]

exampleGraded : (Float [4], Float [2])

exampleGraded = unpack <id , r> = newRef test in

let ([x], r') : (Float [4], *(Ref id (Float [2]))) = readRef r;
[yl : Float [2] = freezeRef r’ in ([x]1, [yl)

Granule

One important benefit of introducing polymorphic references is that
they allow standard Granule values such as integers or floating-point
numbers to be treated uniquely and managed by the ownership sys-
tem, since otherwise this would be prevented by the cloneable predicate
described in Section 5.3. This allows for the use of general imperative
programming patterns as might be applied in languages like Rust
(where ownership is the default) to be transferred to the setting of
Granule (where functional patterns are more typical). Our references
have more safety than traditional ML-style references when values
can be accessed through multiple references simultaneously.

We are now able to give the full inductive definition of the cloneable
predicate, displayed below. As described in Section 5.3, this permits
only resources and products containing resources to be cloned, en-
suring that all cloneable values come with an identifier. Note that in
order to preserve both linearity and this condition, for a polymorphic
reference to be cloneable it must itself point either to a cloneable value
or to a value that is freely copyable, such as a floating-point number.

Definition 5 (Copyable predicate). Predicate definition:

copyable(unit)  copyable(IN) copyable(TF)

copyable(A) copyable(B)
copyable(A ® B)




5.4 IMMUTABLY BORROWED IS FRACTIONALLY UNIQUE \

Definition 6 (Cloneable predicate). Predicate definition:

cloneable(A) V copyable(A)
cloneable(Array;; F) cloneable(Ref;; A)

cloneable(A) cloneable(B)
cloneable(A ® B)

RESOURCE ALLOCATORS Here, the restriction introduced on the
promotion rule in Section 6.2 meaning that ‘resource allocators” are
forbidden from being promoted becomes crucial for ensuring sound-
ness in the call-by-value setting of this work. Consider the following
pseudocode (eliding packing and unpacking of existentials), which
would be allowed in Granule given unrestricted promotion:

let [x] : ((x(Array id Float)) [2]) = [newArray 1] in
let () = deleteArray x in writeArray x 0 1.0
Granule X

On the first line, this program creates a reference x to a new array of
size 1, but under a promotion, with the type explaining that we want
to use the resulting value twice (given by the explicit type signature
here). This promotion and subsequent unboxing then allows two uses
of the array on the second line.

Under a call-by-name semantics, as in Chapter 4 (and accessible
in Granule via the extension language CBN), this program executes suc-
cessfully and produces an array which contains the value written on
line 2. The key is that call-by-name reduction substitutes the call to
newArray into the two uses of the variable x, and so these point to two
entirely separate arrays. However, under the call-by-value semantics
of this chapter (and Granule’s default, originally chosen for simplicity
and to avoid pitfalls caused by laziness with side effects), the first
line is fully evaluated, and so both uses of x point to the same array.
Thus the second line attempts to write to an array after it has been
deleted, which would cause a runtime error. In a call-by-value setting
this program must not be permitted.

The solution we apply here (also used in Chapter 6 and Chapter 7)
is to syntactically restrict promotion to terms which do not allocate
resources, i.e., that do not use newArray or newRef in a reduction
position. The predicate resourceAllocator(f) classifies precisely these
terms, as a kind of specialised “value restriction”; note in particu-
lar that —resourceAllocator(Ax.newArray t) since reduction does not
happen underneath an abstraction (Section 5.5 defines the reduction
semantics). The full inductive definition is given below.

Definition 7 (Resource allocating terms). Predicate definition:
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resourceAllocator(newRef)  resourceAllocator(newArray)

resourceAllocator (t; ) resourceAllocator(t;)

resourceAllocator(t1 £,)  resourceAllocator(ty t;)

resourceAllocator ()
resourceAllocator((Ax.ty) to)

resourceAllocator () resourceAllocator(#;)
resourceAllocator(let () =ty in t)  resourceAllocator(let () =ty in )

resourceAllocator(t;) resourceAllocator(#;)
resourceAllocator(let (x,y) = tyinty)  resourceAllocator(let (x,y) = tyinty)

resourceAllocator () resourceAllocator(t;)
resourceAllocator((t1,2))  resourceAllocator((ty,t2))

resourceAllocator(t;) resourceAllocator(t;)
resourceAllocator(let [x] = tyint;)  resourceAllocator(let [x] = tyinty)

resourceAllocator () resourceAllocator(#7)

resourceAllocator([t])  resourceAllocator(share t)

resourceAllocator(t7) resourceAllocator(t7)

resourceAllocator(clonet; asxint;) resourceAllocator(clonet; asxint,)

resourceAllocator(t7) resourceAllocator(t7)
resourceAllocator(withBorrow t1 t;)  resourceAllocator(withBorrow t t;)

resourceAllocator(t;)
resourceAllocator (split t;)

resourceAllocator(t;) resourceAllocator(t;)
resourceAllocator(join t1 t)  resourceAllocator(join t t;)

resourceAllocator(t;) resourceAllocator(t7)

resourceAllocator(pusht;) resourceAllocator(pull {1)

resourceAllocator(ty)
resourceAllocator (pack (id’, 1))

resourceAllocator(t7)
resourceAllocator(unpack (id’,x) =t in ty)

resourceAllocator(ty)
resourceAllocator(unpack (id’, x) =t in tp)

Other work resolves this same problem relating to promotion of
resource allocators through different techniques. Originally, the linear
types extension to Haskell got around this difficulty by only ever
allocating resources inside a specialised continuation, which is passed
around at every step until deallocation to prevent the allocator itself
from ever being used non-linearly. See the interface for mutable arrays
in Linear Haskell below, reproduced from the original paper [19].
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newMArray :: Int -> (MArray a — Unrestricted b) — b
write :: MArray a — (Int, a) -> MArray a
read :: MArray a — Int -> (MArray a, Unrestricted a)
freeze :: MArray a — Unrestricted (Array a)
Haskell

Note in particular the continuation-passing style employed in the
newMArray function. More recently, this strategy has been generalised by
introducing a “linear constraint” [129] called Linearly. This constraint,
which must itself be used in a linear fashion, is assumed whenever
a new resource is allocated. A continuation is still necessary for the
initial assumption of Linearly, but the same qualification may now be
used generically for varying resource types.

5.4.1 Equational Theory

The wiTHBORROW typing suggests a close relationship between &.A
and & A. By analogy to the notion of a relative monad used in Chap-
ter 4, &.A acts as a ‘relative functor” with regard to &;A, where
withBorrow equates to mapping a function involving mutable bor-
rows onto a function between uniquely owned values. The following
axioms for (relative) functors then hold:

withBorrow (Ax.x) t =t (&unit)
withBorrow (Ax.f (¢x)) t = withBorrow f (withBorrow ¢ t)
(&assoc)

The first axiom states that borrowing a reference to an owned value
and simply returning it via the identity function without making
use of it is equivalent to doing nothing at all, as one might expect.
The second axiom is an associativity axiom, giving us the result that
borrowing a value to apply one function and then borrowing the value
again to apply a second function is equivalent to simply borrowing
the value once and applying the functions in sequence.

Lastly, split and join additionally have an isomorphism:

(let (x,y) = (splitt)in (joinx y)) = ¢ (&rejoin)
split (join t1 tp) = (t1,t2) (&resplit)

5.4.2 Partial Views via Distributive Laws

One particularly useful borrowing pattern when writing practical
programs is the ability to take a composite data structure and borrow
only part of it, such that the original owner retains access to the
remaining structure. This introduces the possibility of multiple threads
working with parts of a data structure in parallel, where it is no longer
necessary to take ownership of the full data structure in order to
mutate the only part for which access is required.
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Our core calculus provides some capacity for structured data in the
form of product types. We introduce two additional constructs for
distributing the borrowing graded modality into and out of products,
enabling the pattern of partial borrowing:

Tk t:&,(A®B)
I'F pusht: (&,A) ® (&,B)

PUSH

THt: (&,A) ® (&,B)
I'F pullt: &,(A®B)

PULL

We can derive an operation akin to withBorrow for borrowing one
component of a product: use push to move ownership onto the values
inside the product, use withBorrow to borrow the required component,
and then once we are done, use pull to recover the original pair.
We demonstrate this concept in action with the following example.
We assume a function alter : & 1 Int — & 1 Int which operates over
borrowed components of colour and requires a whole permission, in
order to illustrate the idea. We follow the above scheme for partial
borrowing:

examplePartial : *Colour — x*Colour

examplePartial indigo = let (r, p) = push indigo in
let r’ = withBorrow alter r in
pull (r’, p)

Granule

This notion extends gracefully to structures containing more than two
components. For example, to borrow a single element from a unique
tuple of three values, leaving the remaining two values available to
their original owner, we can use nested products, e.g. &.(A® (B® C)),
and push and pull to then access just one part, similarly to in indigo.
We may need to push twice in order to distribute the modality over
the entire product depending on which component we are borrowing,
but in the same way as above, we can use withBorrow to extract the
desired data (for example, &;A) while applying pull to recover the
remaining structure (in this case, of type &.(B ® C)).

Partial borrowing allows safe mutation of disjoint parts of a single
data structure concurrently without risking a data race. The following
example illustrates this using a par function for spawning two concur-
rent threads; we leave this as primitive for now, but it will be defined
later in Chapter 6.
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par : V {a b : Type} . (() — a) = (() — b) — (a, b)
- Granule’s parallel composition

exampleConcurrent : *Colour — =*Colour
exampleConcurrent indigo = let (r, p) = push indigo in
let (g, b) = push p in
let (r', b") = par (A() —
withBorrow alter r)

(A —
withBorrow alter b) in
let p’ = pull (g, b’) in
pull (r’, p")
Granule

Here, the first couple of lines push the borrow all the way into the
data structure of type colour. Then, the par construct is used to mutate
two components of the Colour in parallel, before the modality is pulled
back out in order to reconstruct the original structure.

Building on this core concept in the more expressive setting of
Granule’s full type system could involve notions such as borrowing
from any algebraic data type, or borrowing a ‘slice” of multiple values.
One low-hanging fruit is to extend the push and pull primitives in order
to derive generic operations for arbitrary data structures, following
patterns described in prior work [65]. We do not formalise this again
here, but the approach allows for writing programs like:

exampleDeriving : V {p : Fraction} . & p (Maybe Colour)
— Either () (& p Colour)
exampleDeriving octarine = case (push@Maybe octarine) of
Nothing — Left ();
Just x — Right x

Granule

Here, the borrow modality is distributed into the mMaybe data type using
a derived push operation. This general pattern for partial borrowing
relates closely to McBride’s notion of computing the derivative of a data
type by finding its type of one-hole contexts [93], where the derivative
describes the structure that remains after borrowing one element.
Under this interpretation, borrowing a slice of multiple values would
be akin to taking the derivative of a data type with respect to another
type—an idea that is outside the scope of this thesis to explore further,
but which we have discussed elsewhere [90].

PARALLEL SUM EXAMPLE To conclude this section, we present one
last example which combines all of the elements we have introduced
here in a more practical setting. The result will be a function which
splits a unique mutable array of floats into two immutably borrowed
halves and computes their sums concurrently, returning the total sum
inside a polymorphic reference.

First, in order to implement this function elegantly we will need

two additional basic functions for working with arrays and references.
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Within Granule it is possible to derive a writeref operation which
destructively mutates the value inside a reference, as long as the type
of said value allows for it to be discarded freely; this makes use of
Granule’s existing mechanism for deriving a drop operation (of type
t — ()) for proppable values [65]. Granule also provides an additional
primitive for taking the length of an array, which is useful for iteration
but was elided from our formal calculus for brevity. The types of both
of these operations are given below.

lengthFloatArray : V {id : Name, p : Fraction} .

& p (FloatArray id) — (!Int, & p (FloatArray id))
writeRef : V {id : Name, a : Type} .

{Droppable a} = a — & 1 (Ref id a) — & 1 (Ref id a)

Granule
where !t is a synonym for t [Many] representing arbitrary use via the
{0,1, w}-semiring (as was used heavily in Chapter 4), and droppable is
a predicate classifying types whose values can be discarded. We then
define an auxiliary function for iterating through an array of floats
and summing all values between two given indices:

sumFromTo : V {id : Name, p : Fraction} .
& p (FloatArray id) — !Int — !Int — (Float,
& p (FloatArray id))
sumFromTo array [i] [n] =
if i == n then (0.0, array)
else
let (x, a) = readFloatArray array i;
(y, arr) = sumFromTo a [i+1] [n]
in (x +y, arr)
Granule
Finally, we define the core parsum function as described above. Note in
particular the usage of withBorrow to borrow an initial reference to the
mutable array, sptit and join to manage the forking dataflow when
computing the sums for the two separate halves in parallel, and push
and pull to distribute modalities into and out of products:
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parSum : V {id id’ : Name} . *(FloatArray id) — x(Ref id’ Float)
— x(Ref id’ Float, FloatArray id)
parSum array ref = let
([n], array) : ('Int, *(FloatArray id))
= lengthFloatArray array;
compIn
= pull (ref, array)
in withBorrow (AcompIn —
let (ref, array) push compIn;
(arrayl, array2) = split array;
- Immutable borrow happens here

- Compute in parallel
((x, arrayl), (y, array2)) =
par (A() —
sumFromTo arrayl [0] [div n 2])
(AQ) —
sumFromTo array2 [div n 2] [n]);

- Update the reference
ref’ = writeRef ((x : Float) + y) ref;
compOut = pull (ref’, join (arrayl, array2))
- End immutable borrow

in compOut) compIn
Granule
The full code of this example is given in Appendix ¢, including full
definitions for all auxiliary functions and an illustration of how this
function could be applied in practice to a freshly created pair of
an array (which is generated from a length-indexed vector) and a
polymorphic reference.

5.5 SEMANTICS AND METATHEORY

We define an operational semantics here for the core calculus which
serves to further explain the details of arrays, mutation, copying,
and borrowing. We follow the pattern of Chapter 4, adapting the
approach of Choudhury et al. [32] for giving an operational semantics
to a graded system, with some degree of accounting for grades and
references in order to relate the dynamic semantics back to the static
semantics of typing (Section 5.5.3). With the exception of Granule
and Multi-Graded Featherweight Java [20], much of the preceding
work on operational models for graded systems is based on call-
by-name, including the development of Chapter 3. Going forwards
we move to call-by-value, for the purpose of describing real-world
practical functional languages; while call-by-name was useful for
illustrating the principles of uniqueness in a simpler setting that
is closer to typical semantics for linear calculi and does not require
additional complications, call-by-name is often prohibitively expensive
with unpredictable performance and poor interaction with side effects.
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5.5.1 Preliminary Definitions

VALUES We first define the subset of terms that are wvalues in the
semantics, i.e., normal forms (terms that have no further reduction),
via the grammar:

vi=(v1,v2) | () | [v] | Ax.t || p | pack (id, )

(value terms sub-grammar)

i.e., pairs of values, the unit value, boxed values, abstractions, natural
numbers 1, primitives p which may also be partially applied to other
values, e.g., newArray, readArray, readArray v and so on, and also
existential values.

RUNTIME TERMS AND TYPING We extend the syntax of terms (and
values) with several runtime representations which appear only in the
semantics, i.e., they cannot be written by users in programs:

tu=...| %t | unborrow t | ref | [t], (runtime terms)

v:i=...|*v | unborrow v | ref | [v], (runtime values)

where *t represents unique and borrowed terms, unborrow f is the
inverse to borrowed terms (used to implement withBorrow), and ref
are polymorphic references to resources bound in the heap. Further-
more, the syntax for promotion is augmented with an annotation [¢],
of the grade r at which the term f is promoted, i.e., Church-style with
respect to grades, and thus typing this grade-annotated version of
promotion produces r - I' - [t], : [J,A. This annotation is only needed
to prove that type preservation respects resourcing (as per Choudhury
et al. [32]) and can be ignored when actually computing the reduction
behaviour of a term using the operational model.

In order to type runtime terms with resource references, the syntax
of contexts is extended to include assumptions ref : Res;; A which are
treated as a different syntactic category of variables. A runtime context
7 is a context containing only these references, as follows.

yu=Q| vy, ref : Resig A

Context scalar multiplication and addition extend as follows (eliding
a symmetric case for brevity):

(T, ref : Resyy A) + (I, ref : Resyy A) = (T + 1), ref : Resyg A
(runtime context addition)
(T,ref : Resjg A) +T' = (T +1T7),ref : Resig A (where ref ¢ T”)
r-(T,ref :Resjy A) = (r-T'),ref : Resjg A
(runtime context multiplication)
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Importantly, references are not treated linearly here since they may
be shared in the runtime context (such as via the split operation).
Runtime terms are typed by the following rules:

yHt:A FHt:&A
0-T, 9 F xt:&,A NEC I' - unborrow ¢ : xA

UNBORROW

0-T,ref : Resjy A &= ref : Resj; A REF

HEAPS AND CONFIGURATIONS Our semantics again does not use
syntactic substitution; instead heaps map program variables to values,
resource references to identifiers id, and identifiers to resource values:

H:=@ | H,x—v | H,ref—,id | Hid — v, (heaps)

v, == arr | ref(v) arr ::= init | arr[n] = v (heap resource terms)

Thus, a heap can be extended in three ways: (1) with an assignment
of a program variable x to a value v, storing the grade of the variable
r; (2) with an assignment of a resource reference ref to an identifier
id with permission p; (3) with an assignment of an identifier id to a
resource term. Identifiers and references are separated since we may
need multiple references to point to the same identifier, e.g., in the
case of immutable borrows. One can think of identifiers like abstract
memory addresses in the semantics.

Array terms arr in the heap are either an empty array init or an
array storing value v at index n. Reference values ref(v) in the heap
store a value v. These runtime resource terms in the heap are typed
according to straightforward rules presented in Appendix A.

A configuration comprises a pair of a heap H and a term ¢, written as
H + t, where fv(t) C dom(H), and refs(t) C dom(H) (where refs is the
set of all resource references ref in the term).

5.5.2 Single-Step Reduction

Single-step reductions map source configurations to target configura-
tions, with the judgment:

where Hy and H; are input and output heaps respectively, ¢; is the
source term and ¢, the target. The grade s denotes the usage context of
this rule. We explain the reduction rules for our operational semantics
in detail. Throughout, x#f means that x is a fresh name with respect
to some terms .
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LAMBDA cALcuLus The A-calculus core of the operational semantics

has rules:

I.s+1rCr

~MPVAR

H,x—,vF-x ~»; Hx—~, vk v

y#{H,v,t}

PUNY

HF (Axt)v ~s H,y—sv F ty/x] P
HFt ~s HFH HbEty ~s H F )

HrEtt ~s HEtHH rarrl HE vty ~»5 H' ot} "arER

In the ~y,x rule, a variable x is reduced to a value v which was as-
signed to x in the heap. The grade r is preserved in the output heap,
with the side condition in the premise ensuring that the grade r will
be enough to capture the usage s required by the reduction. In the
~p rule, rather than using a substitution to enact B-reduction, the
resulting term is the body of the function t with the heap extended
with a freshened binder y assigned to the argument value v, annotated
by the grade s which parameterises the reduction. The body term is
appropriately renamed to use the freshened variable y (to prevent vari-
able capture issues). The remaining two reductions are congruences,
giving left to right reduction.

EXISTENTIAL TYPES AND NAMES The semantics of existentials is
standard, with a beta rule:

yi#H{H,v,t}
H F unpack (id, x) = pack (id’,v) int ~»; H,y—,v F t[y/x] T

and two standard congruence rules for pack and unpack (elided for
brevity).

TENSORS AND UNITS  Tensor products have the following rules for
their introduction and elimination forms, with three congruence rules
and one B-rule:

HEt ~s HFEH HbEt) ~s H )
HF (b)) ~s H F (E,8)  “HF (0,6) = HF (0,8 R

Hl—tl Mg Hll—tll
Htlet(x,y) = tiinty ~s H' Flet(x,y) =t int,

MILET®

x/#{H/01102/ t} ]//#{H/ 01’02/ t}
HElet(x,y) = (v1,v2)int ~5 H,x'+501,y 502 F ty' /y][x' /x]

W@ﬁ

In the case of (~»gp), we extend the heap with assignments for
(fresh names) x” and v’ to v; and v, respectively, continuing on with
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the body term ¢. Similarly to the B-rule for functions, the freshening
avoids variable capture. The rules for the unit type are similar:
HFE tl Mg HI H tll
Hblet ()=t int, ~, H Flet () =f int, =7

Hilet ()= ()int ~s HFt PONT

Example 8. The following gives a reduction sequence for the term
(Ax.(x,y)) (v,y) from Example 6 under a heap H = y+,v, until a
normal form is reached:

y—o0 - (Ax.(x,y)) (0,)
(~ areL @R~ var) ~1 Y20 F (Ax.(x,y)) (v,0)
(vp) ~»1y—20,X'—=1(v,0) F (¥, y)
(WAPPLrWtFxL/WVAR) ~1 Y220, X1 (Ur Z)) - ((U/ ?J), ]/)
(“’"’APPLI“’"@R/“""VAR) ~1 Y220, xl’_>1(vrv) - ((U/ Z)),U)

GRADED MODALITIES  The rules for graded modalities are structured
similarly to the standard lambda calculus rules above, but we need to
do some additional management of grades in the heap.

HbFt ~gp HEF
HE[t], ~s H - [t],

~0

HbEt ~s HFEH
HFlet[x] =tjinty ~s H'Flet[x] =t]int, ~ et

y#{H,v,t}
HFlet[x] = [v],int ~s H,y— .0 ty/x

] THE

In the ~~g rule, to construct a reduction with the required grade s
then we need to be able to reduce inside the box at grade s xr, to
account for the additional usage required by the r-graded modality.
In the ~~gp rule, the x in the heap is annotated not only with s as in
the regular ~4 rule but with s x 7, again to account for the additional
usage the modality requires.

ARRAYS  For brevity, we show here in the body of the chapter only the
reduction rules for arrays; the corresponding (and very similar) rules
for polymorphic references are included in Appendix c. For simplicity,
we do not explicitly track the sizes of arrays in our semantics.

New arrays are created by the newArray primitive, with reduction:

ref4H  id#H
H F newArrayn ~-; H,ref—1id,id — init - pack (id, *ref)

P NEWARRAY

where ref and id are fresh for the heap H. The resulting array is
initialised to the empty array (init), and the result is a unique array

83



84 | DIVIDE AND CONQUER: OWNERSHIP AND BORROWING

reference *ref packed in an existential over id. In the heap, ref is
marked with the whole permission 1.
Arrays are read and written via:

~?READARRAY

H,ref— pid,id — arr[n] = v I- readArray (xref) n
~s H,ref— ,id, id — arr[n] = v k= (v, *ref )

. . ~? WRITEARRAY
H,ref— ,id, id — arr - writeArray (xref) nv

~s H, refr—,id, id — arr[n] = v & *ref

For writeArray, p should be 1 or *, but this is mediated by the type
system rather than being enforced in the semantics; the following rule
is similar in this regard for deleting unique arrays:

H,ref—pid, id — arr - deleteArray (xref) ~~s H F () " DELETEARRAY

SHARING AND CLONING Sharing reduces permissions to 0 and
cloning involves copying heap terms:

HFt ~s HEVY
H |- sharet ~»; H' |- sharet ~ SHARE

dom(H) = refs(v)
H,H' + share (xv) ~»; ([H|,),H' F [v] ~SHARES

dom(H') = refs(v)  (H",6,id) = copy(H')  y#{H,v,t}
H,H'F clone [v],asxint ~5 H,H', H",y—pack (id, (8(v))) F t[y/x

] ~7CLONEB

In the ~~syarep rule, the incoming heap is split into two parts, where
H is such that it provides the allocations for all resource references in
v (enforced by the premise). The unique value *v, once unwrapped, is
wrapped in the graded box modality in the result as [v], and thus all
its references are now annotated with 0 in the heap via ([H],), e.g:

H',ref—id,id — v, - share (xref) ~ H', ref—oid, id — v, = [ref]

This means that uniqueness and borrowing information no longer
needs to be tracked for the value going forwards in the reduction,
since we know it will no longer have any such guarantees offered by
the type system.

The ~~c onep Tule enacts a ‘deep copy’, where dom(H’) = refs(v)
marks the part of the heap with resource references coming from v.
Then copy(H’) copies the resources in this part of the heap, creating a
heap fragment H” and a renaming operator § which maps from old
references to new copied references. This renaming is applied to v in
the freshly bound variable y, such that the value %(0(v)) refers to any
newly copied resources. Lastly, we pack the renamed unique value
with new identifiers id generated by copy.

We elide the straightforward congruence rule for clone.



BORROWING  We elide the congruence rules for withBorrow which
ensure that we reduce the two argument terms left to right until they
are values, after which we can reduce as follows:

y#{H,v,t}
H F withBorrow (Ax.t) (xv) ~»s H,y—(*v) - unborrow t[y/x]

I WITHE&

Here, the B-reduction that comes from applying the function Ax.t
to the value *v is enacted by extending the heap with *v which acts
as a borrowed term now in the context of t. For a term to escape
withBorrow it must eventually be ‘unborrowed’, encapsulated by the
runtime term unborrow above, which then is itself reduced by the
following rules:

HFt ~, HEFF
H + unborrow t ~»; H’ - unborrow #

~? UNBORROW

PUNN

H F unborrow (*v) ~»s H F *v o
Aside from the congruence, which is standard, the ~~yy¢ rule is philo-
sophically ‘unwrapping” a borrowed value and then treating it as
unique once more, by wrapping with *, but the runtime term *v is
used to represent both unique and borrowed v values.

PUSH AND PULL The reduction rules for push and pull are fairly
simple; they simply distribute the modality into or out of the product
term in a way that matches the typing of the given rule.

H + push (x(vy,v2)) ~s HF (%01, %07) "rusH

H F pull (xvq, %v2) ~»s HF *(v1,02) e

The heap is left unchanged. Push and pull also have congruence rules
which are straightforward.
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SsPLIT AND JOIN  There are two primary reduction rules for each of
split and join: one for the case where the terms are resource references
and one for the case where the terms are pairs of values:

refi#tH  refr#tH
H,refr—pid, id — v & split (xref)
~s H, refl»—>§id, refzn—>gid, id — v b (xrefy, xrefz)

7 SPLITREF

ref#H

H, refi— pid, refy—4id, id — v I= join (xref;) (xrefz
~s Href =,y yid, id — v = xref

~7JOINREF
) I

H | split (xv) ~»s H' F (xvq,%0;)
H' F split (xw) ~5 H" = (xwy, xwy)
H F split (x(0,w)) ~s H" I (x(v1,w1), *(v2, 02

P SPLIT®
))

H Fjoin (xv1) (xv2) ~¢ H' F *0
H' Fjoin (xwy) (xwp) ~s H' F xw

H tjoin (x(v1,w1)) (x(v2,w2)) ~s H' F (v, w)

“TOIN®

In the reference case, split removes the initial reference from the heap
and generates two fresh references pointing to the same identifier
as the original reference. These are each annotated with half of the
permission belonging to the original reference, to match the typing.
As one might expect, join for references behaves dually; it deletes two
existing references from the heap, and generates one fresh reference,
with its permission being the sum of the constituent parts.

For pairs, the reduction rules are defined inductively: as long as we
can split or join on the two components of the pair, we are allowed to
reduce on the overall pair itself. In this way, we construct a reduction
which ensures that all references contained within the pair are split or
joined as required, no matter how deeply nested the pair may be.

Join and split also have straightforward and elided congruences.

MULTI-STEP REDUCTIONS  Lastly, we define a relation that composes
single-step reductions into a sequence of reductions, called a multi-
reduction:

HFf =, HEt

HFt ~s HFH HFt) = H' Ft3
HrFt = H'F 13

EXT
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5.5.3 Theorems

We now consider the relationship between typing and the operational
semantics. First, we must build a foundation via checking some pre-
liminary results and noting some crucial definitions.

Two useful results, which extend those found in Chapter 3, are that
substitution is admissible for our calculus, coming in both linear and
graded variants:

Lemma 8 (Linear substitution is admissible, extending Chapter 3). If
It :Aand Ty, x: Aty BthenTp + T4+ t[t1/x] : B.

Lemma 9 (Graded substitution is admissible, extending Chapter 3).
If [Ty Fty : Aand Ty, x : [A], & to : B (where [I'1] represents a context
'y containing only graded assumptions) and —resourceAllocator(t;) then
Ib+r-I'1 tz[tl/x] : B.

TYPE SAFETY Key to ensuring type safety is the notion of heap
compatibility with a typing context, which refines the corresponding
definition from Chapter 4.

Definition 8 (Heap compatibility). A heap H is compatible with free
variable context I', denoted H > T, if the grades in the heap match those of
the context, and any values stored in the heap have their resources accounted
for in the rest of the heap. The relation is defined inductively over the syntax
of heaps and contexts:

Hx< @ GCA
@ M Horefryida @ o on

H,id — v, ><xT+79 vyFov, :Resjy A

R
H, ref—pid,id — v, < (T, ref : Resjg A) PO

HxT+s-T"  x ¢ dom(H) I'tov:A I s+ =r
(H,x—,0) > (T, x: [A]s)

EXT

Hx<T+I" x¢dom(H) I'tv:A I 1+r=r

L
(H, x—,0) 0 (T, x : A) B

Thus, a context extended with a runtime type of a resource reference
(ExTRES) is compatible with a heap which contains that reference ref, pointing
to a resource term with the corresponding identifier id. In the premise of
(EXTRES), the resource term with its identifier is preserved in the heap since
there may be other references pointing to it (e.g., generated from a split).
The (GCARR) rule then allows heap compatibility to ‘garbage collect’ any
remaining resource references.

The (ext) rule says that a context with graded assumption x : [Al; is
compatible with a heap as long as the heap contains a binding for x to some
value v and heap grade v that can accommodate the usage of s (via the
constraint 3r'. s + v’ = r) and as long as the free variables T' of v are also
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compatible with the heap (scaled by s to reflect the usage of x). The (ExTLIN)
rule is similar to (Ext), but effectively where s = 1; the variable x is used in
a linear fashion.

Example 9. As an illustrative example, the context x : [A]1,y : [B]2 is
compatible with the heap x+7v1, y—,v; assuming the typing x : [A]5 F
v : B, with heap compatibility derivation:

EMPTY
D@D
EXT

D, x—7v < x: [Aly x:[AlsFv:B

EXT
(@, x—701,y—202) < (x : [A]1,y 2 [B2)

Heap compatibility allows us to establish key properties for our
calculus in conjunction with the operational semantics. We begin with
syntactic type safety, by verifying progress and preservation. These are
largely standard, though preservation links with heap compatibility
in its second conjunct.

Theorem 7 (Progress). Given I' =t : A, then t is either a value, or for all
grades s and contexts T then if H > To+ s - T there exists a heap H' and
term t' such that H+-t ~s H' - t.

Theorem 8 (Preservation). For a well-typed term I = t : A, under a
restriction that polymorphic reference resources are restricted to non-function
types, and for all s, Ty, and H such that H < (T'g + s - T') and a reduction
H&Ft ~s, H ¥, then we have:

A H.T'FY:A A H > (Tg+s-T)

Note the caveat to preservation: references Ref;; A are restricted
such that A cannot be of function type, or some other composite type
involving functions. The restriction is needed for preservation since it
works at the granularity of a single reduction, and so cannot rule out
the possibility that a reference is storing a A term with free variables.
This considerably complicates reasoning about resources and heaps,
so we rule it out for this theorem. Importantly, this is not a restriction
that needs to be made on the calculus and its implementation as a
whole: for deterministic CBV reductions starting from a closed term
(i.e., a complete program) then all B-redexes are on closed values and
hence this problem does not exist in the context of an overall reduction
sequence. However, to make preservation work for a single reduction,
on potentially open terms, this minor restriction is needed locally. This
does not affect any of the examples discussed in the paper.

In addition to preservation, Chapter 4 also proved a conservation
property, ensuring that resource usage is respected. In particular,
we showed that resource usage accrued in a given reduction plus
remaining resources in the resulting heap are approximated by the
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resources in the original heap plus the specified resource usage from
any variable bindings encountered along the way. The semantics of
Chapter 4 was call-by-name, which is more natural for conservation;
checking that a modified form of conservation still holds in a call-by-
value setting is future work, though various other graded type systems
with similar properties are also call-by-value [22, 103]. Our inclusion
of semiring grades in the heap here goes towards being able to extend
the semantics to full accounting in future work, although they could be
elided here and the above results would still be provable. The tracking
of permission grades is however crucial to the next results.

We now move on to establishing perhaps the most interesting prop-
erties here, which are related to the safety of ownership and borrowing
and how these notions relate to the references present in the heap.
First, we ensure that taking a single step preserves the total of frac-
tional permission annotations on references (unless we have stopped
tracking ownership information for the given reference, in which case
it should be annotated with 0):

Lemma 10 (Borrow safety). For a well-typed term I' =t : A and all Ty, s,
and heaps H such that H > (T + s - T), and given a single-step reduction
HbEt ~»s H' =t then forall id € dom(H):

Yp =1 = Y. p e{o1}
Vref € refs(t). Vref € refs(t').
ref—pid € H ref— id € H'

i.e., for all resources with identifier id in the incoming heap and all references
in the term pointing to this resource, if the sum of all permissions pointing
to this resource are 1 in the incoming heap then either this is preserved in
the outgoing heap or the total permissions in the output heap is 0, i.e., this
resource has now been fully shared and has no ownership tracking.

Furthermore, any resources in the outgoing heap that did not appear in
the initial heap with references in the final term should have permissions
summing to 1. That is, for all id" € dom(H') A id" ¢ dom(H):

g =1
Vref' € refs(t').
ref'v—4id" € H'

When we extend this result to multi-step reductions, we are able
to restrict the result further, and prove that if the resulting term
is of unique type, then not only is the sum of fractions preserved
throughout the overall reduction (which we verify inductively using
the above result) but also that in the final term the reference to the
resource we are considering must itself be unique.
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Theorem 9 (Multi-reduction borrow safety). For a well-typed term T = t :
Aand all Ty, s, and H such that H < (T + s - T'), and multi-step reduction
Htt =5 H' & o, then forall id € dom(H):

Y. p =1 = 3lrefref'+iid € H’
Vref € refs(t).
ref—pid € H

i.e., for all resources with identifier id in the incoming heap and all references
in the term pointing to this resource, if the sum of all permissions pointing to
this resource are 1 in the incoming heap then their total permission of 1 is
preserved from the incoming heap to the resulting term, with this permission
now contained in a single reference ref’.

Furthermore, any new references in the final term should uniquely point
to an identifier, and thus have permission 1. That is, for all id" € dom(H') A
id" & dom(H) then:

Vref € refs(v). 3lref’. ref'—1id' € H'

The uniqueness theorem presented in Chapter 4 now follows as a
direct corollary of the multi-step borrow safety theorem we described.

Corollary 1 (Uniqueness). For a well-typed term I = t : xA and all
To, s, and H such that H > (Tg + s - T') and multi-reduction to a value
HEt =3 H' %o, forall id € dom(H) then:

Vref € refs(t).(refr—1id € H = refr—qid € H')
A Vid' € dom(H') Nid' & dom(H). Vref € refs(v). 3lref’ refr—qid € H’

i.e., any references contributing to the final term that are unique in the
incoming heap stay unique in the resulting term, and any new references
contributing to the final term are also unique.

Finally, we see that the operational semantics we have defined (ex-
tended to full B-reduction) supports the equational theory we have
gradually developed in this work. Note that the proof includes only
those equations defined by the = relation presented throughout Sec-
tions 5.3 and 5.4; the remaining equations, presented in the appendix,
are as standard for a graded linear calculus.

Theorem 10 (Soundness with respect to the equational theory). For
all ty,ty such that T =t; : Aand T =ty : Aand t; = tr and given H such
that H > T, there exist multi-reductions to values that are equal under full
B-reduction and evaluating any references to the value they point to in the
resulting heaps (written H'(v1) and H'(vy)):

HFE th =1 H' + mvn N H Ft =1 H'"+ (% 3A H/(Ul) = H//(Uz)

Full proofs for the above theorems may be found in Appendix c,
along with collected typing and reduction rules.
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5.6 RELATED WORK

LINEAR AND GRADED TYPES Much of the prior literature on lin-
ear and graded types was discussed in Chapters 2 and 3, but we
briefly recap it here. The notion of linearity originated with Girard’s
linear logic [50], which treats information resourcefully by restricting
the structural rules of intuitionistic logic. This was soon adopted by
programming language researchers who were interested in resource-
ful behaviour of data, rapidly developing into the concept of linear
types [142, 145], but it took substantial time for linearity to emerge
into the realm of practical programming. Lately, linear types have seen
a renaissance due to their adoption as an extension to Haskell [19];
other languages incorporating linearity (or affinity, which is similar
but allows weakening) include ATS [156], Alms [134] and Mezzo [12].

This binary view (linear vs. non-linear) was later refined by the
notion of bounded linear logic [51], which introduced a family of oper-
ators indexed by a polynomial giving an upper bound on the usage
of a resource. Further generalisations of this idea to track a broader
range of increasingly fine-grained properties are what led to the in-
troduction of graded types, which allow for annotating values with
precise information about how they interact with their environment.

Granule’s particular approach to graded modalities draws heav-
ily from literature on coeffects, which describe how programs depend
on their context [108], though it also incorporates ideas from effect
systems which we focus on less here. Coeffect systems developed
concurrently with other work which approached the same target
from a different angle—through attempting to find generalisations of
bounded linear logic [29, 49]. Other instances of graded types include
Quantitative Type Theory (QTT) [10, 94] upon which the type system
for Idris 2 is built [27], the core calculus underlying Linear Haskell [19,
129], and others [2, 3, 47, 153].

UNIQUENESS Uniqueness types originated in the Clean language
[112, 126], where they are used in lieu of monadic computation and
for efficiency gains offered by in-place update, though they have also
been applied in other settings such as Single-Assignment C [124].
In Clean, computation is based on graph rewriting and reduction;
constants are graphs, and functions are graph rewriting formulas.
The type system also has a rather different feel to those offered by
more recent functional programming languages, which makes it more
difficult to capture the benefits of Clean-style uniqueness in a modern
setting, hence the value in our pursuit of this goal. Recent work has
attempted to capture benefits of uniqueness while allowing a more
modern programming style, such as Cogent [101] and Mercury [128].

Theoretical work on understanding uniqueness began with Har-
rington’s uniqueness logic [57]; this was followed by a substantial
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amount of theoretical groundwork on Clean’s particular strategy for
uniqueness, particularly in works by de Vries among others [140, 141].
These papers clarified the distinction between Clean’s type system and
systems based on the A-calculus. Further work made headway on dis-
tinguishing uniqueness from other substructural systems, allowing for
applications such as polymorphic programming and concurrency [138,
139]. This laid a foundation for Granule’s orthogonal approach to
uniqueness, allowing for uniqueness and linearity to be integrated in
a single system, which lead to the extensions developed in this thesis.

More recently, there has been work on incorporating uniqueness
into the OCaml language through a system of modes, which have some
theoretical relationship to graded types [85]. Consider the below code:

type ('a, 'b) pair = { fst : 'a; snd : 'b }
let update : ((('a, 'b) pair) @ unique) -> 'c -> ('a, 'c) pair =
fun pair ¢ -> { overwrite pair with snd = c }

OCaml
Here, the @ unique annotation declares the pair to be unique, and so
the overwrite operation is permitted to destructively update the second
component of the pair.

REGION-BASED MEMORY MANAGEMENT Regions have been used
over the years in the context of effect systems [67, 87]. One of the
primary motivations of research into region types was their application
in region-based memory management [131], which aimed to bring some
of the benefits of traditional stack-based memory management to
higher-order functional languages. Regions divide values based on
their lifetimes, so a system with region types can safely allocate and
de-allocate memory for values based on region type information,
eliminating the need for garbage collection.

Early on, regions were restricted to have LIFO (last-in, first-out) life-
times which followed the block structure of a language, but later work
relaxed this constraint using uniqueness (see: static capabilities [149]
and Cyclone [60]); a unique reference to a region ensures there are no
aliases to the region, and that it can therefore be promptly de-allocated.
Additionally, regions themselves act as a way to control aliasing, and
can be thought of as equivalence classes for a “may alias” relation—in
other words, values which do not share a region may not alias with
one another, and so if a value does not share a region with anything
else then it may be safely mutated in place.

Work on Cyclone [42] demonstrated the relationship between re-
gions and unique pointers, observing that “unique pointers are es-
sentially lightweight, dynamic regions that hold exactly one object.”
Beyond that, Rust’s lifetimes are heavily based on regions, and there
exists an extension of ML called Affe [116] which aims to support both
linearity and borrowing using regions.



5.6 RELATED WORK |

capaBILITIES Capabilities are tokens that a function must possess in
order to be able to access a particular location in memory. Capabilities
are generally linear, and cannot be duplicated or discarded, in order
to prevent them from being forged [54]. Implementations exist for
various object-oriented languages such as Java [6] and Scala [56]. More
functional languages taking inspiration from the idea of capabilities
also exist [12, 97]. Recent work on linear constraints for Haskell [129],
which hopes to allow for something similar to borrowing within the
framework of linear Haskell, also descends from work on capabilities.
Ambient capabilities can also be internalised as a comonad to capture
purity within an impure language [33].

OWNERSHIP AND BORROWING  Ownership was developed as a frame-
work for understanding aliasing in object-oriented languages [36, 98],
with related work introducing notions like ‘islands’ [61], ‘balloon
types’ [8] and external uniqueness [35]. The intent of ownership is to
give a high-level structural view of objects and references, akin to type
systems which allow for a high-level structural view of data.

More recently, ownership is pervasively used in Rust in order to
help ensure memory safety. Multiple formalisations for Rust’s own-
ership model have been attempted; RustBelt [69] gives a lower-level
encoding of Rust intended for formal verification while Oxide [151]
is a higher-level encoding designed for theoretical work, among oth-
ers [68, 107]. Rust is not the only modern language to make use of
ownership; other languages like Swift incorporate similar ideas, and
work on introducing ownership into languages with manual memory
management is ongoing [122]. Lorenzen, Leijen, and Swierstra [84]
describe how to use related ideas to determine which functional pro-
grams can be executed in-place without allocation, and recent work on
reachability types [14, 150] scales reasoning about lifetimes and sharing
into higher-order polymorphic settings, inspired by separation logic.

Rust also provides an unsafe mode (a superset of the safe portion
of Rust). While in Rust memory is managed through ownership and
borrowing by default with memory for unsafe code needing to be
managed manually, in languages like Granule managing memory
automatically through a garbage collector is the default. Using our
extension to obviate the need for garbage collection is a special case
applying to some subset of a program. If the user does not wish for
ownership to be taken into consideration, they can use Granule’s
pre-existing type system as before.

Borrowing with a Rust-like syntax has also been incorporated into
OCaml’s mode system [85]. They use a locality mode in addition to
uniqueness to ensure that references do not leave their scope, much
like we use a continuation to encapsulate the lifetime of a borrow. Their
definition of the borrow combinator is displayed below for reference.
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val borrow : 'a @ unique -> ('a @ local -> ’'b)
-> ('a * 'b aliased) @ unique
let borrow x f = let result = f & in x, { a = result }

OCaml

5.7 CONCLUSION

Graded type systems and ownership with borrowing are both ways
of carefully and precisely managing the usage of data built upon the
foundation of linear logic, but these two approaches have developed
through very different pathways on the road to being incorporated
in modern-day programming languages. In this work, we have de-
veloped a core calculus that captures many of the key concepts for
ownership tracking in a graded setting. We connect these fine-grained
substructural notions back to prior work on simpler systems such as
linear and uniqueness types which sit closer to the theory, like the
system we developed in Chapter 4. This has allowed us to not only
better understand the relationship between these disparate approaches
to resourceful reasoning but also to examine how they interact.

By developing a framework through which both ownership proper-
ties and precise grades for reasoning about data can be tracked within
the setting of the Granule language, we demonstrate that careful man-
agement of both resource and memory usage are not only compatible
but complementary in a functional context. This chapter represents
a piece of two larger puzzles—one aiming to develop an in-depth
theoretical understanding of Rust’s comprehensive approach to mem-
ory management, and one aiming to expand the range of properties
about programs that can be represented explicitly through graded
types—and we look forward to seeing more ideas being shared (or,
indeed, borrowed) across the boundary between these two closely
related worlds in the future.
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6 MESSAGE IN A BOTTLE
LINEAR SESSION TYPES

6.1 INTRODUCTION

Most programming languages ascribe a notion of type (dynamic or
static) to data, classifying what data we are working with—integer,
string, function, etc. Languages like Go, Rust and Haskell among
many others extend this to the realm of communication between two
participants via typed channels, where any process with access to a
channel endpoint can send and receive values of a given type across
it. These typed channels only give us information about the nature of
the data being communicated, however; to go beyond this we must
consider behavioural types, which as described in Chapter 1 capture not
just what data is, but how it is calculated.

One such behavioural type system for concurrency is session types [62,
154], adding more structure to typed channels by incorporating a
protocol that describes the precise behaviour of the processes commu-
nicating over the channel. As an example of such a protocol, consider
the standard example (with added flavour) of a customer who wishes
to purchase a cake from a bakery. In natural language, we could de-
scribe the protocol as follows: the customer names their desired cake
(a string), the bakery provides the price (an integer), and then the
customer decides if they are happy with said price. If so, they confirm
delivery details (another string), but if not, they end the communica-
tion immediately. From the customer’s perspective, this protocol can
be described as a session type, which would look like:

Send String (Recv Int (Select (Send String End) End))

The particular constructs at play here will be explained in more depth
later, but it is clear to see that this allows more information about the
communication to be encoded in the type than simply the kinds of
data that are being sent and received. We will also see later how the
session type for the bakery can be understood as the dual to that of the
customer, which helps to enforce certain communication properties
akin to deadlock freedom.

Session types naturally fit into the more general substructural disci-
pline of linear types [50, 142, 148]. By treating data as a resource which
must be used exactly once, linear types can capture various kinds of
stateful protocols of interaction. Session types are inherently substruc-
tural: channels cannot in general be arbitrarily duplicated or discarded
if they are to be used according to a precise sequence of operations (the
protocol). This idea has allowed logical foundations to be developed
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for session types based on Curry-Howard correspondences with both
intuitionistic [31, 132] and classical linear logic [73, 147]. Furthermore,
linearly-typed functional languages then provide an excellent basis
for session-typed programming [48]; session types can be represented
in the linear lambda calculus via an additional interface for channels
without any other changes to the type system [48, 8o].

In this chapter, we illustrate how to embed session types into Gran-
ule’s core calculus in a sound way that respects communication safety,
laying the groundwork for integrating communication behaviours
with the increased expressivity of graded types in Chapter 7.

A key part of this development will involve reconciling the ten-
sion between three competing requirements: (1) side effects inherent
in communication primitives, (2) non-linearity, and (3) the call-by-
value semantics one might expect in most programming languages
(in contrast to call-by-name, which is the basis of most theoretical
explanations of linear and graded type systems). Requirements (1)
and (2) can be satisfied more easily in a call-by-name setting, but in
a similar way to the issues discussed in Chapters 4 and 5, (3) (CBV
semantics) introduces unsoundness.

Whilst a call-by-name semantics for a modal treatment of non-
linearity captures the idea of a number of ‘copies’ of a value, a call-by-
value semantics unifies these copies into just one value. In the context
of concurrency, then, a non-linear channel in a CBV semantics points
to a single channel and so multiple uses within a program can lead to
deadlock or race-conditions. Our solution revolves around preventing
resource allocating primitives (those that create channels) from being
promoted to non-linear contexts, and representing multiplicity of
channels through data structures. Section 6.3 describes in more detail
the problem and our solution, which extends the approach described
in Chapter 5 for resolving the same issues in a setting involving
uniqueness and ownership.

Granule is a research programming language built upon the core
of the linear A-calculus, extended with graded modalities as described
above. A previous iteration of session types for Granule was described
by Orchard et al. [103]. However, the system described required a
monadic interface to avoid some issues caused by the call-by-value
semantics; we solve these problems here to provide a more general
and powerful interface for session-typed programming.

Later, in Chapter 7, we will illustrate three common communication
patterns and how they can be described by combining linear session
types and graded modal types. All of these patterns are a variation
on the more traditional “fork” primitive introduced in this chapter,
with some non-linear behaviour introduced in a sound way via graded
modal types, and sometimes restrictions to protocols via type predicates.

All of the ideas presented here are implemented in the latest versions
of the Granule compiler; interested readers who wish to experiment
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for themselves should feel free to download and install the most recent
release’. We develop the operational semantics of our approach, via a
core calculus (Section 6.4). Later, we will establish that type safety is
preserved (which encompasses communication safety and deadlock
freedom), though we postpone this until the next chapter which will
directly build upon the system described here (Section 7.3).

6.2 LINEAR SESSION-TYPED CHANNELS

The implementation of session types in Granule is based on the GV cal-
culus (originating from Gay and Vasconcelos [48], further developed by
Wadler [147], for which we use Lindley and Morris” formulation [80]).
The GV system extends the linear A-calculus with a data type of chan-
nels Chan(S) parameterised by session types S [154], which capture
the protocol of interaction allowed over the channel. Communication
in GV is usually asynchronous: sending always succeeds, but receiving
can block. Lindley and Morris consider a synchronous semantics [80].

Starting with a simple subset, session types can describe channels
which send or receive a value of type T and then can be used according
to session type S written !T.S or ?T.S respectively, or can be closed
written end; or end;. There are then functions for sending or receiving a
value on a channel, forking a process at one end of a channel returning
the other, and waiting for a channel to be closed:

send : T ® Chan(!IT.S) — Chan(S)

fork : (Chan(S) — Chan(end;)) —o Chan(S)
recv. : Chan(?T.S) — T ® Chan(S)

wait : (Chan(end;) — 1)

where S is the dual session type to S, defined IT.S =?T.5,?T.S =!T.S,
end; = end, and end; = end,. The fork combinator leverages the duality
operation, spawning a process which applies the parameter function
with a fresh channel, thus returning the dual endpoint.

The core interface in Granule correspondingly has operations with
the following types, where Protocol is the kind of session types whose
constructors and associated operations we highlight in burgundy:

send : V {a : Type, p : Protocol}
. LChan (Send a p) — a — LChan p
recv : V {a : Type, p : Protocol}

. LChan (Recv a p) — (a, LChan p)
forkLinear : V {p : Protocol}

. (LChan p — ()) — LChan (Dual p)
close : LChan End — ()

1 The latest build of the Granule compiler is always available from https://github.c
om/granule-project/granule/releases.
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The explicit definition of pProtocol is as follows:

Recv a p’

p = End‘ Send a p’ Select pl p2 ’0ffer pl p2

Note that Granule proper includes a couple of extra protocols for se-
lection and offering, which will be explained in more detail below. The
type-level function bual : Protocol — Protocol provides the standard
notion of duality for session types, defined:

Dual End = End

Dual (Send a p) = Recv a (Dual p)

Dual (Recv a p) = Send a (Dual p)

Dual (Select pl p2) = Offer (Dual pl) (Dual p2)
Dual (Offer pl p2) = Select (Dual pl) (Dual p2)

We can define a parallel composition combinator (like the one used
earlier in the parsun example in Chapter 5) on thunked computations
(i.e., of type () — a), by using forkLinear to run one computation in
parallel and then return its result via the associated channel:

-- ‘par‘ expects two thunks, ‘f‘ and ‘g’

-- and returns their resulting values in a pair
par : V {a : Type, b : Type} . (() — a) — (() — b) — (a, b)

par f g = let -- compute f in new thread
C = forkLinear (Ac’ — close (send ¢’ (f ())));
b =g (); -- compute g in current thread

(a, ¢'") = recv c;
- get result of f from other thread
() = close ¢’

in (a, b)

Here, the result of the thunk g is computed in the same thread running
the par function, while a separate thread is forked to compute the
result of f. Hence, the thunks are executed in parallel as desired.

cHoice  We also provide some utility operations for internal and
external choice (also known as selection and offering); note that as
described in the original formulation by Lindley and Morris [80] these
can be defined in terms of the core functions given above, and so
when it comes to our semantics we will not need to define explicit
reductions for or prove properties relating to these operations, but we
do provide them as primitives in the implementation for ease of use.
selectLeft : V {pl p2 : Protocol} .
. LChan (Select pl p2) — LChan pl
selectRight : V {pl p2 : Protocol} .
. LChan (Select pl p2) — LChan p2
offer : V {pl p2 : Protocol, a : Type}
(LChan pl — a) — (LChan p2 — a) — LChan (Offer pl p2) — a

The following gives a brief example putting all the primitives together:

server : LChan (Offer (Recv Int End) (Recv () End))
— Int [0..1] — Int



6.2 LINEAR SESSION-TYPED CHANNELS |

server ¢ [d] = offer (Ac —
let (x, ¢) = recv ¢ in let () = close ¢ in x)
(Ac —
let ((), c) = recv c in let () = close ¢ in d) c

client : V {p : Protocol} . LChan (Select (Send Int End) p) — ()
client ¢ = let c = selectLeft c;
c = send c 42
in close ¢

example : Int -- Evaluates to 42
example = server (forkLinear client) [100]

The server offers a choice between being sent an integer or a unit
value. The second parameter (bound to d) is used as a default value in
the case that a unit value is received by the server, where 1nt [0..1]
denotes that this integer can be used o or 1 times (see Chapter 3 for
more explanation of this grading). The client selects the left behaviour,
sends an integer, then closes its side of the communication.

The final definition example spawns the client with a channel and
connects the dual end of the channel to the server which returns the
received value of 42 here.

CORE CALCULUS REPRESENTATION  We briefly recap the calculus of
Chapter 3 for reference, repeating its terms, types, contexts and rules.
Terms in the graded calculus are given as follows:

tu=x|Axt| it | (B, t2) | let (v, y) =t in b

| unit | letunit =ty intp | [t] |let [x] =t int,  (terms)
with the syntax of types:
A,B:=A—-oB|A®B|unit|A (types)
and contexts:

= -|T,x:A|T,x:[A], (contexts)
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The typing rules are largely the same as those presented in Chapter 3,
with the exception of the same restriction on promotion that was
employed in Chapter 5.

Ix:A+-t:B
0TxAFx:A ™ TFAxt:A—-B "

S

Fll—tle—oB le—tzlA

I'i+T,-tt:B APE
'Ht:A  —resourceAllocator(t)
FTE: A R
Fll—tl:DrA rz,XZ[A]yl—tziB
I'1+TyFlet[x] =tint, : B P
[,x:[A]l,,T't:B rCs I'x:AFt:B

APPROX

T,x: A, I"Ft:B Tx:[A Ft:B %

On top of this core we introduce a type of channels indexed by
session types (protocols), with grammar:

A:=...| ChanP (types, extended)
P:=Send AP |Recv AP |End (session types)

with the duality function P on session types defined as expected:
(Send AP)=RecvAP (RecvAP)=Send AP End=End

As mentioned above, we elide the offer and select types from the core
calculus and the theoretical development in this chapter, since they
can also be emulated using send and receive and coproducts as in the
Fst presentation of GV [80].

The term language is extended with the following primitives and
their typing:

send : Chan (Send A P) — A — ChanP
receive : Chan (Recv A P) — A ® Chan P
forkLinear : (Chan P —o unit) —o Chan P

close : Chan End —o unit

We assume asynchronous communication, which is captured in the
extended operational model of Section 6.4.

INVERSES  One interesting consequence of introducing linear chan-
nels into Granule is that they allow us to formulate a notion of inverse
for linear types [90]. In particular, they allow us to define an operation
on types A~! such that we have an isomorphism (A~1)~! = A.



6.2 LINEAR SESSION-TYPED CHANNELS | 103

We define the multiplicative inverse of type A as the type of func-
tions consuming A:

A1 2 A — unit

One direction of the involution A — (A~1)~! is easy:

type Inverse a = a — ()

- 1.e. the type expands to a — ((a — ()) — ())
isoL : V {a : Type} . a — Inverse (Inverse a)
isoL x = Af — f x

This direction of the involution is of course also well-defined in the
linear A-calculus and in other linearly-typed languages such as Haskell.
The opposite direction (A7!)™! — A is much more challenging: in
fact it is not inhabited if we restrict ourselves to the linear A-calculus
or even traditional non-linear Haskell, but it is instead a sequentially-
realizable function [82, 83].

A sequentially-realizable function is one which has outwardly pure
behaviour but relies on a notion of local side effects; these are entirely
contained within the body of the function. Traditionally, sequentially-
realizable functions have only been expressible in the ML family
of languages (which allow unrestricted side effects) but not at all
in Haskell. However, via Granule’s linear channels, it is possible to
capture sufficient side effects in order to write such a function. The
same approach would work equally well in other implementations of
similar session-typed calculi, such as Fst [81] or FREeST 2 [7].

Note that given our definition of inverse, forkLinear acts as a combi-
nator relating inverse and duality; we can rewrite the type signature
as follows:

forkLinear : Inverse (Chan P) —o Chan P

Understanding this allows us to define the other direction of the
involution, given below.

isoR : V {a : Type} . Inverse (Inverse a) — a
isoR k =
let r = forkLinear (As — k (Ax — let ¢ = send s x in close c));
(x, ¢c") = recv r;
() = close c’
in x

Thus k has type (a — ()) — (), to which the function Ax — let ¢ =
send s x in close c is passed; this sends the input x : a on the channel
¢ which is then closed. This channel is provided by forkLinear, and so k
is applied in a process taking one end of the channel to ‘sneak out” the
value of type a. Outside this, recv waits to receive from the dual end
of the channel returned by forkLinear. The remaining channel is closed
and x is returned. A local side effect is performed within isor which
is not observable externally, but it would not have been possible to
construct the required function without carrying out this effect.
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In languages like ML, an equivalent definition can be given using
mutable references which resembles Longley’s F combinator [82].

We do not linger on the notion of inverses here as this is not a focus
for this thesis, but we refer the interested reader to our functional
pearl on the topic if they desire some further exploration of these
ideas [90]. We do, however, provide a proof that the two directions of
this involution do indeed form an isomorphism in Appendix d.5. This
proof is presented verbatim from the aforementioned paper, and uses
the syntax of the GV session type calculus rather than Granule’s.

Session types based on linear channels can also be represented in
Haskell, but they do not allow us to demonstrate a full isomorphism
to the same extent. Here we illustrate the more challenging direction
of the involution using the Priority Sesh library?, a recent package for
session-typed communication in Linear Haskell which is itself inspired
by the GV calculus [72]. However, note that the two directions cannot
quite form an involution here, since everything must be wrapped up
in the linear IO monad for these session types to be used; we cannot
confine the side effects to the function as in Granule.

type Inverse’ a = a %1 -> Linear.IO ()

isoR :: Inverse’ (Inverse’ a) %1 -> Linear.IO0 a
isoR k = do

(s, r) <- new

void $ forkIO $ k (\z -> send s z)

recv r

Haskell

63 GRADING, CALL-BY-VALUE, AND EFFECTS

The type system described thus far is based heavily on that of Orchard
et al. [103], though with some simplifications where we elide concepts
that are irrelevant to this thesis. Orchard et al. also described an
earlier version of session types in Granule based somewhat on the GV
calculus, but the session types were not included in the language’s
formal semantics at the time, which resulted in some cases where
combining grading and session types led to unsoundness and the
possible introduction of deadlocks. This work resolves these issues
and we will present a full operational semantics in Section 6.4 as part
of our formal theory of session types alongside grading, but before
we do this we first discuss the problems present in the original system
and describe our solution.

The first and primary problem becomes apparent when promoting a
primitive function which creates new channels. Consider the following
example which would be allowed by the promotion rule of Chapter 3:

problematic : Int

2 Available at https://github.com/wenkokke/priority-sesh
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problematic =
let [c] : ((LChan (Recv Int End)) [2])
= [forkLinear (Ac — close (send c 42))1;
(n, ¢') = recvc; () =closec’;
(m, c') =recv c; () = close c’
in (n + m)

On line 4, the program forks a process that sends 42 on a channel, but
under a promotion, with the type explaining that we want to use the
resulting value twice (given by the explicit type signature here). This
promotion then allows two uses of the channel on lines 5-6.

The typical semantics for coeffect-based calculi in the literature is
call-by-name [2, 29, 47, 108]. Under a call-by-name semantics, which
Granule allows via the extension language CBN, this program executes
and produces the expected result of 84. The key is that call-by-name re-
duction substitutes the call to forkLinear into the two uses of variable c
on lines 4 and 5, and thus we are receiving from two different channels.
However, under the default call-by-value semantics (which was chosen
in Granule for simplicity and to avoid complications resulting from ef-
fects), line 3 is fully evaluated (underneath the graded modal introduc-
tion), and so variable c on lines 4 and 5 refers to a single channel. This
means that executing this program blocks indefinitely on line 5; we
get an error from the underlying implementation’s concurrency primi-
tives (written in Haskell) describing a thread blocked indefinitely
in an MVar operation. This comes from Granule’s runtime which
leverages these standard primitives.

In order to get around this problem with non-linear channels in a
call-by-value setting, Orchard et al. [103] instead deal with channels
monadically, so here we would end up with a channel of type (Session

(LChan ...)) [2] (with the Session monad)3. To make this example
well-defined would then require a distributive law which maps from
this to session ((LChan ... ) [2]), copying the channel, i.e.:

dist : V {p : Protocol, s : Semiring, r : s} .
Session ((LChan p) [r]) — (Session (LChan p)) [r]

Providing such a distributive law is unsound—it would enable the
problematic example and thus indefinite blocking—and fortunately it
is also not derivable. However, we wish to avoid the monadic pro-
gramming style as it is not required when working with just linear
channels. It also complicates code, requiring the programmer to adapt
their syntax when working inside the monad.

Our alternative solution is that like in Chapter 5, we instead syn-
tactically restrict promotion to terms which do not allocate resources,
i.e., whose reduction does not create linear channels. In particular

In Granule such a channel would in fact have the type (LChan ... <Session>) [2],
with <Session> being an instance of the graded monadic <r> modalities which are
dual to the graded comonadic [r] modalities. We elide discussing these further here
since we will not need any monad other than Session.
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this includes reducible expressions containing the forkLinear primi-
tive which causes the difficulty here. Non-linear channels will later
be re-introduced by additional primitives in Sections 7.2.1, 7.2.2 and
7.2.3 which allow for precise and carefully managed non-linear usage,
allowing for grading to be combined with linear channels even in a
call-by-value setting and without the extra overhead that was required
when every channel had to be wrapped in the Session monad.
Thus, we continue to use the modified promotion of Chapter s5:

Tt A —resourceAllocator(t)
FTF ] :0,A

4

PR

where resourceAllocator(t) classifies those terms whose reduction to
a value would trigger creation of a resource; such terms contain a
use of the forkLinear primitive (or the other fork primitives intro-
duced in later sections) in a reducible position. Note in particular that
—resourceAllocator(Ax.forkLinear t) since reduction does not happen un-
derneath a A-abstraction (Section 6.4 defines the reduction semantics).
Definition 22 in Appendix d.1 gives the formal definition. Generally,
any term whose reduction semantics creates channels is classified as a
resource allocator, extending the idea from Chapter 5.

Promotion is not the only source of unsoundness in the session type
system of Orchard et al., [103]. Some additional restrictions on the
primitives which combine grading with linear channels are required,
in order to prevent possible problems that can occur when two ends
of the same channel reach inconsistent states or are used at different
grades. We will discuss these problems in Chapter 7.

6.4 SEMANTICS

We define an operational model for our linear session types here, in
order to make the connection between our type system and the under-
lying communication behaviours more concrete, and so that we can
carefully prove that properties such as type and communication safety
will continue to hold after our extensions with additional primitives
in Sections 7.2.1, 7.2.2 and 7.2.3. We give a semantics to terms in the
context of runtime “configurations” of processes and channels. This
allows us to show that communication safety holds by proving that
progress can always be made regardless of the current global state,
and proving preservation of typing for the overall configuration.

6.4.1  Operational Model

The semantics is call-by-value and at its core is based on the standard
small-step operational semantics for the linear A-calculus and its
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extension to graded modal types in a call-by-value setting given by
Orchard et al. [103]. We extend this with the processes and channels.

PROCESSES A process configuration tracks the state of a number of
processes, comprising ordinary terms, running in parallel:

Pu=-| (P|tF) (process configurations)
Ru=o ‘ ° (role)

(the parentheses are typically omitted). The role o marks a subordinate
process and e marks the main process. Typing of process configura-
tions later establishes that a well-typed process configuration has
exactly one main process (Section 6.4.2).

Configurations are subject to an equivalence relation capturing
commutativity and associativity of the parallel composition in process
configurations:

P | Po=P2| P1 (P1|P2) | P3s=P1| (P2]| Ps3)

In subsequent relations (e.g., reduction) we work up-to process equiv-
alence, i.e., we can freely apply the equivalence relation to rearrange
process configurations. This relation is akin to structural congruence in
process algebras.

cHANNELS Communication channels in the operational semantics
are represented by pairs of dual channel endpoints to allow asyn-
chronous duplex communication. Throughout, ¢ ranges over channel
endpoint names, which appear in ‘positive” and ‘negative” forms:

co=n"|n" (channel endpoint names)

The dual of an endpoint name c is another endpoint name, denoted ¢,

where nt =n~ and n— =n". Duality is an involution, i.e., c=c.
Channel configurations record the contents of channel endpoints in

the environment, associating names with a queue @ of message values:

Cu=-1Cc=7 (channel configurations)

We write () for an empty queue, 7 : v for a queue with value v
enqueued on the end, and v : 7 for a queue with v on the front (ready
to be dequeued).

We will sometimes refer to ¢ as simply a channel, and also as a
reference to its contents (the queue) within a configuration.

REDUCTION Single-step global reductions are then defined over
pairs of process and channel configurations (which we refer to as
global configurations) with reductions of the form:

(P; C)~ (P'; C")
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where P, P’ are (incoming and outgoing) process configurations and
C,C' are (incoming and outgoing) channel configurations respectively.
The channel configuration may be updated if reduction involves ap-
plying a concurrency primitive, which could involve spawning two
endpoints of a new channel or communicating a value from one end
of a channel to the other.

Channels inside a channel configuration can either be linear or they
can be shared, which means that rather than being used linearly they
are used according to some grade r. We will discuss this in more detail
when we describe primitives that can spawn graded channels, starting
from Section 7.2.1.

The standard call-by-value small-step semantics for the linear A-
calculus embeds within this more complex global configuration se-
mantics through the use of the following rule:

tas t!

(P |£R; C) ~ (P | ¥%; C)

REDUCE

which states that if the term t can reduce to ' (without any need to
interact with the global context) then we can make that same reduction
within the global configuration, at any role, whilst threading all of the
extra channel configuration information through so that it can come
back into play once we reach a communication step. Going forwards,
we elide the role in places where a reduction rule is agnostic to the
role, assuming that the role of a process being reduced is preserved in
its corresponding location in the output process configuration.

We will now briefly discuss how these standard reduction steps
work in practice, to provide a foundation from which we can go on
to explain the behaviour of our core session type primitives in this
setting of process and channel configurations. We will explain some
rules in detail and elide others which are very similar to those already
introduced. All reduction rules for the entire semantics are collected
together in d.1.

The core reduction rules for the (CBV) linear A-calculus terms are of
course B-reduction and function application, which are given below.

t ~ 1) t st
~7 APP

bty ~ t) Ot~ ot Pim (Ax.t) v~ t[o/x] TP

Our semantics is call-by-value, and left-to-right: we fully reduce the
left side of a function application to a value, then reduce on the right.

Perhaps more interesting are the rules for “boxed” terms which are
those typed with a graded modality in our system; note that in Chap-
ter 3 and many Granule-based papers with call-by-need semantics any
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boxed term is a value by default, but here a boxed term is only a value
if the term inside the box is itself a value. The reduction rules are:

t~s t
let[x] = [o]int~ to/x] P [~ [F]  Creduce
t ~> t’l
VNN
let[x] =t inf~letx] =#int, "

Thus we can B-reduce an introduction-elimination pair for the graded
modal values, eliminating the box modality through pattern matching.
We reduce inside the box for terms that are not yet values, and we
have a congruence rule for reducing the term in an elimination form.
We will skip over the rules for tensor product and unit in this section,
since they are very similar to the rules for boxed terms, with rules for
reducing terms inside a pair and also substitution and elimination for
products and unit as above.

It should be fairly clear to see that the semantics presented so
far is coherent with the simple graded core fragment of the heap
semantics presented in Chapter 5, since the rules for each construct
are roughly equivalent. In other words, if H(t) ~ H'(t') here, then
(HFt)~ (H F t') in Chapter 5's semantics.

The real action happens when we reach an instance of application
where the value being applied on the left is some (potentially already
partially applied) communication primitive and the term on the right
is the final parameter for said primitive, as this is where some com-
munication behaviour needs to occur and so we will have to consider
the state of the channel configuration. We begin by considering the
creation of a channel, which occurs through the use of the forkLinear
primitive. For this we need to extend the syntax of terms just as we
did for arrays and references in Chapter 5 to include runtime values,
which in this setting are just channel endpoint names c:

tu=...]c (Runtime terms)

Furthermore, we also define the notion of an evaluation context, de-
noted Ctxt, in which reduction can occur at a single “hole” in the
syntax tree:

Definition 9 (Evaluation contexts). Syntax trees with a single hole are
defined:
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Ctxt n= Contexts

|

| Ctxtt

|  oCtxt

| [Ctxt]

| let[x] = Ctxtint
| letunit = Cixtint
| let(x,y) = Ctxtint
| (Ctxt,t)

| (v,Ctxt)

where — denotes a hole and we write Ctxt{t} to denote the operation of filling
the hole in Ctxt with a term t.

The operational semantics of forkLinear, in some evaluation context, is
then:

#c

(P | Ctxt{forkLinear (Ax.t)}; C)
~ (P | te/x]° | Ctxt{c}; C,c= (), c=())

In this case, we select a fresh name ¢ for the new channel (denoted by
#c in the premise) and add both dual endpoints of the channel (c and
C) to the channel configuration, each empty of values for now. As well
as reducing the term by carrying out the expected substitution we also
spawn a new process for communication on the fresh channel and
add it to the process configuration, marked as a subordinate process.

In the forkLinear rule in particular, we need not concern ourselves
with whether the fresh endpoint name c is a positive channel name n*
or negative n~ since the actual polarity is immaterial; whatever fresh
name we have, the channel configuration is extended with a queue
associated to this endpoint name ¢ and a queue associated to its dual
endpoint name c.

The next cases we consider are sending and receiving information
on one end of a channel, where the dual end will have to receive or
provide said information in turn. Sending is asynchronous, given by:

FORKLINEAR

(P | Ctxt{sendcv}; C,c = T) ~ (P | Ctxt{c}; C,c =7 :v) SEND
The value v provided by the user is consumed, and the channel con-
figuration is updated by appending v to the end of whatever queue
of values is already present inside the dual end of the channel they
sent on, where they will later be necessarily received by virtue of
the session type guarantees. The process configuration contains the
original end of the channel in context, which the sender will continue



to use according to the next step of its protocol given by the session
type. Conversely, receiving operates as follows:

(P | Ctxt{receivec}; C,c =v:7) ~ (P | Ctxt{(v,c)}; C,c = 7) RECY
In this case, the first value is popped from the queue of values con-
tained in the end of the channel held by the receiver, and this is given
to the user inside the context in the process configuration; they can
again continue to use their end of the channel according to its protocol.
This may involve receiving more values or sending values to the dual
end depending on the particular session type that has been specified.

Finally, channels are closed as follows:

CLOSE

(P | Ctxt{closec}; C,c = ()) ~ (P | Ctxt{unit}; C)

Note this reduction closes the referred-to endpoint of the channel c,
rather than its dual, akin to how REcv receives from the referred to
endpoint of the channel. This allows for asynchronous behaviour since
the dual endpoint ¢ may still have values in its queue to be received.

6.4.2 Runtime Typing

In order to later consider type safety properties, we extend typing to
process and channel configurations, considering a notion of runtime
typing as we did for arrays and references earlier.

For runtime typing of terms, the same typing rules apply but where
the context also contains channel names and their typing. We refer to
a runtime context by the letter 7y, defined:

v¥=@]|~,c:ChanP (Runtime contexts)
F'=...]v (Contexts (redefined))

where ¢ : Chan P types a linear channel. Contexts I'" are then extended
to include 7, though it is sometimes useful to denote contexts that
contain only runtime (channel) types separately using the 7 notation.

Context addition extends to v, treating the linear channel names
just as linear variables. The variable rule of typing extends to channel
names, i.e., we can derive runtime typing:

c:ChanPF c:ChanP '

Process configurations P are typed by a judgment I', y - P : A where
A is the type of the main process and I are the term variables and -y
the channel names in scope of the processes in P. Here, the type L
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cannot be given to any term. It is used only for process configuration
typing to denote a configuration without a main process.

I’l,'yll—P:J_

1_'2,’)/2|_t2A
7@%-;J_ EMPTY F1+r2,’)/1+72|—73|t°2A MAIN

Fl,'yl l_P A
FQ,’)/Q F t: unit

SUB
M+, +mEP|t:A

Empty process configurations are given the type L. The MAIN rule
puts a term t in parallel with a configuration P and marks it as the
main process and thus the process configuration has the type of this
process. The sus rule puts a term ¢ in parallel with a configuration
P, but this term is marked as a subordinate process with o (of which
there may be many) and thus the return type of t must be unit. The
process configuration’s type is that of P. Note that this type can be L,
and so a process configuration with type L is not necessarily empty.

Channel configurations C are typed by a judgment < - C, defined:

o NIL
yEC yEC
v,c:ChanPt+ C,c = () EMPTY v,¢: ChanEnd - C,c =7 NP
MEFv:A 7,72,¢:ChanP+C,c=7:v
— SEND
Y1, 72,¢: Chan (Send AP) - C,c =7
MmkEv:A Y1,7v2,¢: ChanP+C,c =7
RECV

Y1,72,¢: Chan (RecvAP)FC,c=v:7

The EMPTY rule says that a channel endpoint that is empty can have
any type (it is in a ‘waiting state’). Meanwhile, the END rule says
a channel can be typed at Chan End while its dual endpoint may
contain any number of values. Reading the SEND rule bottom-up, the
conclusion types a channel on which a value v of type A can be sent
and thus we can type that channel with the continuation behaviour
P in the premise when that value has been enqueued on the channel.
Note that channel value is dual to the typing, since sending is actioned
by enqueueing on the dual endpoint. Reading the RECV rule bottom-
up, the conclusion types a channel on which a value v of type A can
now be received (from the head of the channel) with the continuation
behaviour P in the premise after the value has been received (and
hence removed) from the front of the channel.
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6.4.2.1  Summary

Thus far we have extended our core calculus from Chapter 3 with
linear channels and session types, and established just the operational
semantics for the core calculus with linear channels. This resolves the
soundness issues with the original implementation of session types in
Granule due to Orchard et al. [103], and we are now in a position to
establish the key properties of well-typed programs containing session
types, but we delay this to Section 7.3, since the material in the next
chapter will build directly on the calculus described here and so it
will be easier to prove the theorems together for the overall system.

In the next chapter, we will introduce new communication prim-
itives for non-linear behaviours and expand both the type system
and the operational semantics to include their model and associated
definitions, which also includes expanding the definition of processes
to include some intermediate runtime processes. In Section 7.3, we
will consider the syntactic type safety properties for the full calculus
with the non-linear extensions included.
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7 REPLICATE, REUSE, REPEAT
NON-LINEAR COMMUNICATION

7-1 INTRODUCTION

As we saw in Chapter 6, session types provide guarantees about con-
current behaviour and can be understood through a correspondence
with linear logic, with propositions as sessions and proofs as processes.

Modern substructural type systems, however, allow us to go beyond
the notion of linearity, classifying usage into more than just linear
or non-linear. As explained in Chapter 2, this idea originates from
Bounded Linear Logic (BLL), which generalises the ! modality to a
family of modalities indexed by a polynomial expressing an upper
bound on usage [51]. Graded modal types [103] extend this generalisation
by building on the notion of coeffects, and as we have seen throughout
this thesis they are an expressive system allowing for the specification
and verification of many behavioural properties of programs.

Strict linearity alone is limiting since there exist useful communica-
tion patterns that rely on non-linear behaviours. For example, shared
channels can repeatedly spawn a process with binary communica-
tion along a fresh linear channel. In this chapter, we demonstrate
that combining session types with graded modal types (particularly
for capturing coeffects) allows for various well-known non-linear be-
haviours of concurrent programs to be reintroduced in a linear setting
in a controlled and precise way via the facilities of graded modalities.

We show three common patterns and how they can be described
by combining linear session types and graded modal types: reusable
channels (Section 7.2.1), replicated servers (Section 7.2.2), and multicast
communication (Section 7.2.3). All of these patterns are a variation
on the “fork” primitive introduced in Chapter 6, with some amount
of substructural behaviour introduced via graded modal types, and
sometimes restrictions to protocols via type predicates.

7-2 GRADING FOR NON-LINEAR COMMUNICATION

7.2.1  Reusable Channels

A reusable or non-linear channel is one which can be shared and thus
used repeatedly in a sound way. This contrasts with the notion seen
in Section 6.3 of promoting a fresh linear channel to being non-linear
in a call-by-value setting, which we disallowed since it was unsound;
a linear channel used in a shared way can easily lead to a deadlock
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where one user of the channel leaves it in a state which is then blocking
for another user of the channel. The key problem with sharing a
channel is ending up with inconsistent states across different shared
usages. This can be avoided if the protocol allowed on the channel
is restricted such that only a single ‘action” (send, receive, choice, or
offer) is allowed, and thus if the channel is used multiple times it
can never be left in an inconsistent state across shared uses. This is
captured by the idea that (P | P) # P in general in process calculi
(like CCS or the m-calculus) and so a replicated channel which has
more than a single action cannot be split off into many parallel uses,
e.g., (ab)* | (ab)* # (ab)*. However, if there is only a single action
then multiple repeated parallel uses are consistent, e.g., a* | a* = a*.

We capture this idea via the following variant of the fork primitive
with arbitrarily graded channels:

forkNonLinear : V {p : Protocol, s : Semiring, r : s}

. {SingleAction p, ExactSemiring s}
= ((LChan p) [r] — ()) — (LChan (Dual p)) I[r]

where ExactSemiring : Semiring — Predicate restricts acceptable semir-
ings to only those that do not permit any approximation; or, put
another way, if one grade approximates to another in an exact semir-
ing then the two grades must be equal. As far as semirings mentioned
in this thesis are concerned, the grade r is allowed to be a natural
number, representing exact usage, but importantly is not allowed to
be an interval, representing a range of possible usages.

SingleAction : Protocol — Predicate is a type constraint that charac-
terises only those protocols which comprise a single send, receive,
choice, or offer and rejects any with multiple steps, i.e.,

SingleAction End SingleAction (Send a End)
SingleAction (Recv a End)
SingleAction (Offer End End)
SingleAction (Select End End)

As an example, consider a channel in a graded modality which says it
can be used exactly n times. The following uses this channel to send
every element of a vector of size n:

sendVec : V {n : Nat, a : Type}

. (LChan (Send a End)) [n] — Vec na — ()
sendVec [c] Nil = ();
sendVec [c] (Cons X Xs) =
let ¢’ = send c x;

() = close c’
in sendVec [c] xs

This code shows the powerful interaction between grading, linearity,
and indexed types in Granule. Note that the above code is typeable
without any of the new primitives described in this section, but would
be unusable without promoting a use of forkLinear, which is disallowed
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by the type system. However, we can complete this example with a
dual process (recvvec) that is then connected to sendvec via forkNonLinear
(on line 14 below):

recvec : V {n : Nat, a : Type}
. Nn — (LChan (Recv a End)) [n] — Vec n a
recvVec Z [c] = Nil;
recvVec (S n) [c] let (x, c’') = recv c;
() = close c’
in Cons x (recvVec n [c])

length’ : V {n : Nat, a : Type} . Vec na — (N n, Vec n a)
length’ Nil = (Z, Nil);
length’ (Cons x xs) = let (n, xs) = length’ xs in (S n, Cons x Xxs)

example : V {n : Nat, a : Type} . Vec n a — Vec n a
example xs = let (n, list) = length’ xs
in recvVec n (forkNonLinear (Ac — sendVec c list))

main : Vec 5 Int
main = example (Cons 1 (Cons 1 (Cons 2 (Cons 3 (Cons 5 Nil)))))

Since forkNonLinear gives us a pair of channels whose semiring-usage
is exact, we must consume all values produced by sendvec on the dual
endpoint. Therefore, the receiver recvvec needs to know how many
elements to receive. This information is passed separately (via an
indexed natural number N n) so that recvvec can induct on the natural
number and leave no message unreceived. A system with dependent
session types [132, 133] could avoid this by first sending the length,
but this is not (yet) possible in Granule; the Gerty prototype language
provides full dependent types and graded modal types which would
be a good starting point [95].

7.2.1.1  Semantics

In the notation of the core calculus, the forkNonLinear primitive has its
typing rendered as:

SingleAction(P) ExactSemiring(S) r:S
—- FORKNONLIN
@ + forkNonLinear : (,Chan P —o unit) —o [J,(Chan P)

This primitive now introduces the notion of a non-linear, or shared
channel, which we reflect into the run-time typing and channel config-
uration typing that was set up in Section 6.4.

As an example (partial) derivation here, consider the following
term which uses forkNonLinear with a protocol Send Int End, and the
natural numbers semiring with grade 2 to spawn a process reusing
the channel twice to send two integer terms (3 then 5), yielding the
dual channel which can be used twice to receive two integers:
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y : [Chan (Send Int End)]»
I let unit = close (send i 3) in close (send y5) : unit

x : 0;(Chan (Send Int End))
Flet [y] = x in let unit = close (sendy 3) in close (send ¥ 5) : unit

ELIM

@ F Axlet [y] = x in let unit = close (sendy3) in close (sendy5) : unit o
FORKNL

@ - forkNonLinear (Ax.let [y] = x in let unit = close (sendy 3) in close (send y 5))
: 2(Chan (Recv Int End))

SHARED CHANNEL TYPING We extend runtime-typing contexts 7y
with a shared channel typing:

v¥="-]v,c:ChanP | v,c:" ChanP (Runtime contexts)

where c :* Chan P types a shared channel.

The predicate [T'] classifying graded contexts then also extends to
include the rule that [[] = [I,c:* ChanP], i.e., we treat shared
channels akin to graded variables, as graded variables may be used
non-linearly. Runtime context addition then accounts for sharing;:

Definition 10 (Runtime context addition). Runtime context addition is
akin to context addition, where channels can be marked as linear or shared
and addition is only defined for contexts that are disjoint in their linear
channels and where shared channels may appear in either context:

D+y2="72
N"+D=m
(7y1,¢: ChanP) + v, = (91 + 72),¢ : Chan P
iff ¢ & dom(72)
71+ (72,¢: ChanP) = (41 + 72),¢ : ChanP
iff ¢ & dom(1)

(71,¢:* Chan Py) + (72,¢:* ChanP;) = (41 + 72),¢:* ChanP
where P = P11 P,

where Py > P, defines compatibility of shared channel session types, a
symmetric partial operation defined:

PpaP =P ifSingleAction(P)
Pr< End = P if SingleAction(P)
End< P =P if SingleAction(P)

where SingleAction is a built-in predicate on protocols:

SingleAction(End) SingleAction(Recv A End)

SingleAction(Send A End)

Thus, two shared channels are compatible when they have the same
protocol, or when one of the shared channels has been used and is in
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the End state. For example, consider three non-linear uses of a shared
channel ¢ whose protocol is a single action Send A End; after one
communication is performed, one of the uses of c is typed as End, but
this is still compatible with the two remaining non-linear uses of c
typed at Send A End.

Thus, + combines contexts which are disjoint in their linear chan-
nels, and allows shared channels to be included in both contexts as
long as their session types are compatible, computing via < their
compatible shared type.

Scalar multiplication of contexts extends to scalar multiplication of
runtime contexts where 7 - (7y,¢ :* ChanP) = (r- 7),c :* ChanP.

The variable rule extends to shared channel names:

VARCHANS

c:* ChanPF c: ChanP

The weakening rule also extends to shared channel names:

I'Ht:B
I,0-T',c:* ChanP+t:B

WEAKCHANS

CHANNEL CONFIGURATIONS AND REDUCTION In channel configura-
tions, we explicitly denote shared channels with assignments written
c* = 7. If we need to distinguish a linear channel in a channel con-
figuration, we write ¢! = 7 though if the linear or shared nature is
immaterial we write ¢ = ¥ as before. The typing of channel configura-
tions behaves the same for shared channels as linear channels. All of
the rules are collected in Appendix d.

Send and receive reduction rules apply to shared channels exactly as
linear channels. However, the close primitive has a different reduction
semantics for shared channels:

SHAREDCLOSE

(P | Ctxt{closec}; C,c* = U) ~» (P | Ctxt{unit}; C,c* = 7)

Note that when a shared channel is closed, we preserve it inside the
channel configuration rather than removing it. Furthermore, we do
not even require that it is empty since the channel may be shared and
messages may have arrived for another interaction, e.g., particularly
in the case of forkNonLinear.

An important point here is that although the channel is preserved,
unlike in the linear close rule, this still does not permit orphan mes-
sages to remain inside any channel when it is closed. This is because
of the ExactSemiring constraint on the forkNonLinear primitive, which
ensures that there are always exactly the same number of senders as
receivers, and the SingleAction constraint, which restricts each partici-
pant to only send or receive a single message. Indeed, this is exactly
why both of these restrictions are necessary.

119



120

| REPLICATE, REUSE, REPEAT: NON-LINEAR COMMUNICATION

REDUCTION SEMANTICS FOR FORKNONLINEAR Now that we have
extended the runtime typing notions to shared channels we can con-
sider the operational semantics of forkNonLinear.

The operational model of forkNonLinear follows the typing. Its re-
duction starts with an application of this primitive to a function value
forkNonLinear (Ax.t) in some evaluation context within a process re-
ducing by creating a fresh shared channel endpoint ¢ (and its dual
endpoint ¢). It spawns a new process t with x replaced by the graded
modal lifting of the channel [c] and returning the dual endpoint also
inside a graded modal box:

#e
(P | Ctxt{forkNonLinear (Ax.t)}; C)
v (Pl Cixt{[e]} [ #[e] /+]% Ce" = (), ¢" = ()
The spawned process, based on the function body ¢ (with the promoted
channel substituted in), is marked as being a subordinate process with

o. The newly created channels in the context are marked as being
shared channels ¢* and ¢*.

FORKNONLINEAR

7.2.2 Replicated Servers

The r-calculus provides replication of a process P as the process
'P, which session-typed m-calculus variants have refined into the
more controlled idea of having a replicated ‘server’. The spawning of
replicated instances is controlled via a special receive [18, 123, 136],
e.g., written like *c(x).P meaning receive an x on channel ¢ and then
continue as P, whilst still providing the original process. From an
operational semantics point of view this looks like *c(x).P | ¢(d).Q —
xc(x).P | P[d/x] | Q where ¢(d).Q sends the message d to the server
which ‘spawns’ a fresh copy of the server process P, preserving the
original server process for further clients to interact with.

This important pattern is not achievable with the reusable channels
of Section 7.2.1 but the non-linearity inherent to replicated servers can
be captured and explained again via the combination of graded and
indexed types. We provide the replicated server functionality here as
the fork variant forkReplicate:

forkReplicate : V {p : Protocol, n : Nat} . {ReceivePrefix p}

= (LChan p — ()) [0..n] = N n
— Vec n ((LChan (Dual p)) [0..1])

Here the grading is less general than in Section 7.2.1; we focus on a
particular grading which says that given a server process (Lchan p —
()) that can be used 0 to n times, we get a vector of size n of dual
channels which we can use to interact with the server. The predicate
ReceivePrefix p classifies those protocols which start with a receive:

ReceivePrefix (Recv a p) ReceivePrefix (Offer pl p2)
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Each returned client channel can itself be discarded due to the graded
modality ... [e..1]. Thus, we can choose not to use any/all of the
client channels, reflected in the dual side where the server can be used
at most n times. This introduces flexibility in the amount of usage.
The following example demonstrates forkReplicate to define a simple
server that can receive requests to receive two further integers which
it adds and sends back, or requests to compare a received integer for
equality to o:
addServer : LChan (Offer (Recv Int (Recv Int (Send Int End)))
(Recv Int (Send Bool End))) — ()
addServer c =
offer
(Ac — let (x, c) = recv c;
(y, c) = recv c;
in close (send c (x + y))

(Ac — let (x, c) = recv c;

in close (send ¢ (x == 0))) c

We then define two clients clientl and client2 that can interact with
this server, exercising both parts of the offered choice:

clientl : V {p : Protocol}
. LChan (Select (Send Int (Send Int (Recv Int End))) p)

— Int
clientl ¢ = let (x, c) = recv (send (send (selectLeft c) 10) 20);
() = close ¢
in x

client2 : V {p : Protocol}
. LChan (Select p (Send Int (Recv Bool End)))

— Bool
client2 ¢ = let (b, c) = recv (send (selectRight c) 42);
() = close c
in b

We then compose the server and clients together using forkReplicate to
get a vector of channels which we pattern match on immediately to
get the channels to pass to each client (which are composed in parallel
using par defined in Chapter 6):

import Parallel
- Provides the ‘par‘ combinator derived from ‘forkLinear"’
main : (Int, Bool)
main =
let (Cons [cl] (Cons [c2] Nil))
= forkReplicate [addServer] (S (S Z))
in par (A () — clientl cl1) (A () — client2 c2)

In the intuitionistic linear logical propositions of Caires and Pfen-
ning [31], this same idea of a replicating fork is captured by a non-
linear channel (in Dual Intuitionistic Linear Logical style) which yields
a linear version when interacted with; this is akin to the idea of shared
names [154]. Our approach codifies the same principle using graded
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modalities, but only allows finite replication. Section 77.2.2.2 shows a
variation of this primitive which allows unbounded replication.

7.2.2.1 Semantics

In the notation of the core calculus, the forkReplicate primitive has its
typing rendered as:

ReceivePrefix(P)

- - —— FORKREP
@ | forkReplicate : Oy_, (Chan P —o unit) — N 1 — Vecn (p_1(Chan P))

We thus also extend the core calculus with indexed types for natural
numbers and vectors, which previously were derived inside Granule
using the syntax of GADTs:

Axz=...|Nn|VecnA

These indexed types are internally definable in Granule as GADTs,
but for simplicity we add them as primitive to the core calculus, with
standard introduction rules:

7 IT'HFt:Nn
OFZ:NO TFSt:N(n+1)
'ikEH:A It :VecnA
OF ():VecOA " F iAo Ffoh:Vecn t1)A 00

We elide their eliminators here for brevity, but their elimination is
standard following usual eliminators for indexed types [109] (see
also Granule’s type system [103], whose indexed type eliminators
also cause specialisation in grades, allowing type indices and grades
to interact). As a shorthand, we write a vector with n elements as
(t1, -, tn).

As an example (partial) derivation, the following uses forkReplicate
to spawn a server that can be used at most three times to receive an
integer and sends it back incremented:

@ F Axlet (y,x) = receivex in close (sendx (y + 1))
: Chan (Recv Int (Send Int End)) —o unit

@ F [Axlet (y,x) = receivex in close (send x (y + 1))] ™
: 0o.3(Chan (Recv Int (Send Int End)) —o unit)

@ F forkReplicate [Ax.let (y, x) = receivex in close (send x (y + 1))]
: N 3 —o Vec 3 (y.1(Chan (Send Int (Recv Int End))))

FORKREP

The operational model of forkReplicate splits into two rules. The first
follows the typing and corresponds to a B-reduction of forkReplicate:
its reduct has an application of this primitive to a promoted function
application and a natural number term forkReplicate [Ax.t] n. The result
is to spawn off a number of intermediate processes called “watchers”
and to return to the originating process a vector of fresh channel
endpoints (each promoted), of type Vecn ((y.;(ChanP)):
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#ey ... #ey
(P | Ctxt{forkReplicate [Ax.t| n}; C)
~ (P | Ctxt{([ca1], .., [ca]) } | Wech (c1 — Ax.t) | .. | Weh (¢ — Ax.t)
S Cer = () = (0,8 = )t = ()

FORKREP

Thus, n pairs of fresh channel endpoints are created and the reduct
forkReplicate, in some evaluation context Ctxt, is replaced by a vector
of the dual endpoints (promoted to the graded modality). In parallel,
n “watcher” processes are created, where Wch (¢ — Ax.t) is a runtime
process waiting to receive a value on channel c and containing the con-
tinuation of the replicated process body: the suspended computation
of process t, abstracted over the channel x.

Watcher processes (which are not ordinary terms) have the following
typing, under the process typing judgment:

I,mEP:A I';,x : Chan (Recv A’ P),y; b=t : unit
Iy + (0..1-T2),71 + v2,¢: Chan (Recv A’ P) - P | Wch (c — Ax.t) : A

WATCH

Thus, given a t which has a free x which is a channel on which we
can receive, then t can be placed into a watcher process, linked to the
channel ¢ on which a receive can occur. Note that in the conclusion here
we scale the requirement of ¢ by 0..1 since t may never be evaluated as
forkReplicate only provides an upper bound on possible replications.

The second part of the operational semantics for forkReplicate then
involves reducing a watcher process into a regular term-based process
upon receiving an initial request:

(P |Wech (c— Ax.t); C,c=0v:7) ~ (P | tc/x]°; C,c =v:7) WATCHER
For a watcher on channel ¢, if there is a value v at the end head of
the channel v then a new subordinate process is formed, substituting
c for x. Note that the channel is left unchanged so that the spawned
process can receive the value; the presence of the value v in the channel
simply triggers the spawning of the process from the watcher.

7.2.2.2 Variations

In forkReplicate, each returned channel (in a vector) can be discarded
due to the graded modality ... [0..1]: we can choose not to use
any/all of the client channels, which allows for some flexibility in the
amount of usage. A more strict variant is given as:

forkReplicateExactly : V {p : Protocol, n : Nat} . {ReceivePrefix p}
= (LChan p — ()) [n] — N n — Vec n (LChan (Dual p))

meaning we have exactly n clients that must spawn the server n times.

A more powerful version of replication allows an unknown number
of clients (possibly infinite), with an interface similar to forkreplicate
but returning a lazy stream of client channels which can be affinely
used:
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data Stream a = Next a (Stream a)

forkReplicateForever : V {p : Protocol} . {ReceivePrefix p}
= (LChan p — ()) [0..c0] — (Stream (LChan (Dual p))) [0..1]

The result is a stream wrapped in the graded modality with grade
0..1. Due to the typing of pattern matching in Granule, one can
pattern match on the stream inside the graded modality, such that
its components inherit the grade 0..1; e.g., example [Next c rest] = ...
binds the stream rest in the scope of the function body with the same
grade o..1 so it can be used once or not at all.

This last variation of replication captures more closely the replicated
server concept found in session-typed 7r-calculi. The above two prim-
itives are provided in the implementation but are not considered in
the core calculus and metatheory here.

7.2.3 Multicast Sending

The final primitive we introduce here provides the notion of multicast
(or broadcast) communication where messages on a channel can be
received by multiple processes by copying the messages. This non-
linearity is thus on the payload values being sent, with a graded
modal type deployed to explain that the amount of non-linearity in
the messages matches the number of receiving processes (clients). The
forkMulticast primitive provides this behaviour, typed in Granule:
forkMulticast : V {p : Protocol, n : Nat}
. {Sends p}

= (Chan (Graded n p) — ()) — Nn
— Vec n (Chan (Dual p))

where Graded : Nat — Protocol — Protocol is a built-in type function
that adds a graded modality to payload types, defined:

Graded n End = End

Graded n (Send a p) — Send (a [n]) (Graded n p)

Graded n (Recv a p) — Recv (a [n]) (Graded n p)

Graded n (Select pl p2) = Select (Graded n pl) (Graded n p2)
Graded n (Offer pl p2) = Offer (Graded n pl) (Graded n p2)

and Sends : Protocol — Predicate is a built-in predicate defined:

Sends p Sends pl Sends p2
Sends End Sends (Send a p) Sends (Select pl p2)

Thus, as long as we are sending values that are wrapped in the graded
modality such that they can be used n times, we can then broad-
cast these to n client processes via the vec n (Chan (bual p)) channels
returned by forkMulticast.

For example, in the following we have a broadcaster that takes a
channel which expects an integer to be sent which can be used 3
times.
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broadcaster : LChan (Send (Int [3]) End) — ()
broadcaster ¢ = close (send c [42])

We can then broadcast these results with forkMulticast broadcaster (S
(s (s 2))) producing a 3-vector of channels. Below we aggregate the
results from these three receiver channels by applying aggregateRecv to
the vector, giving us the result 126, i.e. 3 * 42.

aggregateRecv : V {n : Nat} . Vec n (LChan (Recv Int End)) — Int

aggregateRecv Nil = 0;

aggregateRecv (Cons c cs) = let (x, c) = recv c;

() = close ¢
in x + aggregateRecv cs

main : Int -- Evaluates to 126
main = aggregateRecv (forkMulticast broadcaster (S (S (S Z))))
7.2.3.1  Semantics

In the notation of the core calculus, the forkMulticast primitive has its
typing rendered as:

Sends(P)
- - — FORKMULTI
@ F forkMulticast : (Chan (Graded,P) — unit) —o N n —o Vecn (Chan P)

Similarly to forkReplicate, the operational model of forkMulticast
comprises two rules; a B-reduction that generate some intermediate
processes, and a rule actioning those processes in response to com-
munication. The B-reduction rule follows the typing: its reduct has an
application of the primitive to a function value and a natural number
term: forkMulticast (Ax.t) n. The result is to spawn the process derived
from t as well as a special “forwarding” process (explained below):

#c #ey .. #e,
(P | Ctxt{forkMulticast (Ax.t)n}; C)
~ (P | Ctxt{(e1, .., )} | t[c/x]° | Fwd (¢ — ¢1, .., )
; Ce=()e=(,a=0ma=0a=().t=())

Thus, n pairs of fresh channel endpoints are created, c; ... c,, and
the forkMulticast reduct is replaced by a vector of the dual endpoints
(€1, .., Cn). In parallel, the function body  from the reduct has ¢ substi-
tuted for x to form a subordinate process t[c/x]°, and a “forwarding”
process is created. The forwarding process Fwd (c — c1,.,cy) is a
runtime process that receives a graded modal value from ¢, unboxes
the value and forwards copies of this payload on the (dual end of)
channels ¢ to ¢;.

Forwarder processes are typed by the process typing judgment as:

FORKMULTICAST

Sends(P) [LyEP:A
T,7,c: Chan (Graded,P),c; : ChanP + P | Fwd (c — c1,..,¢;) : A

FWD

125



126

| REPLICATE, REUSE, REPEAT: NON-LINEAR COMMUNICATION

where ¢; : ChanP is short hand for the typing ¢; : ChanP,..,c, :
Chan P. For example, if P = Send B P’ (satisfying the Sends predicate)
then ¢ : Chan (Recv ((J,,B) (Graded,P’)) in the above.

The reduction of the forwarding process then occurs by receiving
on ¢ an n—graded value, which gets sent along n further channels:

FORWARDER
(P|Fwd(c+>c1,.,¢0); Coc=1[0]: 0,01 = V1, ..,Cn = Ty)
v

~ (P |Fwd(c+ c1,.,cn); C,c=70,¢1 =0y :

Note that there is no “garbage collection” step for the forwarding
process: this can be easily added as an implementational detail.

7.3 PROPERTIES

We consider standard probes on the language design: whether typing
guarantees progress of reduction (we do not get stuck within a single
step) and preservation of types (reduction does not conflict with the
specifications of types and maintains its meaning throughout). Proofs
of all statements that follow are provided in Appendix d.

We are now in a position to establish the key properties of well-
typed programs containing graded modal session types. Our semantics
defined over global configurations that was presented in Section 6.4
allows us to demonstrate that communication safety holds by proving
two main theorems: progress and preservation.

Lemma 11. Value lemma
Given I' = v : A then, from its type, the shape of v can be inferred:

o A=A"—o Bthenv = Ax.v' or a partially applied primitive term p.
o A=0,A" thenv = [V'].

o A=A"®B then v = (v1,0v2).

e A = unit then v = unit.

e A= ChanP thenv =c.

Note that, as in other session-typed systems, typability of an ex-
pression is not sufficient to guarantee that it can immediately make
progress at runtime [48]. For example, a channel with a type such
as Chan (Recv A P) can only make progress if the dual channel has
already sent the value that this channel needs to receive (as described
by the Recv rule). Our progress theorem applies to well-typed config-
urations that also satisfy the following property.

Definition 11. Given A+t : A A\ 7y & C then we say that C is buffered
with respect to A, written buffered(C, A), if for any channel c¢ in C with type
Chan (Recv A P), we have that ¢ contains at least one value v.
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The full inductive definition of the buffered predicate is as follows, where
c:" ... in the runtime contexts and ¢ =" ... in the process configurations
abstracts over both linear and shared channels.

buffered(C, )
buffered(-,y) buffered((C,c =" %), (y,¢ " Chan End))

buffered(C, y)
buffered((C,c =" ¥), (y,c " Chan (Send A P)))

buffered(C, y)
buffered((C,c =" v : ¥), (y,¢ " Chan (Recv A P)))

Theorem 11 (Progress terms).

yHt: A
ANyEC
A buffered(C, A)
ANyYyFP:B
— value(t) VI, C, P . (P |t C) ~ (P'|t; C)

A process configuration P contains all values, defined by the predicate
values(P), if every process is either a value v or is a forwarder or
watcher process.

Theorem 12 (Progress global config).

YEP:A AN v C A buffered(C,A)
= values(P) Vv 3IC,P'.(P; C) ~ (P; C)

Proof. (Highlights) See d.3.1 for the full proof.

Note that there are two separate progress theorems here; the first
is akin to the standard progress theorem on terms, though some
cases require additional information from the process and channel
configurations and the overall result is that either the term ¢ is a value
or a global step can be taken which can reduce either or both of the
two configurations along with the term. The second global progress
theorem completes the communication safety result by considering
cases where we must reduce a process configuration without being
able to focus on a term, for example if we need to reduce based on
watcher and forwarder processes which only exist at runtime.

Most cases in the first progress theorem proceed exactly as they
would in a standard proof of progress for a type system; in these cases
the REDUCE rule from the global semantics allows us to say that if a
term can be reduced in the standard way, then we can take a global
step which does not affect the remainder of the process configuration
or any of the channels which exist at runtime, simply reducing that
term in place.
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The interesting cases are the ones where a communication primitive
is applied to a value, which by the value lemma (Lemma 11) must be
a channel. In these cases we cannot reduce by only considering the
term; we must use the global semantic rules for the communication
primitives, which take into account the channels that are present in
the channel configuration and in some cases (such as FORKREPLICATE
and FOorRkMuLTICAST) also spawn additional processes.

The second proof is not too involved, and almost follows as a
corollary of the first, but does require a little extra work for the cases of
watcher and forwarder processes. Note in particular that it is possible
for a forwarder process to still be present and for no reduction to be
possible, but this is only in cases where all other terms are values, so
the theorem does still hold here because values(P) holds for a process
configuration as long as all terms have been fully reduced. O

Theorem 13 (Preservation).

[,yFP:AAYECA (P;C)~ (P C)
— . T,y =P :AANYELC

Proof. (Highlights) See d.3.2 for the full proof.

The proof proceeds by induction on the structure of process config-
uration typing, in concert with channel configuration typing and the
inductive definition of global reductions possible at each typing.

Preservation for reduction of a single term comes from the previous
result for the graded core calculus as described in Chapter 3.

For the concurrent primitives (both the communication and forking
primitives introduced here), their reductions involve terms in a reduc-
tion context. A lemma provides factorisation for a well-typed term in
context: if Ctxt{t} is well-typed then Ctxt{x} is well-typed and f is
well-typed separately (Lemma 22, p. 326). This lemma tells us that
either x is a linear variable, i.e., the term ¢ is substituted into a linear
hole position, or x is a graded variable, i.e., the term ¢ is substituted
into a graded hole position, which for T' - Ctxt{t} : B then gives:

(3T, T2, A, 7. —resourceAllocator(f)
A Tq,x:[A], - Ctxt{x} : B
AN [[]FE:A
A T=T;+r-Ty)

Critical here is that we know that this factorisation tells us that ¢ is not
a resource allocator. Given a global reduction which leads to a new
term ', we then have the evidence to show that —resourceAllocator(t')
in these cases. Context application lemmas then give the dual result
allowing us to reconstruct a well-typed term in context, i.e., Ctxt{t'}
is well-typed (with preserved types).

Note that communication primitives (send, receive, close) are not
resource allocators and can occur in graded contexts, in which case



the factorisation lemma also states that their channels must therefore
be shared, since [I';] classifies (runtime) contexts which are all graded
or shared channels. In these cases, preservation is straightforward.

For the forking primitives, and auxiliary processes like forward-
ing and watching, the factorisation lemma tells us that these must
necessarily be within a linear context as they are resource alloca-
tors. Thus, given I' i Ctxt{t} : B we can factorise the typing into
I,x: Al Ctxt{x} : Band I'; - t : A where I' = I'; + I';. This shows
the effect of restricting terms to non-resource allocators in ensuring
preservation. Type preservation follows by constructing typing of the
subject produced by reduction, which satisfies the theorem statement.

For the forkReplicate case, the ReceivePrefix(P) predicate is essential
to type preservation: the watcher processes that forkReplicate reduces
into rely on having receiving channels in order to continue reducing.
Furthermore, the typing of a forkReplicate reduct has its first argument
of type Oy ,(Chan P —o unit). Since this argument is a value in the
reduct, by inversion (the value lemma 11), it is necessarily of the form
[Ax.t] and we have I'1,x : ChanP,y; - t : unit and 0..n- (T'y, 1) F
[Ax.t] : (Chan P —o unit) where I'1, v is a graded context. Reduction
yields n watchers, each of which holds a copy of t that by the typing
of watchers promotes their resources by 0..1 to 0..1 - (T1,71)- Thus the
n-wise parallel composition therefore (by distributivity of * over +)
results in preserving the 0..n - (T'y, 1) resources.

For the forkMulticast case, the Sends(P) predicate is essential to type
preservation also: the forwarding processes that forkMulticast reduce
into rely on having a receiving channel endpoint and subsequent
channels to send upon. Furthermore, the payload grading given by
Graded,, P ensures that the copying of the value to n channel endpoints
is well-resourced. O

7.4 RELATED WORK

SHARED CHANNELS  Session type theories often provide non-linearity
via shared names which provide repeated behaviours such as a replica-
ble ‘server’ [154] akin to our forkReplicate concept.

Particularly relevant in our context of linear types, Caires and Pfen-
ning give a session-types meaning to intuitionistic linear logic in which
propositions denote the types of (linear) channels and the exponential
modality ! types the communication of shared servers which can be
repeatedly spawned [31]; that is, A denotes the type of a non-linear
shared channel which is used by a ‘server” process to spawn new
sessions conforming to the communication behaviour of A. The pro-
duction of a new “client’ channel involves giving a semantic meaning
to dereliction where a non-linear (shared) channel has a linear copy
‘sharded” off. In their formulation, I';A = P :: T types a process P
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providing behaviour T along a channel, and using non-linear channels
I' and linear channels A. Access to the replicable server then involves
the following process and typing;:

Fu:A;Ny:AEPT
Tou: AAF (vy)u(y).P =T

i.e., access to the shared server via shared channel u : A (essentially a
'A linear channel) is provided to P by the new linear channel y : A,
amounting to contraction of u and dereliction of u into y. This is
coherent with a call-by-name semantics for linear logic where a value
of type !A is essentially an infinite number of copies of an A value,
whereas in the call-by-value semantics !A is just a single A value that
can be used non-linearly. Therefore in our CBV approach, forkReplicate
provides a vector of client channels to represent channel copies.

In the GV calculus, Lindley and Morris add replicated channels by
tirst extending GV with an S4-style [ modality (akin to the exponential
modality) to provide “unlimited types” [80]. They derive a replicate
primitive of the following type (where in GV, the type !A.S denotes a
channel on which we first send an A then behave as S, see Section 6.2):

replicate : (!((JS).end;) ® (O(S —o end;)) —o end,
replicate(x, f) = send ([let[g] = finfork f], x)

(we have used our notation for modal introduction and elimination to
make the derivation more easily understood here).

Thus, replication takes a pair of (1) a channel x on which is sent a
IS value, i.e., a non-linear channel which can behave as S and (2) a
non-linear function f which expects a channel behaving as S as input).
The function unboxes the non-linear function f into an instance g,
and forks this, but underneath modal promotion, yielding a ‘boxed’
channel which is then sent on the input channel x. Whilst GV is call-
by-value like Granule, the derivation above is only sound if L1 behaves
in a call-by-name way, i.e., we do not reduce under [] but instead
capture the enclosing fork such that uses of it on the dual endpoint
of x get a freshly forked function g each time. Thus, the semantics
of LJ in GV in this extension differs to Granule which is ‘pervasively’
call-by-value, evaluating inside of modalities.

For more detail, d.4 gives a rendering of replicate in Granule, but
using its call-by-name language extension for soundness.

NON-LINEAR COMMUNICATION Possibly the closest ideas to the ones
in this chapter existing in the literature appear in the type system of
Zalakain and Dardha, who use leftover typing to define a resource-
aware variant of the 7r-calculus that can represent shared channels
(which can be freely discarded or reused), graded channels (which
must be used precisely n times for some 1) and linear channels [155].

Applying their notion of ‘graded channel” allows them to capture
roughly the same behaviour as our forkNonLinear primitive, but their



work does not consider more general forms of grading (though their
mechanisation allows for user-defined resource algebras). We capture
some of the same ideas inside our unified graded approach, showing
how different amounts of sharing can be characterised precisely with
the interaction of linear, indexed, and graded types; our setting is also
more general, since we work in a pre-existing programming language
rather than developing a calculus focused on communication.
Another paper which describes some similar non-linear communi-
cation patterns to our work is the generalisation of session types via
adjoint logic presented by Pruiksma and Pfenning [115]. Here, they
offer the capacity for both multicast communication and replicated
servers, corresponding to our forkMulticast and forkReplicate primitives
respectively. However, their system does not include any notion of
grading, and so while they offer non-linear communication this is
without the precise quantification allowed by grading in our system.

CLASSICAL SESSION TYPES  As well as the session-based interpre-
tation of intuitionistic linear logic mentioned above [31], it is also
possible to understand the correspondence between communication
and logic by relying on classical linear logic, as was first demonstrated
by Wadler [147]. The differences between these two systems go beyond
the superficial; it has been shown that there exists a class of processes
which are typable following the classical interpretation but not via the
intuitionistic interpretation, and that these are the processes which
break the so-called locality principle for shared channels [59].

Recent work by Kokke, Morris and Wadler extends this interpre-
tation through an approach which draws on notions from bounded
linear logic [73]. While their notion of a shared channel corresponds
closely to the one that we develop in our work (which may be unsur-
prising, since graded modal types are also built upon the foundation
of bounded linear logic), their focus is more on accounting for non-
determinism and races in a logical setting while preserving deadlock
freedom. Their paper contrasts the system they develop with other
related work on manifest sharing [13]; said work uses modal operators
to describe the interaction between linear and shared processes, and
has greater expressivity when it comes to non-linear communication,
but this comes at the cost of reintroducing some deadlocks.

GRADED SESSIONS IN LINEAR HASKELL We explored combining
grading with linear session types in Granule, but this could be ex-
tended to other settings. The linear types extension to Haskell is based
on a calculus involving graded function arrows [19], and adding addi-
tional multiplicities to this system is a possibility. The Priority Sesh
library provides a convenient embedding of the GV linear session cal-
culus in Haskell [72], and extending this to make use of more precise
information about channel usage could be valuable. This would also
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allow for experimenting with graded channels in a setting where grad-
ing can be implicit, rather than one where (like Granule) all grades
are explicitly encoded via modalities.

7-5 DISCUSSION AND CONCLUSION

The key idea here is that graded types capture various standard
non-linear forms of communication pattern atop the usual linear
session types presentation. The demands of call-by-value required a
different approach to past work on the interaction between graded
types and session types, including the syntactic restriction discussed
in Section 6.3 and vectors to capture multiplicity of channels. This
connects back to similar ideas explored throughout Chapters 4 and 5.

We have also proven type safety and various essential communica-
tion properties given the additional restriction on promoting channels
and the other features introduced here, showing in particular that we
can still enforce communication safety in the presence of some forms
of non-linear communication.



ég FURTHER WORK

Thus far, we have made significant progress on our primary goal:
demonstrating the feasibility of using graded type systems to model
and verify global program properties such as memory and communi-
cation safety. However, there are certainly plenty of remaining avenues
for future work, expanding on the ideas we have developed up until
this point and branching off in new directions. This chapter aims to
provide seeds for some of these possibilities and offer some inspiration
for further research.

8.1 GUARANTEES

Information flow control aims to track the flow of information through
a program when it is executed, to make sure that the program handles
that information in a secure way [121]. Secure information flow (dis-
cussed in the literature since the 1970s [37, 41]) encompasses multiple
aspects, with two of the most essential being confidentiality and in-
tegrity. Pfleeger’s textbook Security in Computing [110] describes these
two properties as follows. Confidentiality “ensures that assets are
accessed only by authorised parties”, or in other words that private
information is never accessed by a program which only has public
clearance. Meanwhile, integrity “means that assets can be modified
only by authorised parties or only in authorised ways”, such that a
trusted program never depends on information from an untrusted
source. The strictest desirable property in both cases is noninterfer-
ence, which only holds if public or trusted outputs may never depend
on private or untrusted inputs respectively [52], though this is often
considered difficult to achieve in practical systems.

Much of the prior work on using graded type systems for informa-
tion flow control aims to track and restrict the outputs that can be
produced by a given program [1, 58, 113]. Implementations of such
ideas also exist for more widely-used functional languages such as
Haskell [120]. More recently, graded type systems have been designed
which enforce properties based on coeffects, where the inputs that can
be passed into a program are the focus. Such systems (with the type
system underlying Granule whose core we described in Chapter 3
being the one we will focus on here [103]) often make use of infor-
mation flow security as a case study in how annotating types with
grades can allow more properties of a program to be verified [2, 32, 47,
95]. However, these tend to only focus on confidentiality properties,
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which omits a host of additional properties that could be guaranteed
if it were also possible to enforce integrity. Consider the following
definition of a data type in Granule.

data Patient where

Patient
(Int [Hil) -- Patient ID
(String [Hi]) -- Patient name
(Int [Lo]) -- Patient age

Here, the patient’s ID and name are private (Hi security), while their
age is public (Lo security). Now, consider a function with type:

meanAge : List Patient — Int [Lo]

that calculates the mean age of a database (here simplified to a list)
of patients and returns the result at the public security level. Since
ages are also Lo, this is permitted by the type system-but if we made a
mistake while writing the function and used private information such
as IDs (the first component of the data structure) instead, this would be
rejected due to the security annotations, with an error stating that Lo is
not approximatable by Hi. Thus, no information can be leaked. Similar
properties also apply when storing secret data such as passwords or
credit card numbers.
However, imagine a case where we are constructing a patient to add
to the database, as follows:

addPatient : List Patient — String [Hi]
— Int [Lo] — List Patient

Here, we have security level grades restricting who will be able
to view various details once the database has been updated, but we
have no way to stop some compromised code from passing in an
attempt at SQL injection using a string such as "Alice’); DROP TABLE
patients;-", for example. If this input is treated as trustworthy, we
might encounter problems later in our program’s execution®.

In order to avoid this, we would want some kind of grade that carries
information about the provenance of our data [77], so we could declare
that we can only safely add patient information into our database if
the string verifiably comes from a trusted location. This would also be
useful if, for instance, we were encrypting private data and wanted
a way to ensure that our random numbers used for encryption were
reliable and had not been tainted by an untrusted source.

It is well understood that this kind of integrity property is dual
in some sense to the confidentiality properties which Granule can
already express [23] (though it is also known that this duality is
not sufficient to cover every facet of the concept of integrity, with
more complex mechanisms than a lattice model being required for
some applications [34, 99]). It turns out that this duality is closely
comparable to a similar duality between linear types (forming the

1 https://xkcd.com/327/
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basis of Granule’s graded type system) and unigueness types, which
has been elucidated in Chapter 4.

The crucial insight here is that in order to combine confidentiality
(public and private) and integrity (trusted and untrusted) in a single
system, we can treat “public” and “untrusted” as the same state, both
represented by the Lo grade; these both carry the same information,
telling us that there is no restriction on how the data may be used
in the future (it is not restricted to private usage) and we have no
guarantee about how it was used in the past (it did not necessarily
come from a trusted source). The Hi grade behaves exactly as described
in other works on Granule [79, 103], and in Chapter 3 of this thesis.

We introduce a new * modality (whose syntax is borrowed from
the corresponding modality for uniqueness types [91], as mentioned
above) to carry the Trusted grade, with the important rules for this
modality’s behaviour given below.

I'Ft: *1rusted A EtA

REVEAL NEc
I'Frevealt: O, A [T] b %t *Trusted A
Mt O A To,x:*rusted A tr : Ui B

I'' +T>Fendorse t; asxin t, : [, B

ENDORSE

The ReVEAL rule maps a trusted value to a public (untrusted) one,
allowing the information flow for integrity to behave as expected.
The ENDORSE rule allows a public value to be temporarily used as
trusted within the context of a larger computation; this mimics the
common integrity pattern of endorsement, where a value is examined
and declared to be trusted to whatever extent is necessary for a par-
ticular usage [100]. The output, however, is required to be public, so
that we can not leverage our temporary integrity to ‘smuggle out” a
trusted value outside the context of the endorsement. These rules are
accompanied by a necessitation rule, allowing values to be trusted by
default if they have no dependencies.

Note that the naming and pattern of the rules suggests a structural
relationship between the two modalities. The [1 modality previously
acted as a graded comonad, but now when graded by Lo also acts as a
relative monad [9] over the * modality graded by Trusted, with REVEAL
acting as the ‘return’ of the monad and ENDORSE acting as the ‘bind’;
the various required axioms for a relative monad hold also. This is
very much analogous to the relative monad structure discussed in
Chapter 4; the rules for the uniqueness modality from that chapter are
presented below for reference and comparison.

FHt:xA OFt:A
[ Fsharef 1A O RE [T] F *t: %A NEC
F1I—t1:!A Fz,x:*A}—tz:!B
CLONE

I'1+T5F clonet;asxinty : !B

135



136

| FURTHER WORK

The implementation follows much the same pattern. Granule already
possesses a semiring graded necessity modality, where for a preordered
semiring (R, *,1,+,0,C), there is a family of types {{J,A},cx. Gran-
ule’s confidentiality tracking is based on the semiring {Lo, Hi}, where
0 =Hi, 1 = Lo, * =V and + = A. The implementation provides an
additional * modality obeying the above rules along with syntactic
sugar for applying them. This allows us to repair the earlier example:

addPatient : List Patient — String *{Trusted}
— Int [Lo] — List Patient

Note that we use the syntax «{Trusted} to represent the Trusted
modality in Granule code.

Now, only a string from a trusted source will be accepted as the
name of a patient added to our database. Note that we do not need
to change the definition of our data type, since the string can be
converted to Hi through a combination of the REVEAL rule and the
approximation rule that already exists in Granule’s type system, which
in this case allows Lo security information to be treated as Hi since
Hi C Lo is given by the ordering of the semiring.

We have shown that simple integrity properties can be expressed
in Granule alongside confidentiality, leveraging a similar duality to
one that exists between linearity and uniqueness. This points towards
a larger body of work that involves uncovering a general algebraic
structure underlying global guarantees about a program, which are best
represented using a graded comonad that also acts as a relative monad
over some functor. This work is ongoing.

8.2 LINEAR HASKELL

Granule’s linear basis and assortment of modalities allows for a par-
ticularly natural embedding of uniqueness and ownership properties,
but this does not preclude the theory described in this thesis from
being applied in other contexts. One particularly valuable setting to
consider would be Haskell, which as of GHC g already has linear
types based on an underlying graded system called AZ,.

Haskell’s graded representation of linearity involves function types
(a %r -> b) which have a multiplicity annotation r. At present, this can
be either ‘one (linear) or 'Many (unrestricted). But AL, is designed to be
extensible, and the possibility of introducing additional multiplicities
is welcomed [19, 129].

The original paper on linear Haskell [19] mentions that “linear
types are conceptually simpler than uniqueness type systems, giv-
ing a clearer path to implementation in GHC”, and also that “func-
tional languages have more use for fusion than in-place update”.
Our clarification of the relationship between linearity and uniqueness
demonstrates that not only are uniqueness types no more complex



conceptually than linear ones, they can comfortably sit alongside one
another in a single calculus; our evaluation demonstrates that while
linearity is certainly useful, there are still further practical benefits to
be gained from introducing uniqueness into a language with linear
types. Perhaps these contributions will begin to forge a path towards
a future for Haskell where linear types, uniqueness types, ownership
and borrowing can all be leveraged for their respective strengths.

8.3 ADIJOINT MODELS

Benton’s linear /non-linear (LNL) logic [17] consists of two fragments:
intuitionistic (non-linear) logic ® 7 X and a mixed fragment of intu-
itionistic linear logic with non-linear hypotheses ®,I' -, A. These frag-
ments are connected by modalities Lin(X) and Mny(A), which form
an adjunction; the ! modality can be recovered by !A = Lin(Mny(A)).

Breaking the ! modality into two and allowing linear logic to be
mixed with non-linear logic has been a valuable endeavour, and this
idea has even been adapted and built upon for modelling graded
logics [137], so a natural question is whether it is possible to build
an LNL-style adjoint model for uniqueness. It seems plausible that
building an adjoint model for just uniqueness logic would not be
too difficult; this would be very similar to the LNL model but with
the adjunction moving in the opposite direction, and the monadic
modality o from uniqueness logic could be represented in much the
same way that the comonadic ! can be recovered in LNL.

An adjoint model for the full LCU calculus presented in Chapter 4
would be more interesting. This would most likely involve three frag-
ments, two of which would be symmetric monoidal categories (for
unique and linear values) and one of which would be a Cartesian
closed category (for unrestricted values), with two adjunctions allow-
ing values to flow from unique to unrestricted to linear as desired.

84 ORDERED AND DEPENDENT TYPES

As expressive as Granule’s type system may be, there are opportuni-
ties for enforcing stronger properties on programs elsewhere in the
landscape of type theories. One possibility is that in addition to con-
traction and weakening, it is also possible to restrict exchange, giving
ordered type theories which correspond to noncommutative logic.
Such systems can be used to model stack-based memory allocation
(as opposed to heap-based), since without exchange an object may
only be used when it is at the top of the stack [30, 148]. But much like
linearity, these systems restrict the use of exchange in the future; is
there an equivalent of uniqueness for ordered types which guarantees
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that exchange has never been applied in the past, and could this be
useful for tracking references on the stack?

Another possibility is to bring uniqueness into the realm of depen-
dent types. Recent work on graded modal dependent type theory
(GRTT) [95] allows for capturing requirements on variable usage at
both the type and computation levels; grades come in pairs, where
the first component is the computation-level grading and the second
component is the type-level grading. Strictly linear usage in types is
rare — is there value in being able to represent uniqueness here?

85 PERFORMANCE IMPROVEMENTS

Chapter 5 generalised uniqueness and linearity in order to develop a
unified framework for reasoning about ownership and grading. While
we have an implementation of this built upon the Granule compiler,
the practical benefits it can offer for resourceful programming have
not been fully explored. We hope to evaluate performance improvements
that introducing precise ownership tracking into a functional language
can offer through obviating garbage collection for a subset of a pro-
gram, by collecting examples involving ownership and borrowing and
benchmarking them against equivalent functional code.

8.6 COUNTING PERMISSIONS

Fractional permissions and the general notion of dividing a single
mutable borrow into many immutable borrows is not the only model
for representing borrowing that we considered. One interesting path
for future research would be to explore an alternative strategy for
graded uniqueness that is less symmetrical but instead privileges
the original owner, allowing for a more exact count of other extant
references. This model, based on counting permissions [25], involves
having many references with only read permissions, and a designated
owner that keeps a count of how many such references exist, so that
uniqueness can still be recovered.

87 NON-LEXICAL LIFETIMES

The model of ownership developed in Chapter 5 was not intended
to be a complete model of every aspect of Rust’s ownership system,
instead aiming to extract essential features and develop a framework
where they coexist with more traditional linear and graded types. It
would still be of interest to pursue this further and capture Rust’s
more advanced features—in particular, incorporating notions such as
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non-lexical lifetimes would increase the power of our system. This could
eventually allow for an encoding study between Granule’s calculus
and a more faithful representation of Rust’s type system such as
ARust [69]. Moreover, it would be useful to uncover general principles
for extending our type system with further resource interfaces, beyond
the particular examples introduced in this work.

8.8 RECURSION AND OTHER COMBINATORS

A notable omission from the core session types calculus of Chapter 6
is the ability to define recursive protocols. However, some of the power
of recursive session types is provided in Chapter 7; reusable channels
(Section 7.2.1) are equivalent to linearly recursive session types (e.g.,
ux.P.x), although the expected usage has to be precisely specified in
the grading since for example allowing the grade r to be instantiated to
0..co0 to capture an arbitrary amount of use would break our guarantee
of deadlock freedom. Further work is to integrate standard ideas on
recursive session types and to explore their interaction with grading.

Note that combinations of the ideas here should also be possible;
for example, combining multicast sending with reuse to get channels
which we can repeatedly use to broadcast upon.

89 APPLICATIONS OF GRADED SESSIONS

As was discussed briefly in Chapter 6, by using the linear channels
already present in Granule it is possible to represent functions that are
sequentially realizable [9o]; recall that a sequentially realizable function
is one which has outwardly pure behaviour, but relies on a notion
of local side effects which are contained entirely within the body of
the function. Looking into which such behaviours may be more easily
expressed by introducing non-linearity via graded channels would be
an interesting avenue for future work.

More recently, the GV session type calculus has been extended to
allow for multiparty session types [66], allowing for concurrent commu-
nication between several participants at a time. It has also been shown
that this multiparty system is strictly more general than the original bi-
nary GV system. It would be interesting to explore an implementation
of this in Granule, particularly with a view to introducing grading
into this setting to see if it can increase expressivity further. Other
recent work has begun to introduce certain flavours of non-linear
communication into multiparty settings [28].
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8.10 OTHER RESOURCE ALLOCATORS

Chapters 4 and 5 describe how to use a resource allocator restriction
on promotion to treat the creation of mutable arrays and polymorphic
references soundly under a call-by-value semantics, and Chapters 6
and 7 illustrate how to treat the forking of linear and graded channel
endpoints using an analogous restriction.

These are most likely not the only resource allocators for which such
a restriction applies. Future work is to develop a better understanding
of the general case here, and to further explore the best way to embed
interfaces for allocating resources in a graded type system such as
Granule’s which can express multiple different evaluation strategies.

8.11 UNIQUENESS AND GRADED SESSIONS

Uniqueness in a concurrent setting was considered in various works
by de Vries et al., but in particular we draw attention to their paper on
resource management via unique and affine channels [139]. They allow
for a notion of a channel which we can guarantee unique access to after
i communication steps where i is some natural number; this is a form
of grading, though quite different from the ideas we have discussed. It
would be interesting to explore how we can represent this in Granule
which already has both uniqueness and graded session types, and
whether we gain further expressivity from doing so, perhaps even
through extending this to the fractional permissions discussed in
Chapter 5. This idea closely relates to recent work by Rocha and
Caires on introducing mutable state into the classical linear logic
interpretation of session types [119], through typing rules inspired by
differential linear logic.

8.12 DEADLOCK FREEDOM

Whilst the proofs of progress and preservation in Chapter 7 go some
way to ensuring that our new communication primitives do not under-
mine the guarantees of the language, a further useful and important
property to prove would be deadlock freedom. Whilst progress and
preservation suggest that we don’t become locally stuck, they do not
rule out the possibility of some subset of processes becoming indef-
initely blocked due to a mutual dependency. In our system these
properties also rely on the buffered predicate, which may be stronger
than necessary and therefore could forbid some programs which en-
capsulate valid communication. Proving deadlock freedom without
such side conditions is future work, though we sketch some details
here based on other approaches in the literature.
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There have been various proofs of deadlock freedom for session-
typed calculi with asynchronous communication. These approaches
generalise duality to compatibility, which can be seen for example in
the work of Fowler [44] and Bocchi et al. [24]. In essence, compatibility
needs to take into account that asynchronous protocols may be ‘out of
sync” as one process sends to another, filling a channel’s buffer without
those messages being received yet. We can tie together the types of two
channel endpoints Pj, P, with the contents of the associated channel
values (buffers) 71,7, via a relation:

7"C12(P1—51)[><]C22(P2—52)

meaning that P; is compatible with P, once the channel buffer values
71 and ¥, have been ‘stripped off’ the head of the protocol. For example,
a receiving protocol Recv A P for channel endpoint ¢ is compatible
with another protocol P’ for the dual channel endpoint ¢, if the channel
has a value v of type A in its head, and then P and P’ are compatible
with that v removed:

yhEc: (P—7y)>c: (P —1) yHEv: A
=
YEc:((ReevAP)—v:7;)ac: (P — 1) R

Following Fowler [44], we then need to adapt process configuration
typing into a typing of the entire configuration (process and channels),
with parallel composition enforcing that between two processes there
is exactly one pair of compatible endpoints connecting them, i.e.:

I'i,71,c:ChanPF-t: A I»,92,c: ChanP' P : 1;C
yhc:(P—0))xc: (P — )
I +T2,71+72+7,c:ChanP,c: ChanP' + P | t* : A;C,c = 71, = 0,

From this ‘global” configuration typing, we can then prove that there
is a limit on the number of ‘connection” points between processes:

Definition 12 (Connection). For processes Py and P, then we define those
channels endpoints that connect them via the function:

connected(Py, P2) = | J{{c,c} | c € n(P1),C € fn(P,)}

Lemma 12 (Limited connectivity). If I,y =P : A;Cand P =P’ | Py |
Py then Jc.connections(Py, P2) C {c,c}

We note however that, for a full proof for our system, this lemma
needs extending to handle forwarding processes which have a number
of channels connecting processes, but where only sending is allowed.

Deadlock can then be characterised in terms of mutually dependent
blocked processes, which are ruled out by the typing, similar to the
formulation of Lindley and Morris for GV [80]. That is, a term ¢
blocked on a channel ¢ is a term which is equivalent to some evaluation
context in which a receive is applied to c:

blocked(t,c) £ 3ACtxt. t = Ctxt{receivec} V t = Ctxt{closec}
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Thus, the term t can only reduce further in composition with another
a global configuration. A dependency can then be characterised as a
term which is:

) = blocked(t,c) A x € fv(Ctxt{t})
depends(P,c,x) £ (3, P'. P = (P'| ) A depends(t,c,x))
V(IP1, P2 P=(P1]P2)

A 3d.depends(P,c,d) A depends(Ps,d, x))

depends(t, c, x

The main definition of a deadlocked configuration with cyclic depen-
dencies can then be characterised as:

deadlocked(P) £ 3P/, Py, Po. P = (P'| P1 | P2)
A Tc,d.depends(P1,c,d) A depends(Ps,d, c)

From Lemma 12, we conjecture that this then enables a proof of the
deadlock freedom theorem:

Theorem conjecture 1. If T,y - P : A;C then —~deadlocked(P).

Further work remains to flesh out the details of Lemma 12 for
forwarding, and to integrate the global configuration typing (pro-
cesses and channels together, with compatibility) into the progress
and preservation theorems here, rather than their current formulation
with process and channel configuration typing separate.



9? CONCLUSIONS

9.1 SUMMARY

In this dissertation, we have demonstrated how precise forms of
grading can be used to track crucial program properties, allowing
for additional information to be encoded at the type level alongside
values which should be treated as resources, and applied this notion to
two paradigms that are crucial to the safety of the complex programs
we write in the modern day: memory and communication safety.

In the thesis statement presented in Chapter 1, we posited that
graded type systems can not only be used to track local properties of
values inside programs, but can also be used to verify global properties
pertaining to an entire program. We have illustrated this throughout
the thesis by providing frameworks which allow for several such
examples of global properties to be encoded entirely in types via the
use of grades, and via the implementation in Granule we have also
demonstrated some of the benefits to practical programming.

To summarise, this thesis has made the following key contributions:

o In Chapter 4, a type system incorporating both the substructural
notions of linearity and uniqueness, showing that these concepts
can be combined in a single calculus and that the resulting
system is practical and useful for reasoning about programs.

¢ In Chapter 4, a heap-based call-by-name operational semantics
for the above type system, allowing the guarantees it offers with
regards to both type and memory safety to be verified.

e In Chapter 5, an extension of the above type system through
a new form of grading based on fractional permissions, allow-
ing for the tracking of mutable and immutable borrowing in a
manner similar to Rust’s ownership model.

¢ In Chapter 5, a call-by-value operational semantics for this ex-
tended system, both showing that the guarantees continue to
hold given the new level of flexibility and also that it is still
possible to verify these guarantees in a more practical setting.

¢ In Chapter 6, a formalisation of linear session types in a graded
setting, using a similar operational model to show that safety
properties can be enforced which prevent processes from getting
stuck in many communication scenarios.
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In Chapter 7, an extension of the above system to allow for
non-linear communication, through the addition of several new
primitives and corresponding semantic constructs.

There are still many possibilities for future work in this area, as
we have described in Chapter 8. We hope that practitioners in both
programming language research but also those working on the im-
plementation of practical languages in industry will find value in the
frameworks we have presented here.

0.2 DISCUSSION

Many important properties that apply to programs are global, in the
sense that verifying their correctness requires information about the
state of the whole program; two examples of such properties that have
been widely studied in the literature are memory and communication
safety. We hope that we have been able to present a new perspective on
these properties, with a theory based on graded types that is relatively
simple compared to other models and yet captures the essential core
of these ideas.

We believe that from the perspective of the programmer, reasoning
about global properties that hold across an entire program’s state is
often difficult, particularly in the presence of concurrency and mutable
state. Hence, there is great value in being able to reason locally about
individual pieces of data through their grades, and then having it
be possible to reassemble that local information into an overarching
global guarantee. We have demonstrated that this is possible for some
key memory and communication safety properties, and we aim to
generalise this concept further in the future.

The work accomplished here also serves as an illustration of the
power and utility that graded types and graded modalities can offer,
both as a theoretical underpinning for programming language research
but also as a practical tool for ensuring safety and correctness in an
elegant and extensible way. We are excited to see how the framework
of graded types is applied in the future, towards the verification of
any and all kinds of properties; we invite the curious reader to explore
how grades could be used to track whatever information they might
be interested in.
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a APPENDIX FOR CHAPTER 3

A1 COLLECTED RULES

A.1.1  Typing

Ix:AFt:B

OTx:AFx:A %

Fll—tltA—OB rzl—tzlA

I'n+I,-tt:B APP
r=t:A
rPTF[]:0A F
Fl "tl : D,,A Fz,X: [A]y f—tziB
I'i+1T5 F let [x] =tHinty : B FLM
[x:[A],,'+t:B rCs Ix:AFt:B

APPROX

TFaxi A —-B %

[,x:[Al;,T"+t:B

I’ll—tle rzl—tgtB
In+IhE (tl,tz) :AR®B

X1

FH:A®B TIyx:Ay:BrFt:C
I+ Flet(x,y) =tinty: C

I'tt:unit IhFH:B

E

1
0-TF():unit ' Ty+I,Flet()=tfint:B

Tx:[A Ft:B o8

1g
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A.1.2 Reduction rules for heap semantics

tl ~ t/l
(Axt2) t ~ |t /] O ty ~ £ by

CONGAPP_

tlwtll

UpBL

CONGLET_

let [X] = [tl] inty ~ i’z[l’l /x] let [x} =t inty ~ let [x] = tll int,

let(x,y) = b *hink < BlL/yh/x P

tlwfll

P
let (x,y) = hint, —~ let(x,y) = inty 0 OOt

i’lwtll
let () =tinty ~let () =t int

Unrrf.

let () = ()inty ~t CONGUNIT,

A.2 SUBSTITUTION PROOFS
Lemma 1 (Admissibility of weakening).
rHt:A = (0-T"),THt: A

Proof. By induction on the structure of typing and since all ‘leaf’
nodes of a typing derivation permit weakening (necessarily the var
rule here). O

Lemma 2 (Linear substitution). Given I' =t : Sand T,y : S+t : T then
'+ Tkt /y]: T.

Proof. By induction on the typing derivation of t;.

e (var)

0Tx:AFx:A %

Here, y = t = x necessarily because this is the only linear
variable in the scope (y € dom([I'])), and thus S = T. We need
to show that I'" + [['] - y[t'/y] : S.

Then since y[t'/y] = t', and we have I" - ' : S, we can apply the
lemma of admissibility of weakening (Lemma 1) to derive the
goal I + [['] Fy[t'/y] : S.

o (abs)

I'x:A+-t:B
TFAxfA—-B "

S
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By induction, we have I" +T',x : A F t[t'/y] : B. We need to show
that I + T (Ax.t)[t'/y] : A — B.

Applying the aBs rule to the induction hypothesis we get I" +T
Ax.t[t'/y] : A — B.

Then by the definition of substitution we have I’ +T F (Ax.t)[t' /y] :
A —o B as required.

(app)

F1I—t1:A—oB F2I—t2:A
F1+F2|—t1t2:B

APP

We need to show that I" + T + Ty - (t1 £2) [ /y] : B.

By the definition of context addition and the fact that y is linear,
we either have y € I'; or y € I'; but not both. So there are two
cases to consider.

- If y € I'y, then by induction on the first premise, we have
I'+T1 F #[t'/y] : A — B. Applying the app rule to this
and the second premise gives I'" +T'; + T, - t1[t' /y] t» : B.

Since y ¢ TI'y, t1[t' /y] t2[t' /y] (which we need) is equivalent
to t1 [t /y] t» (which we have).

- If y € T, then by induction on the second premise, we have
I+ T, - k[ /y] - A. Applying the APP rule to this and the
first premise gives I' +T'1 + Iy - 1 to[t' /y] : B.

Since y ¢ T'1, t1[t'/y] £2[t' /y] (which we need) is equivalent
to t1 tp[t' /y] (which we have).

(pr)

't A
FTF[:0A Y

This case is trivial, since by the premise r - I" contains only graded
assumptions, so cannot contain any linear variables.

(elim)

r1|—t1ZE|7A rz,x2[A}r|_tziB
I'n+1» I—let[x] =Hhinty : B

ELIM

We need to show that I" +T'1 + I'; F let [x] = t1inf[t' /y] : B.

By the definition of context addition and the fact that y is linear,
we either have y € I'; or y € I'; but not both. So there are two
cases to consider:
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- If y € I'y, then by induction on the first premise, we have
I'+Ty F #[t'/y] : O,A. Applying the ELM rule to this
and the second premise gives I' + T + 1> + let[x] =
t [t//y] in tr : B.

Since y ¢ Ty, let[x] = tinty[t'/y] (which we need) is
equivalent to let [x] = [t /y] int, (which we have).

- If y € I'y, then by induction on the second premise, we
have I" + T, x : LA+ [t /y] : B. Applying the ELIM rule
to this and the first premise gives I’ +T'1 + I, I let [x] =
t in tz[t//y] : B.

Since y ¢ Ty, let[x] = tinty[t'/y] (which we need) is
equivalent to let [x] = t; int[t' /y] (which we have).

* (approx)

[,x:[A],,'+t:B rCs
[,x:[Al;,T"+t:B

APPROX

We know that x # y as x here is graded whilst y is a linear
assumption, thus we assume I' =T",y : S.

By induction, we have I + (T" +T"),x : ,A - t[t'/y] : B. We
need to show that (I" +T” +1"),x: A+ t[t'/y] : B.
Applying the approx rule to the induction hypothesis we get
"+ (T +1),x : O,A F t[t'/y] : B whose context, if it is
defined, is then equal to (I +T” +1’),x : [J,A and we are
done.

(der)

I''x:A+t:B
Tx:[AFt:B o8

We know that x # y as x here is graded whilst y is a linear
assumption, thus we assume I' =T",y: S

By induction, we have I + (I'’,x : A) F t[t'/y] : B. We need to
show that (I" +T”),x: O,A+ t[t'/y] : B.

Applying the DER rule to the induction hypothesis we get I 4
I,x: O,A F t[t'/y] : B, whose context, if it is defined, is then
equal to (I" +T"),x : [J,A and we are done.

(pairIntro)

Fll—tl:A le—tQ:B
Irh+IxF (tl,t2> tA®B

I

We need to show that I" +T7 +Tp b (t1,£)[f /y] : A® B.



A.2 SUBSTITUTION PROOFS | 169

By the definition of context addition and the fact that y is linear,
we either have y € I'; or y € I'; but not both. So there are two
cases to consider:

- If y € I'y, then by induction on the first premise, we have
I"+T1 F #[f/y] : A. Applying the ®; rule to this and the
second premise gives I" + T1 + T F (#1[t' /y], t2) : A® B.
Since y ¢ I'y, (11, t2)[' /y] (which we need) is equivalent to
(1]t /y], t2) (which we have).

- If y € I';, then by induction on the second premise, we
have I 4+ Ty, x : [A] - t[t'/y] : B. Applying the ®; rule to
this and the first premise gives I +T'1 + T2 - (1, t2[t' /y]) :
A®B.

Since y ¢ I'1, (11, t2)[' /y] (which we need) is equivalent to
(t1,t2[t'/y]) (which we have).

¢ (pairElim)

I'MFt1:A®B Tyx:Ay:BEt:C
F1+F2|—let(x,y) =Hhinty : C

QE

We need to show that I" + T + Tp F let (x,y) = tyint,[t' /y] : C.

By the definition of context addition and the fact that y is linear,
we either have y € I'; or y € I'; but not both. So there are two
cases to consider:

- If y € I'y, then by induction on the first premise, we have
I'+T; F #[t'/y] + A® B. Applying the ® rule to this
and the second premise gives I’ +T1 + T, F let(x,y) =
t[t'/y]int, : C.

Since y ¢ Ty, let(x,y) = t1ink[t'/y] (which we need) is
equivalent to let (x,y) = t1['/y] int, (which we have).

- If y € T, then by induction on the second premise, we have
I"+Ty,x:Ay:BtE k[t'/y]: C. Applying the ®f rule to
this and the first premise gives I' +T; + I F let (x,y) =
tink [ /y] : C.

Since y ¢ Ty, let(x,y) = t1ink[t'/y] (which we need) is
equivalent to let (x,y) = t;inf [t /y| (which we have).

e (unitIntro)
. |
0-TF () :unit

Holds trivially since there is no linear assumption in the context,
so the premise is false.
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¢ (unitElim)

T'1 Ft:unit IbHt:B
I'M+TIyHlet()=tHint : B

E

We need to show that I" + T + T Flet () =t in £ [t/ /y] : B.

By the definition of context addition and the fact that y is linear, we
either have y € I'1 or y € I'; but not both. So there are two cases to
consider:

e If y € Ty, then by induction on the first premise, we have I +
Iy F [t /y] : unit. Applying the 1f rule to this and the second
premise gives I' +T7 + Tp Flet () = # [t /y] int : B.

Since y ¢ T, let () =t in t[t'/y] (which we need) is equivalent
to let () = t1[t'/y] in t, (which we have).

o If y € I'y, then by induction on the second premise, we have
I"+T, F [t /y] : B. Applying the 1 rule to this and the first
premise gives I' +T1 + T, Flet () =t in £[' /y] : B.

Since y ¢ Ty, let () =t in £[t'/y] (which we need) is equivalent
to let () = t; in i [t'/y] (which we have).

O

Lemma 3 (Graded substitution). Given [I"| -t :Sand T,y : [S], Ft: T
(where [I''] represents a context T containing only graded assumptions) then
C+r-T'Ht{t'/y]: T.

Proof. By induction on the typing derivation of f;.

e (var)

0T x:Arx:A %

Two cases:

1. x = y. Not possible as the typing doesn’t match; y is a
graded variable.

2. x # y therefore x € dom(T), i.e. the typing is:
(0-T"),y: [So,x: Ak x: A var

Thus since x[t'/y] = x we get the goal here by re-deriving
the variable typing as follows (since it include arbitrary
weakening in its definition):

0-(T'+T'),x: At x:Avar

satisfying the goal here.
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o (abs)

I'x:A+-t:B
TFixtA—-B "

S

By induction, we have (r-T") +T,x : A - t[t'/y] : B. We need to
show that (r-T') + T F Ax.t[t'/y] : A — B.

Applying the aBs rule to the induction hypothesis we get (r -
I")4+T+F Axt[t'/y] : A — B.

Then by the definition of substitution we have (r-I") +T F
Ax.t[t'/y] : A — B.

* (app)

Fll—tle—oB le—tztA
I'+I,FtHt:B

APP

We need to show that (r-I") + T + T, F #1[t'/y] t> : B.

By the definition of context addition we have either y € I'; or
y € I'; or both, so there are three cases to consider.

1. If y € Ty, then by induction on the first premise, we have
(r-T")+T1 F {[t'/y] : A — B. Applying the APP rule to this
and the second premise gives (r-I") +T1 + T2 = H [t /y]t2
B.

Since y ¢ Ty, t1[t' /y] t2[t' /y] (which we need) is equivalent
to t1[t' /y] t» (which we have).

2. If y € Ty, then by induction on the second premise, we have
(r-T")+Ty F t[t' /y] : A. Applying the APP rule to this and
the first premise gives (r-I") +T1 + T2 = £ (£2(t'/y]) : B.
Since y ¢ I'1, t1[t' /y] t2[t' /y] (which we need) is equivalent
to t1 to[t' /y] (which we have).

3. Ify € I'; and y € I'y then by induction on both premises, we
have (r-T')+ T F t[t' /y] : Aand (r-T')+ T F H[t'/y] :
A —o B. Applying the Arr rule to this and the first premise
gives
(r-I")+(r-I')+ Ty +To F ([t /y]) (2[t' /y]) : B.

By the definition of context addition (r-I") + (r-I’) =
(r-I") so we have the goal here.

* (pr)

'kt A
FTE:0A Y
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LetI' =T4,y : S thus we can induct on the premise yielding (7 -
')+ (r-Tq) F t[t'/y] : A upon which we can apply promotion
again yielding;:

(r-T"Y+(r-Ty) Htt' /y] - A .
(r-T+ (r-Ty) F[(Ht /y])] : O,A

which satisfies the goal since syntactic substitution is defined
'/ y) = [t /).

(elim)

l"ll—tl:DrA Fz,X:[A]rl_tziB

I +TyFlet[x] =tint, : B B

We need to show that (r-T") + 1 + I - (let[x] = tyint)[t' /y] :
B.

The reasoning is almost identical to that of the application case
where (app) where we inductively apply the substitution and we
rely on the property that (r-I") 4 (r-I’) = (r-I") in the case
that y appears in both subterms.

(approx)

[,x:[A],,'+t:B rCs

[,x:[ALI"Ft:B APPROX

There are two cases to consider depending on the location of y:
1. x = y Therefore the goal is (r-T”)+T + T’ - t[t'/y] : B
which follows by induction on the premise.

2. x Zy,ie,x € dom(T) i.e, I =T",y : [J,S then we induct
on the premise to get ((r-I'""") +T" +T1"),x: LA F t[t' /y] :
B on which we apply approximation again to get the goal.

(der)

I''x:AFt:B
Tx:[AFt:B %

There are two cases to consider depending on the location of y:

1. x = y Therefore the goal is (r-I") +T F t[t'/y] : B which
follows by applying Lemma 2 on the premise.

2. x #y,ie,x €dom(T) ie, I =TI",y: S then we induct
on the premise to get ((r-I') +TI"),x : A+ t[t'/y] : Bon
which we apply dereliction again to get the goal.
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e (pairlntro)

Ikt A IbHt B
F1+le—(t1,t2):A®B

Q1
As above for (elim) and (app), same proof pattern.
e (pairElim)

IFtH:A®B TIyx:Ay:BrFt:C
F1+F2|—1et(x,y) =tHinty : C

KE

Same dual induction as for (app), (elim), (pairIntro).

e (unitIntro)

0-TF () : unit 1

Let (r-T) = (r-T1),y : 0,5, (r-Ty) then since ()[f'/y] = ()
then we can get the goal I" + (- T') - ()[t'/y] : unit simply by
reapplying this typing rule with the I 4 (- ') context.

e (unitElim)

T'1 Fty:unit Ib+Ht:B
F1+F2|—1et():t1int2:B

E

Same proof pattern as in (app), (pairIntro) etc.

A.3 TYPE SAFETY

A.3.1  Value lemma

Lemma 4 (Value lemma). Given I' = v : A then depending on the type, the
shape of v can be inferred:

o A=A — Bthenv = Ax.t
o A=A thenv = [t]
o A=A"®B thenv = (t,t)

o A=1thenv =)



174 | APPENDIX FOR CHAPTER 3

Proof. Recall that the sub-grammar of value terms is defined as fol-
lows:

va=Axt | [t] | (t,t2) ] () (value terms sub-grammar)

We proceed by case analysis on the type A to match the structure of
the lemma. In each case we must consider what possible values can
be assigned the type A and by which rules.

In all cases, there exists additional derivations based on dereliction
and approximation, e.g., for the case where A = A" — B:

Ix:A”Ft:A —B
D
F,XI[A//]ll_tZA/%B

ER

Ly:[A"], T'"+t:A—-B rCs
Ly: A", T'+t: A =B

APPROX

In all of these cases we can apply induction on the premise to get
the result since the term is preserved between the premise and the
conclusion.

We elide handling this separately each time in the cases that follow
as the reasoning through dereliction and approximation is the same
each time.

e A = A’ — B then the only possible non-dereliction /non-approximation

typing is:
ILx:A'+t:B

T Axt:A —B

BS

thus v = Ax.t as in the lemma statement.

e A = [J,A’ then the only possible non-dereliction/non-approximation

typing is:
oA

P
r-TH[O]:0A

R

thus v = [¢/] as in the lemma statement.

o A = A’ @B’ then the only possible non-dereliction/non-approximation

typing is:
Fll—vle’ rzf—UziB

®
nh+IF (7)1,02) A'®B

I

thus v = (v1,v;) as in the lemma statement.
e A = 1 then the only possible non-dereliction/non-approximation
typing is:
- 1
0-TF():unit

thus v = () as in the lemma statement.
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A.3.2 Progress proof

Theorem 1 (Progress). Values in our model are given above.
Given T &t : A, then t is either some value v, or there exists a term t' such
that t ~ t'.

Proof. By induction on typing.

e (var)

0T x Arx:A %

Trivial since the variable x cannot be reduced and so is necessar-
ily a value.

o (abs)
I'x:A+t:B
THAxt:A—B "0
Trivial since (Ax.t) is already a value.

* (app)
InNkFt1:A—oB TIh)FHHh:A
I'+I,+tHt:B
By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~ t] for some #].

APP

In the first case, by the value lemma t; = Ax.t]. Here, there are
two possibilities: either t, = v for some value v or t; ~» ), for
some ).

In the first case, we can reduce by

(Ax.t2) t ~ to[t1 /7] A

In the second case, we can reduce by

t ~ ]
————— CONGAPP|
f1tp ~> £
e (pr)
It A

FTE:0A Y

Trivial since [t] is already a value.

e (elim)

Fl F tl : DrA Fz,x: [A}r F tz :B
In+1> I—let[x] =t;int, : B

ELIM

175



176

| APPENDIX FOR CHAPTER 3

By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~ t] for some #].

In the first case, by the value lemma #; = [¢/] for some value v'.
This refines the typing as follows:

QLY A
— PR
OF[V]:0,A x:[Al,Ft:B
ELIM
@ F let[x] = [¢']int, : B
Therefore, we can reduce by
OBL

let [x] = [t1]inty ~> to[t1 /]

In the second case, by induction on the premise we can reduce

by

o~ 1]
: T CONGLET|
let [x] = tyinty ~ let [x] = #] intp
(approx)
[,x:[A],,'+t:B rCs
APPROX

[,x:[Al;,T"+t:B
Goal achieved immediately by induction on the premise.
(der)
I''x:A+t:B
Tx:[A  Ft:B 0%

Goal achieved immediately by induction on the premise.

(pairIntro)
Fll—tle rzl—tztB
Ih+IhE (t1,i’2) tA®B

Trivial since (t1,t) is already a value.

I

(pairElim)

I'Nkt1:A®B Fz,x:A,y:Bl—tz:C
1"1+F2l—let(x,y) =Hhinty : C

QE

By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~ t] for some #].

In the first case, by the value lemma t; = (v1,v;) for some pair
of values (v, v7). This refines the typing as follows:
OQFv:A QFuovy: A
7 Q1 ’
OF (v1,1) :ARA x:Ay:AFt:B
@t let(x,y) = (v1,v2)inty : B

&QF
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Therefore, we can reduce by

let(x,y) = h *hink — hlh/yh/A Pt

In the second case, by induction on the premise we can reduce

by
tp ~ 1)
: — CONGPRrOD|
let(x,y) = tiinty ~ let(x,y) = t|int,
¢ (unitIntro)
—_— 1
0-TF():unit '
Trivial since () is already a value.
e (unitElim)
IkEtp:unit IoFHiH:B
1g

F1—|—F2I—1et():t1 int; : B
By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~ t] for some #].

In the first case, by the value lemma t; = () and so we can
reduce by

U
et =(inh—n VA

In the second case, by induction on the premise we can reduce
by
t ~ ]
let () =tiinf) ~ let () =t] int

CONGUNIT|

A.3.3 Preservation proof

Theorem 2 (Type preservation). Given I' = t : A and a single-step
reduction t ~ t', then we can construct the typing derivation T -t : A.

Proof. By induction on the structure of typing and reductions.

e (var)

0Tx:AFx:A %
Trivial since the variable x cannot be reduced so the second
requirement of the theorem cannot be fulfilled.

o (abs)
I'x:A+-t:B
TFaxi A —-B %

Trivial since (Ax.t) is a value so the second requirement of the
theorem cannot be fulfilled.
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* (app)

F1I—t1:A—oB rzl_fziA
I'i+I,Ftty:B

Here, the reduction is necessarily:

APP

tl ~ ti
——————— CONGAPP_
tity ~> )t

By induction we have I'; - #] : A —o B from which the required
typing follows immediately by application.

(pr)
Frt:A
FTF[:0A Y
Trivial since [t] is a value so the second requirement of the
theorem cannot be fulfilled.

(elim)

1"1 l—tl ZDrA Fz,x: [A]rl—tz:B

I'i +T5F let [x] =Hint, : B LM

Here, the reduction is necessarily:

UBL

let [x] = [tl] in ty ~> tz[tl /x]

The goal follows from the second premise by applying the sub-
stitution lemma.

(approx)

[x:[A]l,,T'+t:B rCs
[,x:[A]l,T"+t:B

APPROX

Straightforward induction since the term ¢ is unchanged.

(der)
Ix:AFt:B
Tx:[ALFi:B o8

Straightforward induction since the term ¢ is unchanged.

(pairIntro)
F1|—t1:A rzl_tziB
In+IrE (tl,tg) :A®B

Trivial since (#1, 1) is a value so the second requirement of the
theorem cannot be fulfilled.

1
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e (pairElim)

FH:A®B TIyx:Ay:BFt:C
IM+TyFlet(x,y) =tint, : C

KE

Here, the reduction is necessarily:

let(x,y) = h *hink — hlh/yh/d Pt

The goal follows from the second premise by applying the sub-
stitution lemma (twice).

e (unitIntro)
— 1
0-TF () : unit !
Trivial since () is a value so the second requirement of the
theorem cannot be fulfilled.
e (unitElim)
I'1 F 1t :unit I+t :B
F1+T2|—1et():t1 intziB

Here, the reduction is necessarily:

1

et =(inh =5 VA

The goal follows directly from the second premise.






b APPENDIX FOR CHAPTER 4

B.1 COLLECTED RULES

B.1.1 Typing

Definition 13 (All non-linear assumptions). A context I is denoted as
containing only non-linear assumptions by writing [I'] in proofs, where [D)]
and [I'] = [I'],x: [A].

Definition 14 (Context addition). The partial operation + on contexts
is the union of two contexts as long as they are disjoint in their linear
assumptions and any variables occurring in both contexts are both non-linear
assumptions, i.e.

IMnM+Ir,=Ir1uly lﬁ( Vx € dom(rl) ﬂd0m<r2) — EIA.Fl(x) = Tz(x) = [A]

I''x:AFt:B I'n+-t1:A—B InEHh:A

T x:AFx:A ™% TFAxt:A -B % T, +T,F 6y B

I'ikHEH:A IoHt:B I'kFH:A®B FZ,XIA,]/iBI—tQ:C

F1+F2|—(t1,t2):A®B ! F1+F2|—Iet(x,y):t1int2:C

I'ikEf:1 InHH:B
TFunit:1 ' Ty +I,F letunit = tjint,: B

E

ILx:AFt:B THt:A \ bt !A Tyx:[AlFt:B

Tx:[AFt:B 0% TFu: 1A ! Ti+ToF letlx=fint; : B

THt:%A IikEt:A Ip,x:%AkFt: B QFt:A

SHARE CLONE

It sharet:!A I'1 + T clonetjasxint, : !B [[] F xt: %A NEC

PRIMITIVES
[I'] - newArray : N —o *(Array [F) new
d
[T] F readArray : «(Array F) —o IN — F ® *(Array IF) red
write

[['] - writeArray : *(Array F) —o IN —o [F —o x(Array [F)
del

[['] - deleteArray : x(Array F) —o 1
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B.1.2 Reduction rules for heap semantics

RUNTIME TYPING In order to prove type preservation and progress,
conservation, and uniqueness we need to weave in typing into the
heap model so we also need a way of typing runtime array primitives
(which extend the term syntax with an atom a). Contexts are extend
to include their typing as:

IFa=...|T,a:Array A

and with typing rules:

[T],a:Array AFa: Array A ar [[],a:Array AF xa: «(Array A) rar

Context operations are therefore also extended:

Definition b.1.1 (All non-linear assumptions (runtime typing)). A
context I is denoted as containing only non-linear assumptions by writing
[T'] in the typing rules, which is defined inductively as

o [T] [T]
%) [[],x: [A] [T],a: Array A

ADDITIONAL DEFINITIONS

Definition b.1.2 (Reference counts in a heap). Given a heap H then [H],
converts all array references to have reference count r, defined:

2], =@
[((H,a—parr)], = ([H],),a—arr
[(H,x—=pt)], = ([H],), x—=pt

Note that variable assignments in the heap are ignored (although in the heap
semantics this operation is applied only to heaps with just array references).
This can also be thought of as a predicate on the image of the function.
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Definition b.1.3 (Array references in a term). By induction:

arrRefs(x) =0

arrRefs(Ax.t) = arrRefs(t)

arrRefs(t t) = arrRefs(t1) U arrRefs(t,)
arrRefs(!t) = arrRefs(t)

arrRefs(let Ix = t1intp) = arrRefs(t1) U arrRefs(ty)
arrRefs((t1,£2)) = arrRefs(t1) U arrRefs(ty)
arrRefs(let (x,y) = tyinty) = arrRefs(t1) U arrRefs(t,)
arrRefs(share ) = arrRefs(t)
arrRefs(clonetj asxinty) = arrRefs(t;) U arrRefs(t)
arrRefs(unit) =0

arrRefs(a) = {a}

arrRefs(xt) = arrRefs(t)
arrRefs(newArray) =0

arrRefs(readArray) =0

arrRefs(writeArray) =Q

arrRefs(deleteArray) =0

Definition b.1.4 (Heap copy). The heap copy copy(H) copies all array
references (ignoring variable assignments in the heap; this function is only
ever called on sub-heaps with just array references) into fresh array references
along with a substitution (return as a pair). Defined:

copy(D) = (2,2)
copy(H, x+t) = copy(H)
((H',ar,arr,a’—arr), 0 U{a+— a'})
where (H',0) = copy(H) A a' #dom(H)

copy(H,a—,arr) =

Definition 15 (Heap-context compatibility). A heap H is compatible with
a typing context I if H contains assignments for every variable in the context
and the typing contexts of the terms in the heap are also compatible with the
heap. The relation is defined inductively as:

HeaT
REF
H,ar—,arr<xI,a: Array A D1

EmprTY

HM(F1+F2) IhHt:A xgdom(H)
(H, x> (T2 F £: A)) 5 (Tn,x: A)

Lin

HD<1(1"1+[I’2]) [rz} Ft:A x%dom(H)
(H, x>0 ([T2] - £: A)) 5a (T2, % : [A])

w
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Definition 16 (Usage context extraction). For a context I or heap H we
can extract usage information denoted T or H defined as:

=0

([,x:A)=T,x:1  (contexts)

D=0

(Hx—,(T'+t:A)=H,x:r

(H,a—,t)=H  (heaps)

Definition b.1.5 (Usage context approximation). We say that a usage
context A is approximated by another A' if A T A’ which is defined as
follows:

ACTA r<v
QC O (A,x:r)C (AN, x:1")

wherel < land1 < wand w < w.

MULTI-REDUCTION RULES

Hl—tle’l—t2|F1]A1
H/f_t2:>H//|_t3‘r2’A2
REFL

Hl_f:>H|_t|®’® Hl—t1:>H“|—t3|1"1,1"2]A1+A2

XT
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SINGLE-REDUCTION CONGRUENCES

Hbt ~ H [T A Hbt~ HFt|T|A
HFtthb ~ HFEGL|T|A ™  Hbpt— HEpt [T[A ™

Hbt ~ H £ |T|A
HElet (x,y) = finty ~ H Flet(x,y) = £ inty [T A =

H"tl ~ H’I—t’1|F|A
H & letunit =tyinty ~» H' b letunit =tjint, [T | A “7rETURit

Hit ~ H 4t |T|A
- 7 P LET!
Htlet!lx =tyinty ~ H' Flet!lx =t int, [T | A

HtEt~ HFE{|T|A
~share
H & sharet ~» H'IFsharet’ [T | A

Hbt ~ HFE|T|A
; n 7 - ~clone
H - clonetjasxint, ~» H'F clonetjasxinty [T | A

Hbt~ HF|T|A
: : ~clone!
H t clone!tasxint, ~ H'F clone!t asxinty [T | A

Hit~ HFt|T|A
HiF+t ~ H ' |[T|A
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SINGLE-REDUCTION B-RULES

H,x— ot x ~ Hx—otHt]|@]x:1 vaRw H,x—thx~ HFt|@]x:1 Akl

THY:A
HF AxH)t — Hxo(TFV:A) FE[x:A|D P

ITFH:A ToHt/:B
Ay
Htlet(x,y) = (#),t])ints ~ Hx—>(T1 -t A),y—=1 (T2 -] :B)Ft3 | D,x: Ay:B|D ©h

HF letunit = unitint ~ HEt| Q| @ 7 punit

[FM—hIA
ERETHE . . B
HElet!lx =t inty ~~ H,wa([r] Fh A) Ft | X: [A] ‘@

dom(H) = arrRefs(v)
H,H' + share (xv) ~ ([H],), H' Flv|?|® ~ Bshare

T'Fv:A  dom(H’) = arrRefs(v) (H",6) = copy(H')
H,H' Fclonelvasxinty ~ H,H',H",x—1(T F %(0(v)) : *A) F ty | x : %A | @ " clonep

a#tH
HF newArrayn ~» H,a—jarr b xa | Q| @

~newArray

~7readArray

H,a—,(arr[i] = v) - readArray (xa)i ~~ H,a—.(art[i] = v) b (v,*a) | D | D

H,ar—arr - writeArray (+a) i0 ~ H,a(art]i] = 0) - +a | @ | @  “riteAray

PN
H,a—arr I deleteArray (xa) ~ H & unit | @ | @  deleteAray

B.2 SUBSTITUTION AND WEAKENING PROOFS

Lemma 5 (Linear substitution). Given I' Ht' : Sand T',s : St t: T then
' +TF[f/s]t: T.

Proof. By induction on the structure of I',s : S -1 : T.

e (var)

Tlx:AFx:A X

Here, s = t = x necessarily because this is the only linear
variable in the scope (s ¢ dom([I'])), and thus S = T. We need to
show that I + [T - [t//s]s : S.

Then since [t/ /s]s = t/, and we have I” F ' : S, we can apply the
lemma of admissibility of weakening (Lemma 7) to derive the
goal I + [['] - ['/s]s : S.
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o (abs)

I'x:A+-t:B
TFixtA—-B "

S

By induction, we have I" +T,x : A - [t /s]t : B. We need to show
that T + T [t'/s](Ax.t) : A — B.

Applying the aBs rule to the induction hypothesis we getI" +T -
Ax.[t'/s]t: A — B.

Then by the definition of substitution we have I'" +T F [t'/s](Ax.t) :
A —o B as required.

e (app)

rll—tliA—OB rzl—tziA
I'n+I>HtHt:B

APP

We need to show that I" + T + T F [t'/s](t1 t2) : B.

By the definition of context addition and the fact that s is linear,
we either have s € I'1 or s € I'; but not both. So there are two
cases to consider.

- If s € I'1, then by induction on the first premise, we have
I"+Ty F [t'/s]t : A — B. Applying the APP rule to this
and the second premise gives I'" +T'1 + T F [t'/s]t; 2 : B.
Since s ¢ Iy, [t'/s]|t; [t'/s]t2 (which we need) is equivalent
to [t'/s|t t» (Which we have).

— If s € I'y, then by induction on the second premise, we have
I"+Ty F [f'/s]ty : A. Applying the APP rule to this and the
first premise gives I' + T + Ty &t [/ /s]t, : B.

Since s ¢ I'y, [t'/s]t; [t'/s]t2 (Which we need) is equivalent
to t; [t /s|t, (Which we have).

e (dereliction)

I'x:A+t:B
Ix:[A]Ft:B

DER

We know that x # s as x here is non-linear whilst s is a linear
assumption, thus we assume I' =T",s: S

By induction, we have I 4+ (I, x : A) = [t'/s]t : B. We need to
show that (I" +T"),x: [A] - [t'/s]t : B.

Applying the DER rule to the induction hypothesis we get I +
I",x:[A] & [f'/s]t : B, whose context, if it is defined is then
equal to (I" +T"),x : [A] and we are done.
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e (bangIntro)

THt:A |
mFA !

This case is trivial, since by the premise I' contains only non-
linear assumptions, so cannot contain any linear variables.

¢ (bangElim)

Fll_tltlA Fz,X:[A]"tz:B
I +ToFlet!lx =t inty : B

We need to show that I +T1 + T - [t/ /s]let!x =t int; : B.

By the definition of context addition and the fact that s is linear,
we either have s € I'; or s € I'; but not both. So there are two
cases to consider:

- If s € I'y, then by induction on the first premise, we have
I"+Tq = [t'/s]t; : 'A. Applying the !¢ rule to this and the
second premise gives I" + T + T F letIx = [t/ /s]tyintp : B.
Since s ¢ Iy, [t/ /s|let!x = t1 int; (Which we need) is equiva-
lent to let!x = [t/ /s]t; in t, (which we have).

- If s € I'y, then by induction on the second premise, we have
I"+Ty,x: [A] F [f'/s]ta : B. Applying the !E rule to this and
the first premise gives I" +T'1 +T'» - let!x =ty in [t /s]t : B.
Since s ¢ Ty, [t'/s]letIx = t1 in f, (which we need) is equiva-
lent to let!x = t1in [t'/s]t, (which we have).

e (pairlntro)

Fll—tliA le‘tz:B 2
I+ F (h,h):AQB !

We need to show that I" + T + T F [t'/s](t,t2) : A® B.

By the definition of context addition and the fact that s is linear,
we either have s € I'1 or s € I'; but not both. So there are two
cases to consider:

- If s € I'y, then by induction on the first premise, we have
I"+ T F [f/s]t; - A. Applying the ®; rule to this and the
second premise gives I + T + T2 = ([t /s]t1, t2) : A® B.

Since s & Ty, [t'/s](t1,t2) (Which we need) is equivalent to
([t'/s]t1, t2) (which we have).
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- If s € I'p, then by induction on the second premise, we
have I" + Ty, x : [A] - [t/ /s]t2 : B. Applying the ®; rule to
this and the first premise gives I'' +T'1 + T = (#1, [t'/s]t2) -
A®B.

Since s ¢ I'y, [t'/s|(t1, t2) (Which we need) is equivalent to
(t1,[t'/s]t2) (which we have).

e (pairElim)

I'rkFH:A®B Iy,x:Ay:BFt:C
F1+F2|—Iet(x,y) =Hinty: C

QE

We need to show that I" + T + T F [t//s]let (x,y) = t1inty : C.

By the definition of context addition and the fact that s is linear,
we either have s € I'1 or s € I'; but not both. So there are two
cases to consider:

- If s € I'1, then by induction on the first premise, we have
I"+Tq1 F [f'/s]h : A® B. Applying the ®g rule to this
and the second premise gives I" +T1 + I F let(x,y) =
[i’//S]t] in tr : C.

Since s ¢ T, [f'/s]let(x,y) = tyinty (Which we need) is
equivalent to let (x,y) = [t'/s]t; inty (which we have).

- If s € I'y, then by induction on the second premise, we have
["4+Ty,x:Ay:BF [t'/s]t, : C. Applying the ® rule to
this and the first premise gives I'" + T + T I let (x,y) =
trin[t'/s]ty : C.

Since s ¢ Ty, [t'/s]let(x,y) = tyinty (Which we need) is
equivalent to let (x,y) = tyin [t /s]t, (which we have).

e (unitIntro)

[T]F unit: 1 L

Holds trivial since there is no linear assumption in the context,
so the premise is false.

e (unitElim)

F1I—t1:1 rzl_tztB
I'1+TyF letunit =t inty : B

We need to show that I" +T; + T'p F [t/ /s]letunit =ty int, : B.

By the definition of context addition and the fact that s is linear,
we either have s € I'1 or s € I'; but not both. So there are two
cases to consider:
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- If s € I'y, then by induction on the first premise, we have
I"+T1 F [t'/s]t; : 1. Applying the 1f rule to this and the
second premise gives I’ +T'1 +I'y - letunit = [t/ /sty inty
B.

Since s ¢ T, [t'/s]letunit = tyint; (which we need) is
equivalent to letunit = [t'/s]t; inty (Which we have).

— If s € I'y, then by induction on the second premise, we have
I"+ Ty - [t'/s]ta : B. Applying the 1f rule to this and the
first premise gives I" +T'1 +I'x - letunit = tyin[t'/s]ty : B.
Since s ¢ Ty, [t'/s]letunit = tjint; (which we need) is
equivalent to letunit = t;in [t'/s|t, (Which we have).

e (share)

T'Ht:+A

I' - sharet: A SHARE

By induction, we have I" +T F [f'/s]t : *A. We need to show
that T” + T I [t'/s](sharet) : A.

Applying the sHARE rule to the induction hypothesis we get
"+ T (share [t'/s]t) : |A.

[t'/s](sharet) is equivalent to (share [t'/s]t), which we have.

(clone)

F1I—t1:!A FQ,x:*Af_tzilB
I'1+T5F clonet;asxinty : 'B

CLONE

We need to show that I" +T; + I, F [t'/s]|clonet; asxint; : B.

By the definition of context addition and the fact that s is linear,
we either have s € I'1 or s € I'; but not both. So there are two
cases to consider:

- If s € I'y, then by induction on the first premise, we have I +
Iy F [f'/s]t : !A. Applying the cLONE rule to this and the
second premise gives I +T'1 + I = clone [t'/s]ty asxint; :
'B.

Since s ¢ Ty, [t'/s]clonet; asxin t; (which we need) is equiv-
alent to clone [t'/s]t; asxin t; (which we have).

- If s € I'p, then by induction on the second premise, we
have I" + T, x : *A  [f'/s]t, : |B. Applying the CLONE
rule to this and the first premise gives I" +T; + T, F
clonety asxin [t'/s]ty : IB.

Since s ¢ Ty, [/ /s]clonet; asxint; (which we need) is equiv-
alent to clonetj asxin [t'/s|t; (which we have).
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e (nec)

Ot A

[T]F *t: A NEC

Holds trivially since the typing here contains no linear assump-
tions and thus its context does not match the form of the lemma
with linear assumption s : S.

¢ (primitives) The primitive operations have typing:

new

[T] F newArray : N —o «x(Array IF)

read

[['] - readArray : *(Array F) —o IN —o [F ® *(Array IF)

it
[T] - writeArray : (Array F) — N —o F —o #(Array F) "

del

[['] I deleteArray : «(Array [F) —o 1

The lemma holds trivially since the typing here contains no
linear assumptions and thus its context does not match the form
of the lemma with linear assumption s : S.

O]

Lemma 6 (Non-linear substitution). Given [I'| -t :Sand T,s: [S] Ft:
T then [I") + T+ [t'/s]t: T.

Proof. By induction on the structure of I',s : St : T.

e (var)

TLx:AFx:A %

Two cases:

1. x = s. Not possible as the typing doesn’t match; s is a
non-linear variable.

2. x # s therefore x € dom(T), i.e. the typing is:
T",s:8],x: Al x: Avar

Thus since ['/s]x = x we get the goal here by re-deriving
the variable typing as follows (since it include arbitrary
weakening in its definition):

T+T'],x: Ak x:Avar

satisfying the goal here.
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o (abs)

I''x:AFt:B
TFAxt:A—oB °%°

By induction, we have [I"] +T,x : A - [t'/s]t : B. We need to
show that [I"] + T F [t//s]Ax.t : A — B.

Applying the aBs rule to the induction hypothesis we get [I'] +
[ Ax.[t'/s]t: A — B.

Then by the definition of substitution we have [I'| +T F [/ /s]Ax.t
A —o B.

(app)

F1|‘t1:A—OB r2|_t2:A
F1+F2|—t1t2:B

APP

We need to show that [I'] + T + Ty = [t'/s]t1 t2 : B.

By the definition of context addition we have either s € I'; or
s € I'; or both, so there are three cases to consider.

1. If s € T'y, then by induction on the first premise, we have
[I"] + Ty F [t'/s]ti : A — B. Applying the APP rule to this
and the second premise gives [I'] +T1 + o & [t'/s]t; tp : B.
Since s ¢ I'p, [t'/s]t; [t'/s]t2 (Which we need) is equivalent
to [t'/s|t t» (Which we have).

2. If s € I'y, then by induction on the second premise, we have
[I"] + T, = [t'/s]t, : A. Applying the aPP rule to this and
the first premise gives [I"| +T1 + T - t1 ([t'/s]t2) : B.
Since s ¢ I'y, [t'/s]t [t'/s]t2 (Which we need) is equivalent
to t; [t'/s|t (Which we have).

3. If s € I'; and s € Ty then by induction on the both premise,
we have [I'| 4+ T, F [t//s]t : A and [I"| +T1 & [f'/s]h :
A —o B. Applying the aprp rule to this and the first premise
gives
']+ [I"] +T1 +Ta F ([f'/s]t1) ([t'/s]tz) : B.

By the definition of context addition [I] + [I’] = [I’] so we
have the goal here.

o (dereliction)

I'x:A+t:B
Ix:[A]Ft:B

DER

There are two cases to consider depending on the location of s:



B.2 SUBSTITUTION AND WEAKENING PROOFS |

1. x = s Therefore the goal is [['] + T F [f'/s]t : B which
follows by applying Lemma 17 on the premise

2. x £5s,ie,x € dom(T) i.e.,, T =T",s : [S] then we induct on
the premise to get ([I'] +T"),x : A+ [f'/s]t : B on which
we apply dereliction again to get the goal.

¢ (bangIntro)

I-t:A |

Mt 1Aa !
Let I' = T'y,s : S thus we can induct on the premise yielding
[I'] + [[1] F [¢'/s]t : A upon which we can apply promotion
again yielding;:

T4+ [Ty F [ /s]t: A
[T'] 4+ [Tq] E ([t /s]t) = 1A

T

which satisfies the goal since syntactic substitution is defined

[t /st = 1([t'/s]t).
¢ (bangElim)

IMEtH:!A Tyx:[AlFt:B
I'i+ToFlet!lx=tint, : B

We need to show that [I'] + T + T F [t//s](let!x = t1intp) : B.

The reasoning is almost identical to that of the application case
where (app) where we inductively apply the substitution and
we rely on the property that [I'] + [I'] = [I'] in the case that s
appears in both subterms.

e (pairIntro)

Fll—tl:A rzl—tziB
F1+le—(t1,t2):A®B

Q1

As above for (bangElim) and (app), same proof pattern.
e (pairElim)

r1|_t12A®B Fz,x:A,y:Bl—tz:C
IM+TyFlet(x,y) =tinty: C

KF

Same dual induction as for (app), (bangElim), (pairIntro).
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¢ (unitIntro)

[T F unit: 1 L

Let [I'] = [I'1],s : [S], [T2] then since [t'/s]unit = unit then we can
get the goal I + [T'] I [//s]unit : 1 simply by reapplying this
typing rule with the I + [I'] context.

(unitElim)

Fll—tlil le‘tzZB
I't + T2 F letunit = t1inty : B

Same proof pattern as in (app), (pairIntro) etc.

(borrow)

THt:*A

I' - sharet:!A SHARE

By induction, we have [I"| + T F ['/s]t : *A. We need to show
that [I"] + T = [t'/s](sharet) : |A.

Applying the sHARE rule to the induction hypothesis we get
[I'] + T F (share [t'/s]t) : A.

[t'/s](sharet) is equivalent to (share [t'/s]t), which we have.
(copy)

I'iHH: A I'y,x:*AFt: !B
I'1+T5F clonetyasxinty : !B

CLONE

Same pattern as (app), (pairElim) etc.

(nec)
DFt:A
[[] F xt: %A NEC
with I’ = I'y,s: S to match the form of this lemma.
The (closed) premise implies that [t'/s|t = t. Then the typing
rule NEC can be reapplied to yield:
DF[t'/s]t: A
[To +T'] = *([t' /s]t) : %A

NEC

where [[p + '] = [To] + [I'] and where *([t'/s|t) = [t'/s](xt) by
the definition of substitution, matching the goal of this lemma.

Holds trivially since the context is empty.
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o (primitives - newArray):

[I'] F newArray : N —o x(Array TF) new

with the assumption that I' = Iy, s : S. Then we can reapply the
typing rule here to get:

new

[To + I']  newArray : IN —o *(Array F)
satisfying the lemma.
¢ (remaining primitives)

read

[['] F readArray : *(Array F) —o IN —o [F ® *(Array IF)

write

] F writeArray : (Array F) —o IN — [F —o *(Array IF)
del

[['] - deleteArray : «(Array [F) —o 1

each has the same proof structure as for newArray where we
simply reapply the typing with the different context (which is
unconstrained in these rules).

O
Lemma 7 (Weakening is admissible). Given I' -t : Athen T, [I'] -t : A.

Proof. By induction on typing.

e (var)

T x:AFx:A %

Typing of variables naturally includes weakening since we can
introduce any additional context thus we get here:

VAR

IT],x:AkFx:A

which gives the goal by the definition of the all-non-linear predi-
cate (Def. 13).

o (abs)
Ix:AFt:B
TFAxi:A B %

By induction.
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* (app)

I'iHt4:A—B ILhHH:A
I'+ToFtit: B
By induction on either premise to add the weakening context,
which is then preserved by +.

APP

(derelict)
Ix:AFt:B
I,x:[A]Ft:B PER
By induction.
(bangIntro)
I-t:A
N

By induction via the definition of the all-non-linear predicate
(Def. 13).

(bangElim)

Mt !A  Tox:[AlFt:B
In+IykFlet!lx=Hint, : B

‘E

By induction on either premise to add the weakening context,
which is then preserved by +.

(pairIntro)
F1|—t1:A r2|—tziB
F1 +F2 F (tl,t2) 2A®B

By induction on either premise to add the weakening context,
which is then preserved by +.

I

(pairElim)

F1I—t1:A®B Fz,x:A,y:Bi—tZ:C
IM+TyFlet(x,y) =tinty: C

QF

By induction on either premise to add the weakening context,
which is then preserved by +.

(unitElim)
I'kFt1:1 TIokEt:B
I't +T7 F letunit =t1inty : B
By induction on either premise to add the weakening context,
which is then preserved by +.

E



B.2 SUBSTITUTION AND WEAKENING PROOFS | 197

e (borrow)
FEt:+A

Tt sharet:!A SHARE

By induction.

* (copy)

Fll—tl:!A rz,x:*Al_tzilB
I'1+T5F clonet;asxinty : 'B

CLONE

By induction on either premise to add the weakening context,
which is then preserved by +.

e (nec)
OFt:A
[[] b xt: xA NEC
The context in the premise is empty so we can naturally intro-
duce any additional context in the succedent, giving the goal by
the definition of the all-non-linear predicate (Def. 13).

¢ (newArray)

[I'] - newArray : IN —o x(Array FF) new

By re-applying the rule and adding in the extra weakened as-
sumptions, where [I,I"| = [T], [I"].

o (readArray)

read

[T] F readArray : «(Array F) —o IN — F ® *(Array IF)

As above, by re-applying the rule and adding in the extra weak-
ened assumptions, where [I,I"] = [T], [I"].

o (writeArray)

write

[T] F writeArray : x(Array F) —o IN — [F —o *(Array IF)

As above, by re-applying the rule and adding in the extra weak-
ened assumptions, where [[,I"] = [T], [I"].

o (deleteArray)
del

[['] F deleteArray : #(Array IF) — 1

As above, by re-applying the rule and adding in the extra weak-
ened assumptions, where [T, I'] = [I'], [I"].

O]
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B.3 TYPE SAFETY

B.3.1 Value lemma

Lemma b.3.1 (Value lemma). Given I' - v : A then depending on the type,
the shape of v can be inferred:

o A= A" — Bthen v = Ax.t or a partially applied primitive term p
o A=!A"thenv =t
o A=A"®B thenv = (t, 1)
o A =1then v = unit
o A =xAthenv =0
e A=Nthenv=n
o A=Fthenv=f
e A=ArrayFthenv=a
Proof. Recall the value sub terms grammar is:

vi= (t,tp) |unit |t | | Axt|i|a]|p
(value terms sub-grammar)

where p are partially-applied primitives, such as newArray, readArray,
or readArray (xa). i.e.,

p ::= newArray | readArray | readArray (*a)
| writeArray | writeArray (xa) | writeArray (xa) i | deleteArray

We then proceed by case analysis on the type A to match the structure
of the lemma. In each case we must consider what possible values can
be assigned the type A and by which rules.

In all cases, there exists a derivation based on dereliction, e.g., for
the case where A = A’ — B

FLx:AFt:A'—B
D
[x:[A|Ft: A" —B

ER

in which case we can apply induction on the premise to get the result
since the term is preserved between the premise and the conclusion.
We elide handling this separately each time in the cases that follow as
the reasoning through dereliction is the same each time.
o A = A’ — B then there are two classes of possible typing:
— Abstract term:
ILx:A'-t:B
A
FAxt:A"—B

BS

thus v = Ax.t as in the lemma statement.
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— Primitive term p formed by an application of zero or more
values to a primitive operation, of which there are then all
seven possibilities:

1.

[T'] - newArray : N —o *(Array [F) new

thus v = newArray

2.
[T'] F readArray : «(Array F) —o IN — [F ® *(Array F) read
thus v = readArray
3.
d
[['] F readArray : *(Array F) —o IN —o [F ® *(Array F) rea
[[],a: Array At xa: x(Array A) rar -
[I'],a: Array A I readArray (xa) : N —o F ® *(Array F)
thus v = readArray (*a)
4.
it
[T] - writeArray : % (Array IF) —o IN —o IF —o «(Array IF) wte
thus v = writeArray
5.
write

[T'] F writeArray : *(Array F) —o IN —o [F —o *(Array IF)
[[],a:Array At *a: x(Array A) rar

APP
[['],a: Array A F writeArray (*a) : IN — F —o [F @ *(Array F)
thus v = writeArray (*a)
[T] F writeArray : *(Array F) — IN —o IF —o *(Array F) write
6. [[],a: Array A+ *a: x(Array A) ran -
[[],a: Array A = writeArray (xa) : F ® x(Array F) QFi:IN
APP

[[],a: Array A F writeArray (xa)i:F — IF @ %(Array F)

thus v = writeArray (*a)

del

[T'] F deleteArray : #(Array IF) — 1
thus v = deleteArray
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e A = A’ then there is only one possible non-dereliction typing

of a value at that type:

Tl Ft:A '
DT

thus v = !t as in the lemma statement.

A = A’ ® B then there is only one possible non-dereliction
typing of a value at that type:

IiHt:A Thbt:B
/ 7 ®
1"1-|-1"2|—(t1,t2):A ®B

I

thus v = (t1, ;) as in the lemma statement.

A =1 then there is only one possible non-dereliction typing of
a value at that type:
[T]F unit: 1 L

thus v = unit as in the lemma statement.

A = *A' then there is only one possible non-dereliction typing
of a value at that type:

DFt:A
T

thus v = %t as in the lemma statement.

A = N then v = n Trivial case on typing of constants which is
elided in this paper for brevity (but covered by the core type
theory of Granule for example).

A = T then v = f Trivial case on typing of constants which is
elided in this paper for brevity (but covered by the core type
theory of Granule for example).

A = Array [F then v = a then the only possible typing that is a
value is given by:

[[],a:Array Al a: Array A ar

(and since the only type of arrays is IF currently).
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B.3.2 Progress proof
Theorem 3 (Progress). Values of the heap model v are given by:

vi=(t,t) |unit | *t | 1| Axt|i]alp
(value terms sub-grammar)

where p are partially-applied primitives, such as newArray, readArray, or
readArray (xa). Given I' &t : A, then t is either a value, or if H>< g +T
there exists a heap H', term V', usage context A, and context I such that
HFt~ HEY|T|A.

Proof. By induction on typing.

e (var)

Tlx:AFx:A %

with H > [I'],x : A which by inversion of heap compatibility
could imply either H = H', x+—1t' or H = H', x—,t', for which
each has a reduction:

1. H ,x—t

Hx—ithx~ HFt|@]x:1 ¢

/ /
2. H x>t

H,x—ptbEx ~ Hx—tbEt| O] x:1 vARw
o (abs)
I'x:A+-t:B
TFAxi:A—-B °
A value.
e (app)
I'Nkt;:A—B IoEH:A
APP

I'+IFtHt: B

By induction on the first premise, there are two possibilities.

1. t; is a value and therefore by the value lemma there are a
number of choices:
- t1 = Ax.t]. Therefore we can reduce by ~.

— t1 = newArray therefore A = N

Therefore we induct on the second argument:
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+ tp is a value and therefore by the value lemma
(Lemma 10) t = n and thus the typing is:

'En:IN
[ newArrayn : x(Array IF)

new
with H < (Tp +T).
Thus there is a reduction as follows:

a#H
PONN
H F newArrayn ~ H,a~arr b *a | @ | @ newArray

* tp is not a value and thus has a reduction, therefore
we can build the compound reduction:

Hbty~ HF£[T|A
H F newArrayty ~~ H' - newArrayt;, | T | A

~prim

- t; = readArray therefore A = *(Array F) —« IN — F ®
(Array TF)

+ t is a value and therefore by the value lemma on
«(Array F) (Lemma 10) t; = (*a) and thus t f, =
readArray (xa) which is also a value.

* 15 is not a value and thus has a reduction, therefore
we can build the compound reduction:
Hbt ~ HFH|T|A
H I readArray tp ~ H' I readArrayt, | T | A

~prim

-t = readArray (xa) therefore A = IN — [F ® «(Array F)

+ ty is a value and therefore by the value lemma on
I'; =t : N (Lemma 10) implies t; = n and thus the
typing is refined at runtime as follows:

[[1],a: Array F +a: (Array FF) arr
*xarr

[[1],a: Array F b xa : x(Array IF) IbHi:IN
[[1] 4+ T2,a: Array IF F readArrayai: F @ x(Array IF)

read

with H' b (T + [I'1] 4+ I'2,a : Array F), and by the
heap compatibility rule for array references there
exists some H such that H = H,ar—,arr.

Then there is a reduction as follows:

H,a—,(arr[i] = v) - readArray (*a)i ~» H,a—(art[i] =v) - (v,%a) | Q| D readAray
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* 15 is not a value and thus has a reduction, therefore
we can build the compound reduction:

Hbty ~ HF|T|A
H - readArray (xa) to ~» H' I readArray (xa)th | T | A

~prim

-t = writeArray therefore A = x(Array F) —o IN —o
F —o x(Array FF)

+ ty is a value therefore by the value lemma (Lemma 10)
ty = (xa) and thus t; f, = writeArray (*a) which is
also a value.

* f5 is not a value and thus has a reduction, therefore
we can build the compound reduction:
Hbty ~ H FH|T|A
H I writeArray ty ~ H' b writeArrayt; | T | A

~prim

- t; = writeArray (xa) therefore A = IN — F —o *(Array IF)

+ ty is a value therefore by the value lemma (Lemma 10)
tp = n and thus f £, = writeArray (xa) n which is
also a value.

* 17 is not a value and thus has a reduction, therefore
we can build the compound reduction:

Hbty ~ H E|T|A
H + writeArray (xa) ty ~ H' - writeArray (xa)ty | T | A

~prim

- t; = writeArray (xa) i therefore A = [F ® *(Array FF)

+ ty is a value and therefore by the value lemma on
Iy Ftr : F (Lemma 10) implies f, = f and thus the
typing is refined at runtime as follows:
I1],a: Array F - a: (Array FF) arr

*a
[[1],a: Array F F xa : x(Array IF) " IHi:IN T3k f:F
[[1] + T2+ T3,a: Array IF F writeArrayai f : «(Array [F)

write

with H' b (Tg + [I'1] + T2 4+ I'3,a : Array F), and
by the heap compatibility rule for array references
there exists some H such that H' = H,a,arr.

Then there is a reduction as follows:

H,ar—arr - writeArray (a) i0 ~ H,a— (art[i] = 0) - #a | @ | @  “iteAra
* 17 is not a value and thus has a reduction, therefore
we can build the compound reduction:
Hrty ~ H FH|T|A
H + writeArray (xa) ity ~ H' writeArray (xa)ith | T | A

~prim
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— t; = deleteArray therefore A = «(Array IF) —o 1

+ tp is a value and therefore by the value lemma
(Lemma 10) tp = a thus the typing is refined at
runtime as follows:

[I'],a:Array F Fa: (Array FF) arr
[['],a: Array F | xa : (Array IF)
[I'],a: Array F I deleteArray : 1

xarr

del

with H > (g + [T],a : Array F), and by the heap
compatibility rule for array references there exists
some H such that H' = H,a—,arr.

There there is a reduction as follows:

H,a—,arr - deleteArray (xa) ~ H F unit | @ | @ 7 deleteArray

* 17 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HEty ~ HFt|T|A
H  deleteArray t, ~» H' F deleteArrayt) | T | A

~prim

2. otherwise, by induction on the premise we then have that
there exists heap H’, term #], usage context A, and context
I" such that H - t; ~» H' F#] | I’ | A. Therefore we can
reduce by ~ pp.

o (derelict)
I''x:A+t:B
Ix:[A]Ft:B

Goal achieved immediately by induction on the premise.

DER

¢ (banglntro)
I-t:A \
TFt:1A !

A value.
¢ (bangElim)

Fll_tlilA rz,XZ[AM—tzZB
I'i1+TrFlet!lx =t inty : B

By induction on the first premise, there are two possibilities.
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1. # is a value and therefore by the value lemma #; = !#]. This
refines the typing as follows:

[I‘ﬂ}_t/lIA |
C]F#H:A" Dyx:[AFb:B

O]+ ok lettx = Wint,: B ©

Therefore we can reduce by ~ 4.

2. Otherwise by induction on the premise we then have that
there exists heap H', term t’l, usage context A, and context
I such that H| —t1 > H'| — t1’;G’; D. Therefore we can
reduce by ~> g1

¢ (pairlntro)
Fll—tle rzl—tle
Ih+IhE (tl,tz) tA®B

Q1

A value.
e (pairElim)

I'kFtH:A®B Iy,x:Ay:BEt:C
I+ let(x,y) =tinty: C

E

By induction on the first premise, there are two possibilities.

1. t is a value and therefore by the value lemma t; = (#], /).
This refines the typing as follows:

I HH:A le—tﬁlzB@)
T1+ToF (E,8]):A®B ' Tsx:Ay:BrFt:C
[+ T2+ sk let(x,y) = (#,t])inta: C

QF

Therefore we can reduce by ~~gp.

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t}, usage context A, and context
I’ such that H| —t > H'| — t1/;G’; D. Therefore we can
reduce by ~pgre.

¢ (unitIntro)

—_— 1
T+ unit:1 '

A value.

205
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¢ (unitElim)
Fll—tlil rzl—tziB
I'n + T F letunit =t1inty : B

By induction on the first premise, there are two possibilities.

E

1. t is a value and therefore by the value lemma t = unit.
Therefore we can reduce by ~gnit.-

2. Otherwise by induction on the premise we then have that
there exists heap H’, term #], usage context A, and context
I” such that H| —t > H'| —t1’; G/; D. Therefore we can
reduce by ~igrynit-

e (share)
I'Ht:%xA
I' - sharet:!A
By induction on the premise, there are two possibilities.

SHARE

1. t is a value and therefore by the value lemma t = x*t'.
Therefore we can reduce by ~gshare-

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t, usage context A, and context I'”
such that H| —t > H'| — t/; G/; D. Therefore we can reduce
by ~7share-

e (clone)

Fll—tl:!A FZ,XZ*Al_tzilB
T'1+T5F clonetyasxinty : !B

CLONE

By induction on the first premise, there are two possibilities.

1. t; is a value and therefore by the value lemma t; = !t. Then
there are again two possibilities.

a) tis itself a value. This refines the typing as follows:

[Fl] Fo:A |
L] Fw:lA | Tyx:+Akt: 1B
[[1] + T2 F clone!lvasxint, : |B

CLONE

Therefore we can reduce using ~~cioneg-

b) Otherwise by induction on the premise we then have
that there exists heap H’, term ¢/, usage context A, and
context I'” such that H| —t > H'| —t/; G’; D. Therefore
we can reduce by ~¢jonel-
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2. Otherwise by induction on the premise we then have that
there exists heap H’, term #, usage context A, and context
I" such that H - t; ~ H' ] | T" | A. Therefore we can

reduce by ~cjone-

e (nec)
OFt:A
TTF %t A NEC
Then by induction either ¢ is a value so *t is a value or there is a
reduction which we can plug into the following reduction:

Hbt~ HFY|T|A
Hb %t~ HF+t/ [T|A "

e (array)

[[],a:Array A a: Array A ar

A value.

¢ (uniqueArray)

*xarr

[[],a:Array AF %a: x(Array A)

A value.

B.3.3 Conservation proof

Theorem 4 (Conservation). For a well-typed term I' =t : A and all T'y and
H such that H > (Tg+T) and a reduction H+-t ~~ H' B |T1 | A we
have:

. T'FY:A AN Hx(To+T') A (H+A)C(HT)
Proof. By induction on the structure of typing and reductions.

e (var)

Tlx:AFx:A X
With two possible reductions and heap compatibilities:

— With heap compatibility derivation:

H T+ [T+ T'Ht:A
H x5 (I t: A) pa (To + [T],x: A)

Lin
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and the reduction:

Hoaxn([ i :AbFx—-HEE|O|x:1 ™
The resulting typing judgment is then given by I" - ¢t :
A, which by Lemma 7 (weakening) can be weakened to
[[],T" - t: A to give the typing result here (first conjunct)
and then the required concluding heap compatibility deriva-
tion (second conjunct) of H > Ty + [I'] +I" is given by the
tirst premise of the incoming heap compatibility above.

Finally, the third goal conjunct is:

(H)+x:1
— H,x:1

C (H,x—1(I"Ft:A)),?
C H,x:1
which follows by reflexivity of the preorder.
— With heap compatibility derivation:
Hy > Ty + I+ [I] T Ht:A
Hy,x—~o(T"Ft:A) < (Tg+ [T],x: A)

Lin

and thus the only possible reduction is:

I VARW

Hy,x—=,([I'|F:A)Fx ~ Hy,x—=o ([T FE A FE O x:1

The resulting typing judgment is now given by [I'] 4 [I"], x : [A] -
' : A obtained by weakening (Lemma 7) on [I'] - ' : A to
introduce the assumption of x : [A] (note, now non-linear) and
the previous context [I']. This then allows the final heap to be
compatible with typing.

The final heap is H' = Hy,x—,([I"] - ¥ : A) and then the re-
quired heap compatibility derivation is derived uses the premises

of the incoming heap compatibility above but using w and rely-
ing on idempotence of context addition:

HyxiTo + [T] + [T7] o
Hixlo+ [+ [+ [Ft:A
Hy,x s ([['] F £: A) b (To + [T + [T, x: [A])

Finally, the third goal conjunct is:

(Hy,x—o([I'Ft:A)+x:1 ©  (H,x—o([[']Ft:A)+0
— Hy,x:w+x:1 C Hx:w
— H,x:w C Hx:w

which follows by reflexivity of the preorder and by absorption
asw+1=w.
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o (abs)

Ix:A+-t:B
TFaxfA—-B "

S

Has no reduction so the case is trivial here.

e (app)
I'kt:A—B I A
I+I-tt: B
For which there are three possible reductions (one of which
refines the typing)

APP

- t; = Ax.t] thus the typing is:
I,x:AFt;:B
ABS
Fll—Ax.t’le—>B It A
[+ F (Axt))ta: B

APP

and we have compatibility H < I + (I'1 + I'2) with one
possible reduction:

HF (At = Hxo(ToF A FE |x:AlQ F

Therefore the resulting typing judgment is I';,x : A F ] :
B and we construct the goal compatibility judgment as
follows, using the incoming compatibility assumption:

HxxTyg+I714+1>
(H,x'—>1(1“2 + t : A)) > Fo—f— (Fl,x : A)

Lin

(where x ¢ dom(T) since it was bound in the term here).

The remaining goal is then:

,X 1 A)
x:1

(Hx—1(TkHt:A)+Q)
= (H,x:1)

(

| =

C
C

E

4

which follows by reflexivity of the preorder.

- otherwise application, evaluating the left

Hbt ~ HFE|T|A
7 7 "~ APP
HFtt, » HFEG|T|A

with compatibility H > (Tg + (I'1 +T2)).

Apply this theorem inductively on I'y - ¢; : A — B with Ty
(in the recursive call) instantiated to I'g + I'; which yields
I Ft;: A — B with H such that H > ((Ty +TI2) +T7)
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and (H'+ A) C (H,T) (which subsequently provides the
third goal immediately).

Thus the resulting typing judgment for this case is the
application:
Fi"tlliA—>B rzf—tziA
/1 +Ih F (/\xt’l) tr : B

APP

Therefore the resulting context is I’ = F’l +TI'5 for which the
heap compatibility judgment H' > (Tp + (I'; +T)) follows
from the inductive call via associativity and commutativity
of context +.

- or t; = p (primitive partially-applied value) and t; is not a
value thus we have the reduction

HEty ~ H Ft|T|A
HEpty ~ H Fpty [T | A

~7prim

with compatibility H < (Fp + (T'; +I2)).

Applying the theorem inductively on I'; -, : A (second
typing premise) with the I'g parameter of the recursive call
instantiated to I'g + I'; which yields I'; - #} : A with H' such
that H' > ((To+T1) +T%) and (H'+ A) C (H,T) which
then provides the third goal conjunct here immediately.

The result typing judgment is the application:

ITEp:A—=B ThrHth:A
[ +T5Fpty:B

APP

Therefore the resulting context is I = I'y 4 I} for which the
heap compatibility judgment H' < (Tp + (I'1 4+ T%)) follows
from the inductive call via associativity and commutativity
of context +.

- t; = newArray and t; = n There is only one possible reduc-

tion:

a#tH
VNN
HF newArrayn ~» H,arsarr - *a | D | D newArray

But here I' = A = @ and there is no new grading informa-
tion on the heap, so the goal follows by reflexivity of the
preorder.

- tp = readArray (*a) and t; = n. There is only one possible
reduction:

H,a—(art[i] = 0) I readArray (+a) i ~ H,a—(art[i] = 0) - (v,4a) | @ | @  'dAT
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But here I' = A = @ and there is no new grading informa-
tion on the heap, so the goal follows by reflexivity of the
preorder.

- tp = writeArray (xa) n and t, = f. There is only one possible
reduction:

~writeArray

H,a—,arr b writeArray (xa)iv ~ H,a—,(arr[i] =v) F*a | Q| @
But here I' = A = @ and there is no new grading informa-

tion on the heap, so the goal follows by reflexivity of the
preorder.

— tp = deleteArray and t, = *a. There is only one possible
reduction:

H,a—arr I deleteArray (xa) ~ H F unit | @ | @ 7 deleteArray

But here I' = A = @ and there is no new grading informa-
tion on the heap, so the goal follows by reflexivity of the
preorder.

o (der)
I'x:A+t:B
[,x:[Al-t:B
with compatibility H < (T, x : [A]), which must have derivation
(only possible one):

DER

HMF0+F+[F1] [Fﬂl—t’lA w
(H,x—,([[1] F# 1 A)) < To+ (T, x: [A])

We can re-derive heap compatibility from the premises here as:

(H,x—u(T1] F £, s A)) 02 To + (T, x - A)

Lin

This provides heap compatibility which can be used with the
premise of typing to inductively apply conservation, yielding
some output judgment I’ + #' : B the goal (H' + A) C (H,Ty)
and the heap compatibility with H' b (g 4+ I'") which provides
the goals here.

e (banglntro)

I-t:A \
M F1A !

Has no reduction so the case is trivial here.
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¢ (bangElim)

IhMkEt:!1A Tyx:[AlFt:B
In+IykFlet!lx=Hint, : B

For which there are two possible reductions:
- t; = !t} thus the typing is
[1“1} = ti A |
C]F#H:A " Tyx:[AFb:B
[+ To b lettx = Wint,: B

and we have compatibility H < Ty + ([T'1] 4 I';) with one
possible reduction:

Hb letlx = inty ~ Hxsot) Fta | x: Al |@ P

Therefore the outgoing heap is H' = H,x—,([I1] -t} : A)
and the resulting typing judgment is I'p,x: [A] - £, : B
and we can construct the goal compatibility judgment as
follows, using the incoming compatibility assumption:

Hoa(To+ M) +T2  [D]FH:A
(H, x>0 ([T1] F £ : A)) =1 Tg + (T2, x : |A])

(where x ¢ dom(T) since it was bound in the term here)

The remaining goal is then:

(Hrru(TIFG:A) +@) C
—  (H,x:w) C (Hx:w)
which follows by reflexivity of the preorder.
- otherwise, the reduction can proceed by evaluating t:
Hrt ~ HFHI|T|A
- - ~ILET!
Hbletlx =tyinty ~ H' Flet!lx =t inty [T | A

with compatibility H > (g + (I 4+ I'2)).

Apply this lemma inductively on I'y F t; : !A with Ty
(in the recursive call) instantiated to I'g + I'; which yields
Il Ft] : A with H' such that H' b< ((Ig +1I2) +T7) and
(H' +A) C (H,T) (which subsequently provides the third
goal immediately).

e (pairlntro) with typing;:

Fll—tle le—tziB 2
I+ F (h,h):A®B !

Has no reduction so the case is trivial here.
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¢ (pairElim) with typing:

F1I—t1:A®B Fz,x:A,y:Bl—tZ:C
IM+TyFlet(x,y) =tinty: C

E

For which there are two possible reductions (one of which refines
the typing):
- t1 = (#],t{) thus the typing is:
[ H#:A le—t£’:B®
T1+ToF (E,8]):A®B ' Tsx:Ay:BFt:C
T'1+T+T3F let (x,y) = (t/,ta/) inty : C

®E
with H 1 Ty + (I'; + I’z + I's) with one possible reduction:

IFH:A ToH#:B
Hblet(x,y) = (¢, 8])ints ~ Hx— (Tt A),y—1(To -] :B)Ft3 | D,x: A,y:B|D ep

Therefore the resulting typing judgmentis I';,x: A,y : B+
t> : C and we construct the goal compatibility judgment as
follows, using the incoming compatibility assumption:

Hml"o+(1"1+1"2+1"3) Fll—tlliA

Lin
H,x»—>1(l"1l—t’1:A)D<1F0+(1"2+1"3),x:A le—t{’:B
H,x»—>1(F1 + ti :A),y»—)l(l"z F ti/ : B) > I + (Fg,x tAY B)

Lin

(where x ¢ dom(Tp) and y ¢ dom(Ty) since they were
bound in the terms here).

The remaining goal is then:

(H,le(Fl = tll ZA),yl—>1(r2 + ta’ : B)) + @ C
Hx:1y:1 C Hx:1y:1

which follows by reflexivity of the preorder.

— otherwise evaluate the left subterm:

Hbt ~ HFE|T|A
HFElet (x,y) = finty ~ H Flet(x,y) =t,int, [T | A ¢

with compatibility H 1 T + (7 + I'p).

Apply this lemma inductively on I'y - #; : A ® B with Iy
(in the recursive call) instantiated to I'g 4+ I'> which yields
I F ] : A® B with H' such that H' > ((Ip+T) +I) and
(H' +A) C (HT).

Thus the resulting conclusion here is the typing: I’} + T
let (x,y) = tjint; : C with heap compatibility from the
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induction by commutativity of associativity of + H' <
(To+ (I} + I'2)) and since output heap and usage matches
the induction then the last conjunct is from the inductive
evidence (H' +A) C (H,T).

¢ (unitIntro) with typing;:
T unie:1 !
Has no reduction so the case is trivial here.
¢ (unitElim) with typing:

F1I—t1:1 le‘tz:B
I't + 5 F letunit = t1int, : B

E

Has two possible reductions.
- t1 = unit

Then the typing is:

— 1
[1] Funit: 1 ! I'ot:B
[[1] + T F letunit = unitint, : B

E

with H 1 Ty 4 ([T'1] 4+ I'2) with one possible reduction:

~ Bunit

H t letunit = unitinty ~ HF1 | Q| @

The resultant typing is then obtained via weakening (Lemma 7)
on the second premise to get [I'1],I'2 - t, : B such that the
heap compatibility is just as before: H b I'g + ([T1] + TI).

Since in the reduction both the opened up binders I'y and
usage context A here are both @, so the goal here follows
by reflexivity of the preorder as H C H.

-h # unit.
Then we have H > Ty + (I'; 4+ I'2) with one possible reduc-
tion:

HbFt ~ HEH|T|A
H b letunit =tyinfy ~ H' b letunit =t]inf [T | A

~PLETunit

Apply the lemma inductively on I'y = ¢; : 1 with I’y (in
the recursive call) instantiated to I'g 4+ I'; which yields I'} -
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t1 : 1 with H' such that H' > ((Tg +I'2) + ') and (H' +
A) C (H,T).

The goal typing is then I’} + T - letunit =t inf, : B with
heap compatibility from the inductive evidence by commu-
tativity and associativity of + H' < ((I'p 4+ I'2) +I'}) and
(H'+A) C (H,T) from the inductive evidence provides the
final conjunct goal (as the usage context and opened binders
in this reduction are the same as the inductive premise).

e (share) with typing;:

I'Et:+A
T sharet: 1A JTAKE
There are two possible reductions:
- tis a value *v and we reduce by:
dom(H) = arrRefs(t)
H,H'F (share (xv)) ~ ([H],), H' Flv|?|®

"~ Bshare

with compatibility H, H' > (I +I').

By the value lemma (Lemma 10) on the typing I' - xv : *A
and by the fact that we only have unique arrays, we know
that v = 4 and so the typing here can be refined to:

rr

T1],a: Array At a: Array A ’
[[1],a: Array A b xa : x(Array A)

SHARE

with heap compatibility then H, H' <1 ([o+ [['1],a : Array A).
Furthermore dom(H) = arrRefs(t) then refines to dom(H) =
a.

Therefore the incoming heap is of the form (H',a—arr) >
(To + [T1],a : Array A) with the only possible derivation:
H' 1Ty + [T4]

; REF
(H',ar,arr) < (Tg 4 [I1],a : Array A)

The resulting typing judgment for this reduction is then
derived as:

rr

a
[[1],a:Array At a: Array A ’
[[1],a: Array A+ la: !(Array A) !

(using Definition b.1.1 on the all-non-linear predicate rede-
fined for runtime contexts which treats a as non-linear here,
enabling the promotion).
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Thus, the goal heap compatibility is ([H],,), H > (o +
[I'1],a : Array A) where ([H],,) = ([9,a—arr|,) = a—arr,
by Definition b.1.2. This goal heap compatibility judgment
is then derived.

H' > Ty + [T
H',a—parr < (Tg + [T1],a : Array A)

REF

Lastly the final goal conjunct specialises to (H’, a— ,arr) C (H’,a—,arr)
which holds by reflexivity of the preorder since reference

counts are ignored by usage context extraction, so this just

becomes H' C H'.

- tis not a value, and thus there is one possible reduction:

Hbt~ HF{|T|A
~share
H - sharet ~~ H'Fsharet/ |T | A

with compatibility H < I'g + I'. Here, the goal follows
straightforwardly from applying the lemma inductively on
I'Et:xA.

¢ (clone) with typing;:

Fll—tl:!A FZ,XZ*Al_tzilB
I'i+ T clonetyasxint, : !B

CLONE

Here, there are three possible reductions.

— t; = !v for some value v.

Then the typing is as follows:

[Fl]l—v:A |
O] Flw:lA | Tyx:#Akt: 1B

I'1] + Ty F clonelvasxint, : !B

CLONE

with heap compatibility H > T + [I'1] 4 I'.

We can then reduce with:

[[1]Fv:A dom(H') = arrRefs(v) (H”,8) = copy(H')
H,H'F clonelvasxinty ~ H,H',H",x—1([[1] F %(0(v)) : *A) Fta | x: %A | @

~clonef

Here, H' and H” contain no grading information, as they
are made up solely of the array references present in the
overall heap. Thus, we only need to consider H. The result-
ing typing judgment is I';,x : *A = t, : !B by the second
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premise of the initial typing and we construct the goal
compatibility judgment as follows, using the incoming com-
patibility assumption:
HexaTo+ [[1]+Ty [[1]F*0v:%A x & dom(H)
H,x—1([[1] F xv: xA) > (To+Tp),x : %A

Lin

and the grading goal is then given by:

((H,x—1([T1] F %0 : xA))+ @) £ (H,x:*A)
Hx:1 C H,x:1
which follows by reflexivity.
t; = !t for some ¢.

Then the typing is as follows:

[Fl}l—tA |
L] FttA T Tyx:#Abty: 1B
[['1] 4+ T F clone!tasxint, : |B

CLONE

We can reduce:

Hbt~ HF{|T|A
HF clonel!tasxinty ~» H'F clone!t’asxinty | T | A

7 clone!

with compatibility H b T'g + ([T1] + I).

Apply this lemma inductively on [I'1] F t : A with T
(in the recursive call) instantiated to I'g + I'; which yields
[T} ] F t] - A with H such that H' > ((Tp +TI2) + [I'}]) and
(H'+ ) C (H,[T])

The resultant typing for this case is then: [I}] + T - clone !t' asxint; :
!B by reapplying typing rule cLONE. The goal compatibil-
ity follows then by commutativity and associativity of +
H' >a Ty + ([T}] +T2) and the third goal follows immedi-
ately from the inductive evidence.

Otherwise, there is only one reduction:

Hbt ~ HFE|T|A
H - clonetjasxinty ~» H'F clonet]asxinty | T | A

¥ clone

with compatibility H > Tg + ([I'1] 4 I'2).

Apply this lemma inductively on I'y F t; : !A with I
(in the recursive call) instantiated to I'g + I'; which yields
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[I'}] F #) : 'A with H' such that H' > ((Ip+I'2) +T) and
(H' 4+ A) C (H,Ty) (which subsequently provides the third
goal immediately) with the outgoing typing [I'|] + T
clonetjasxint; : !B and compatibility from the inductive
evidence via commutativity and associativity of +.

¢ (nec) with typing:
OFt:A
T[] F *t: %A NEC

The only possible reduction is

Hit~ HFF|T|A
HbExt ~ H'Fxt/ |T|A

*

then by induction we get @ - ' : A from which we can rebuild
the typing [I'] F *t' : *A and the results of the induction give the
goal here as the heap and output contexts and unchanged.

e (newArray), (readArray), (writeArray), (deleteArray) have no
reduction as they are unapplied primitives.

O]

B.4 UNIQUENESS PROOF

Lemma b.4.1 (Single-step uniqueness). For a well-typed term I' = t; : xA
and all Ty and heaps H such that H > (Tg + T') and given a single-step
reduction H = t; ~» H' =t} | T' | A then for all a € arrRefs(t]) (array
references in t}) we have:

a1t € H = ' a—t" € H
A a ¢&dom(H) = 3t".a—t" € H

i.e., any array references contributing to the final term that in the incoming
heap start unique stay unique, and any new array references contributing to
the final term are unique.

Proof. By induction on typing.

e (var)

VAR

[[],x:xAFx: %A
Then we also have a heap H such that H o< ([T],x : %A).

There are two possibilities:
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- By inversion of heap-compatibility implies that there exists
a subheap Hj such that H = Hy, x—1(I" F '@ xA).

Hya ([[]4+T) TI'FtY:xA  x ¢ dom(Hy)

(Hi, x5 (I - £ 2 %A)) ba ([T],x : #A) LIN

and reduction:

~7vARL

Hl,x+—>1t/|—x ~> Hll—t’|®|x:1
Then we have that a € arrRefs(t') we have:
(m—)]tQ € Hl,xv—>1t’ — dizar>t3 € H1)

trivially (with f3 = t;) as no array references were modified
or manipulated here (just change in variables), and

(a & dom(H1)) —> dtz.ar>1t3 € Hy

trivially since the premise must always be false.

- By inversion of heap-compatibility implies that there exists
a subheap Hj such that H = Hy, x+—,(I" F ' : %A).

Hy < ([T]4T7) 't %A x ¢ dom(Hjy)

(Hl,XI—m;(r’ Fitoe xA)) b ([T],x : %A) Lin

and reduction:

~Ivarl

Hy,x—ut' Fx ~ H,x— ' Ht | @ ]x:1
Then we have that a € arrRefs(t') we have:

(a € dom(H1,xr—>wt’)) — (El*—>1t2 € Hi =— dtz.ar—tz € Hl,wat')
A(a & dom(Hy, x—~t')) = tz.arsits € Hy, x>t

which both follow trivially the first as essentially the iden-
tity proof as no array objects are manipulated and the
second as the premise is always false.

o (abs) Trivial as it doesn’t match the typing

* (app)
nkEti:A—oxB I A

I'i+T-tty: *xB

APP

with a heap H such that H > (T'; +T'») and two reductions (beta
and application congruence on the left) then several possible
reductions following from primitive applications:
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HEt ~ H FH|T1| M
HEtty ~ HEHt [T | M

APP

Then the goal follows by induction.

2. Alternatively t; = Ax.t] such that typing is:
I,x: Akt : =B
ABS
rll_t/liA—O*B le‘tz:A
I +ToF (Axt))tr : B

APP

and we have reduction:
Fz F t2 A
Hb (At ty ~ Hx—1(Tob bt A Rt |x:A|@ "

Then for all a € arrRefs(t]) we have that:
a1t € H = 3t a1t € H,x—1t

trivially as the right hand side does not refer to array refer-
ences and the heap is preserved, and:

a ¢ dom(H) = 3t".a—t" € H

is trivially true as the antecedent is always false.

3. t; = newArray therefore A = IN
Therefore we induct on the second argument:
— t is a value and therefore by the value lemma (Lemma 10)

t, = n and thus the typing is:

F'-n:NN
I' - newArrayn : *(Array IF)

new

with H b (T +T).

Thus there is a reduction as follows:

a#H
PN
H I newArrayn ~ H,a~arr b *a | @ | @ newArray

where a ¢ dom(H) but we have that 3t".a—t" €
H,a—arr satisfying the goal.

— tp is not a value and thus has a reduction, therefore we
can build the compound reduction:

Hbty ~ H FH|T|A
H t newArrayt, ~ H' + newArrayt; | T | A

~prim

Then the result holds by induction
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4. t1 = readArray therefore A = *(Array F) — N — F®
*(Array IF)

and there is a reduction:
HEty ~ HFt|T|A
H + readArray t) ~» H' - readArrayth | T | A

~prim

Therefore the single-step uniqueness result holds by induc-
tion

5. t; = readArray (*a) therefore A = N — F ® *(Array FF)

- tp is a value and therefore by the value lemma on
I'; =t : N (Lemma 10) implies t, = n and thus the
typing is refined at runtime as follows:

[[1],a : Array F Fa : (Array FF) arr

*a
[['1],a: Array [F = xa : «(Array F) " IFi:IN
[['1] +Tp,a: Array F I readArrayai: F ® *(Array IF)

read

with H' > (g + [['1] 4+ I'p,a : Array [F), and by the heap
compatibility rule for array references there exists some
H such that H' = H,ar,arr.

Then there is a reduction as follows:

H,a—,(arr[i] = v) b readArray (xa)i ~~ H,a—,(arr[i] = v) F (v,%a) | @ | D

where a € dom(H) and thus if that 3t".a—1t" € H,a—arr
i.e. ¥ = 1 then we have 3t".a~,t"" € H,a—arr for the
output heap satisfying the goal for this array reference
for all other a’ € arrRefs(t) we have:

n 7

a'—nt' € Hya—,(arr[i] = t) = 3t".a'—t" € H,a—,(arr[i]

A a' & dom(H,a—,(arr[i] = t)) = Ft".a'+—t" € H,a—,(arr|i]

follows trivially since the rest of the heap is preserved.

— 1, is not a value and thus has a reduction, therefore we
can build the compound reduction:

HEty~ HEFH|T|A
H + readArray (xa) t; ~ H' b readArray (xa)ty | T | A

~prim

And therefore the single-step uniqueness result holds
by induction.

6. t1 = writeArray therefore A = «(Array F) —o IN — F —o
*(Array TF)

~7readArray

~~
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with reduction
HEty ~ H Ft|T|A
H  writeArray to ~ H' - writeArrayth | T | A

~prim

Therefore the single-step uniqueness result holds by induc-
tion.

7. t = writeArray (xa) therefore A = N —o IF —o x(Array F)
with reduction:
HEty ~ H Fth|T|A
H + writeArray (xa) to ~ H' - writeArray (xa)th | T | A

~prim

Therefore the single-step uniqueness result holds by induc-
tion.

8. t1 = writeArray (xa) i therefore A = F ® «(Array F)
- tp is a value and therefore by the value lemma on
I'; =t : F (Lemma 10) implies t, = f and thus the
typing is refined at runtime as follows:

[[1],a: Array IF Fa: (Array TF) arr
xarr
[[1],a: Array IF = xa : x(Array F) IbEi:IN TsF f:F
T1] + Ty +T3,a: Array F - writeArrayai f : «(Array IF)

write

with H < (Tg+ [I1] + T2 +I'3,a : Array IF), and by the
heap compatibility rule for array references there exists
some H such that H' = H,a,arr.

Then there is a reduction as follows:

. , - M writeArray
H,a—,arr - writeArray (xa)iv ~ H,a—,(art[i] =0) F xa | Q| @
thus for all 4’ € arrRefs(v) (array references in v) we
have:
a1t € H,a—,arr = 3t".a'—t" € H,a—,(arr[i] = v)
A a & dom(H,a—,arr) = 3t".a'—t" € H,a—,(arr[i] = v)

where the first conjunct follows trivially as the only 4’
is a and if » = 1 the result is direct (identity) otherwise
the premise is false. The second conjunct is trivially
since the premise as we have the only 4’ here as a so
the premise is always false.

— t is not a value and thus has a reduction, therefore we
can build the compound reduction:

Hbty ~ H E|T|A
H + writeArray (xa) ity ~» H' b writeArray (xa)it; | T | A

~prim
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Therefore the single-step uniqueness result holds by
induction.

9. t; = deleteArray therefore A = x(Array F) — 1

But the typing does not match the lemma as the result type
is therefore 1.

o (derelict)
Ix:AFt:«B

D
[,x:[AlFt:«B

ER

and a single-reduction H -t ~ H' -t | T | A and we have heap
compatibility H > (I'g + I, x : [A]) which by inversion means
there exists a heap Hj such that H = Hy, x+—,(I" F ' : A).

Hi< (T+[I"]) T'Ht:xA x ¢ dom(Hy)
Hy, x>, (T" H 1t xA) i (T,x 0 [A])

We can thus rebuild the heap compatibility from these premises
for the typing premise:

Hix (T+[I"]) T'Ht:xA x ¢ dom(Hy)

Lin
Hi,x—o(["Et  xA) > (T,x: A)

On which we can induct with I',x : A - t : *B and the same
reduction H -t ~ H' F v | T | A to get that for all a €
arrRefs(v) (array references in v) we have:

a1t € H = ' a—t" e H
A a g dom(H) = 3t a—t" € H

which satisfies the goal here.

¢ (bangIntro)
I-t:A
Trivially satisfies the theorem since the typing cannot conclude
with a type of form *A.

'

¢ (bangElim)

Fll—tl:!A rz,X2[A]|—t2:*B‘
[+ Ty Fletlx =t inty: «xB

with a heap H such that H > (T'; +I'z) and reduction:
Hbletlx =tjintp ~ H' F#|T'| A

which has two possible derivations:
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Hl—tl WH/l—ti|r,|A1
HEletlx =tjinty ~ H' Fletlx =t inty | T | Ny

~MILET!

Then induction provides the goal.

2. Alternatively t; = !t} such that the typing is:
[Fl] F tll A |
C]F#H:A Tox:[AlFh:B
[[1] + Tk let!x = ] inty : %B '

E

and we have reduction:

[Fl]l_tlliA
Hblettx = inty ~ Hx—o([1]Ft A bt |x:[A] @ F

Which trivially satisfies the goal since all array references
are then in H and we get the conditions trivially (since no
array references are manipulated) similar to the B proof
above.

e (pairIntro) Trivially satisfies the theorem since the typing cannot
conclude with a type of form *A.

¢ (pairElim)

Ikt :A®B rz,XZA,yIBl—tzl*C
I'i+TH+ Iet(x,y) =t inty : xC

&QF

Two possible reductions:
1.
Hrt ~ HFH|T|A
Hb let(x,y) = tinty ~ H - let(x,y) =tint, [T | A °F

and induction provides the goal.

2. otherwise t; = (3, t4) such that the typing is:
F3I—t32A F4|—t4:B

&
Ts+T4k (tts): (A®B) | Tpx:Ay:Brt:C
I3+ Ts+ToFlet(x,y) = (t3,ts)inty : C

QF

and we have reduction:

Fl}—tQ:A rz}_t;/ZB
HFElet(x,y) = (¢,t])ints ~ Hx— 1 (T1Ft):A),y—=1(ToFt] :B)Ft3 | @Q,x:A,y:B| D
¥ 161 1 y 1 y

~ILET®
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The goal is then straightforward: for all a € arrRefs(t3) we
have:

{/'D—>1t/ €ceH = Elt".ar—>1t” € H,X*—>1(r1 H tll IA),y+—>1<1—'7_ H ta’ : B)
A agdom(H) = 3t a—t" € Hx— ([ Ft]: A),y—>1 (T2 F ] : B)

where the first conjunct holds trivially since there is no
manipulation of the array references here and the second
conjunct is always true.

e (unitIntro)

Trivially satisfies the theorem since the typing cannot conclude
with a type of form *A.

¢ (unitElim) Following essentially the same structure as the tensor
proof where array reference counting is not used so induction
provides the goal.

e (return), (bind) All trivially satisfy the theorem since the typing
cannot conclude with a type of form *A.

e (nec)
DFt:A
[[] F *t: xA NEC

with reduction

Hbt~ HF|T|A
Hb %t~ H F+t/ [T|A "

Then by induction on the premise term we get the required
result here since the output heap is preserved between the two.

o (newArray) (readArray) (writeArray) (deleteArray)
All trivial as they don’t match the typing and don’t reduce.

O

Theorem 5 (Uniqueness). For a well-typed term I' =t : xA and all T
and H such that H > (g +T') and given a multi-reduction to a value
HbEt = H' Fxv || A, forall a € arrRefs(v) (array references in v)
we have:

a1t € H = ' a—t" € H
A a¢dom(H) = Ft"a—t" € H
i.e., any array references contributing to the final term that are unique in

the incoming heap stay unique in the resulting term, and any new array
references contributing to the final term are also unique.
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Proof. By induction on typing I' -t : xA.

e (var)

VAR

[],x:*AF x: %A

Then we also have a heap H such that H > ([I'],x : *A) which
by inversion of heap-compatibility implies that there exists a
subheap Hj such that H = Hy, x+—1(I" F ' : %A).

Hyo<a (T]+T)  T'HH %A x ¢ dom(Hjy)
(Hy, x—1 (" ' - %A)) b ([T], x : %A)

LiNn

and reduction:
Hbx = HFxo|T'|A

which necessarily must be derived by following since there is
only one possible (single) reduction for variables:

~7var1l

Hl,x'—>1t/|—wa1|—t’\®|x:1 Hli_t/:>H/}—*U|r2’A2

EXT
Hyx—1t'Fx = H' b0 Ty | x:1+ A

Then by induction on the second premise with H; > ([I] 4
I") (i.e., instantiating Iy to [[']) T' F #' : *A we have that a €
arrRefs(v) (array references in v) we have:

(ﬂ € dom(Hl,xr—>1t/)) — (ar—>1t” €EH — Elt’”.a%lt” € H/)
VAN (Cl ¢ dom(Hl,x'—>1t")) - Elt”’.a'—>1t” ceH

and since H = Hj, x+—t' then the above satisfies the goal here
too.

The case for the reduction Hy, x> ,t' - x ~ Hy,x—,t' Ht | D
x : 1 1is the same.

e (abs) Is trivial since the typing cannot conclude with a type of
the form *A.

e (app)
r1|—t12A—O*B rzl—tztA

I+ T Htity: «B

APP
with a heap H such that H > (I'; +I'2) and reduction:
HrEtty = HExo|T'|A

which has two possible derivations on terms:
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1.

Hbty ~ H T A
Hl—tthWH/I—tlltzlrll/|A1 Hl|—t/1t2 = H//F*U’I‘/ZWAZE

APP

XT

H-Ht = HNI—*U| /1/+F,2/|A1+A2

By conservation on the single reduction for #; we get type
preservation which gives us I’} F #] : A — *B and thus
I +T, F t{t, : *B, and also that H' > (Tp 4+ T} + I2).
Thus we can induct on the multi-reduction here to get that
a € arrRefs(v) then:

(a1t € H = 3" a—t" € H")
A(a & dom(H')) = 3t .a—t" € H'

which provides the goal.
2. Alternatively t; = Ax.t] such that typing is:

I,x:AFt):*B
ABS
rll_tlliA—O*B r2|—t22A
I'i+IE ()\x.tll)tz : xB

APP

and we have reduction:

rzl_fziA
HF (At~ Hxo(ToF b A) F 8 [x:A|@ P Haxs(Tabbh:A)FE, = H'F 0| Ty | A
E
HF()\x.tll)tz = H”F*U‘Fz,XIA|A2

XT

From the incoming heap compatibility H < (I'y +I'2) we
can construct the following heap compatibility:

HM(F1+F2) IDEKA x¢dom(H)

Lin
H,xH1(1’2 F tp :A) > (Fl,x : A)

and thus we can induct on the second multi reduction with
this heap compatibility and the typing I';,x : A F t] : B to
get that x € arrRefs(v) then: x—1t' € H” which satisfies the
goal here.

3. Alternatively #; = p and then there are two classes of possi-
ble reduction: congruence on a partial primitive application
(dealt with first) or primitive beta rules

a) t; = p and t; is not a value therefore the reduction is:
HbEt ~ H ity [T | A
HbEpty ~ H' Epty | T | M H bEpty = H'Fx0 |15 | A
Hf‘ptz = H”}—*U\F{’+F2]A1+A2

~prim

EXT
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By single-step uniqueness on the first premise we have:
a1t € H = 3t a—t" € H
A a¢dom(H) = Ft"a—t" € H

By conservation on the first premise we get that I'; +
I, F pty - *B and H' < (g +I'1 +I%) which then
enables induction of multi-step uniqueness on the tail
multi-reduction to get:

a—t' € H = H'a—t" ¢ H'
A agdom(H) = Jt"a—t" € H'

which composes with the single-step uniqueness (tran-
sitivity of implication) to give the goal here.

b) t; = newArray and t, = n

NEWARRAY

I' - newArray n : % (Array IF)

and given H > I'g 4 I then there is reduction:

a#H REFL
HT newhrmayn — Ha a0 ~newhrray  H,ararr b sa ~» H,a—arr - *a | @ | @
ime!

H & newArrayn = H,a—arrkxa | D | D

where a ¢ dom(H) but we have that 3t".a—t" €
H,a—arr satisfying the goal.

c) t; = readArray (xa) and t, = n

— READARRAY
I' - readArray (xa) n : x(Array IF)

and given H >xT'g + I then there is reduction:

H,a—,(art[i] = 0) I- readArray (+a)i ~ H,a—(art[i] = 0) - (0,%a) | @ | @ oA reflexice...

H,ar,(arr[i] = t) - readArray (xa)n = H'F (v,*a) | T2 | An

EXT

Then applying Lemma b.4.1 we have:

a'vt' € Hya—,(arr[i] = t) = 3t".d'vt" € H,a—,(arr[i

]
A a & dom(H,a—(arr[i] =t)) = 3t".a'—1t" € H,a—,(arr|i]

)

t
)

and by induction on the second premise we have for
all a € arrRefs(v):

a'—1t' € Hya—,(arr]i] =t) = " a'—t" e H
A a' & dom(H,a—,(arr[i] =t)) = H'ad'+—t" € H

Composing these two pieces of evidence together by
instantiation and transitivity provides the goal.
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d) t; = writeArray (xa)n and tp = f

WRITEARRAY

I' - writeArray (xa) nv : *(Array IF)

and given H >x1T'g + I then there is reduction:

H,a—,arr | writeArray (xa)iv ~ H,a—,(arr[i] =v) F*a | Q| @

229

~writeArray

— REFL

H F writeArray (xa)nv = H,a—,(arr[i] =v) F*a | Q| D

where the goal follows by Lemma b.4.1 on the first
premise as the second premise is necessarily just the
reflexive multi-reduction rule.

(derelict)
I''x:AFt:*B

DER
[,x:[AlFt:%B

and a multi-reduction H+t = H'F %v | T' | A and we have
heap compatibility H > (Ig + T, x : [A]) which by inversion
means there exists a heap H; such that H = Hy, x— (I -t :
A).

Hi<x(T+[I") T'Ft:xA x ¢ dom(Hy)
Hy, x5 (T H ' %A) pa (T, x 2 [A])

w

We can thus rebuild the heap compatibility from these premises
for the typing premise:

Hia (T+[I']) TI'FtY:+A  x ¢ dom(Hy)
Hi,x—~o(T"Et  xA) > (T,x: A)

LiNn

On which we can induct with I',x : A - t : *xB and the multi-
reduction H -t = H'F xv | T | A to get that for all a €
arrRefs(v) (array references in v) we have:

lll—>1t, €EH — E]t".w—ht” cH
A a g dom(H) = 3t .a—t" € H

which satisfies the goal here.

(banglIntro)
THt:A
Tria
Trivially satisfies the theorem since the typing cannot conclude
with a type of form *A.

EXT
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¢ (bangElim)

Fll—tl:!A rz,x2[A]|—t2:*B'
[ +T,Fletlx =tinty: «B

with a heap H such that H > (T'; +I'z) and reduction:
Hblet!lx =tjint, = H'Fxo|T'|A
which has two possible derivations:

1.

HbEt ~ H FH|T1| M
Hblet!lx =tinty ~ H' Flet!lx =tjinty |1 | M H Fletlx=tinty = H'Fxv|I1]| A
E
HEletlx =Hint, = H”F*U\F1+1’2|A1+A2

APP

XT

By conservation on the single reduction for t; we get type
preservation which gives us I'y F #] : A and thus I'y + T,
let!x = #]int; : *B, and also that H' < (g +I"). Thus we
can induct on the multi-reduction here to get
a1t e H = 3t .a—t" € H'
A agdom(H) = Ft".a—t" €e H'
which along with Lemma b.4.1 applied to the single reduc-
tion here gives us:
a1t € H = ' a—t" € H
A agdom(H) = 3t a—t" € H
which we can combine together via instantiation and tran-
sitivity to get the goal:
ﬂl—>1t/ €EH = Elt,/.w—)lt” € H'
A a g dom(H) = 3t".a—t" € H'

2. Alternatively t; = !#] such that the typing is:
Tt :A '

TR 1A Tox:[A]Fty: «B |

[T1] + Tk letlx = W inty : «B

and we have reduction:

[Fl] '*ta A

HE letlx = finty ~ Hx—o(T1]F A F b |x: [A]|@  ° Hxso(1]Ft:A) bt = H' Fs0|Ta | Ay
EXT
HFletlx =inty = H'Fxv|Tpx:[A]| Ay

From the incoming heap compatibility H > ([I'1] +I'2) we
can construct the following heap compatibility:

Hoa ([ +T,)  [[i]Ft:A  x¢&dom(H)

H,xs1([T1] F £, A) ba (Ta,x - [A]) LN
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and thus we can induct on the second multi reduction with
this heap compatibility and the typing I'y,x : [A] - tp : B
to get that a € arrRefs(v) (array references in v) we have:
a—t' € Hx—([[1]Ft): A) = FH'a—t" e H'
A a & dom(H,varx|— > Inf([G1]| — 1" : A)) = Ft".a—t" € H"'

From which we can get the goal since heap assignment to
x is not an array reference assignment so we have:

a1t € H = 3t a—t" ¢ H'

A agdom(H) = 3t"a—t" € H"

e (pairIntro) Trivially satisfies the theorem since the typing cannot
conclude with a type of form *A.

¢ (pairElim)

nFH:AQB Iy,x:Ay:BEty:xC
F1+F2I—Iet(x,y) =tyinty : xC

F

Proceeds in essentially the same way as the above. There are two
cases that split into a beta and a congruence case, but neither
head reduction manipulates the array references itself so apply
induction and Lemma b.4.1 to get the outgoing uniqueness
condition as in the (app) rule.

¢ (unitIntro)

Trivially satisfies the theorem since the typing cannot conclude
with a type of form *A.

e (unitElim)
F1I—t1:1 rzf_tzt*B

1
I't + T F letunit = t1inty : B

E

with a heap H such that H > (T'; +I'z) and reduction:
H & letunit =tint, = H' Fxo |T'| A

which has two possible derivations:

1.

HbEt ~ H F# | T | M

APP

H - letunit = tyinty ~ H'Fletunit =t inty | T1 | Ay - H'Fletunit =tinty = H'Fx*0|T2| A
EXT
HbE letunit =t inf, = H' F xv | Ii+1> | M+ D
By conservation on the single reduction for ¢; we get type
preservation which givesus I'1 - # : 1 and thus 'y + T
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letunit =t} inf, : B, and also that H' b (Ip +I”). Thus we
can induct on the multi-reduction here to get a € arrRefs(v):

a—t e H = It a—t" € H'
A a ¢ dom(H) = 3t .a—t" € H'

Applying this by transitivity (and instantiation) with Lemma b.4.1
gives us the goal:

a1t e H = 3t a—t" € H’
A a ¢ dom(H) = 3t .a—t" € H'

2. Alternatively ¢; = unit such that the typing is:

—_—1
[1] Funit: 1 ! Iy ty: B
I'; F letunit = unitinty : *B

E

and we have reduction:

~7 Bunit

H F letunit = unitint ~ HFt| Q| O H+t = HF [Ty M
E

XT
H I letunit = unitint = H' %0 | Ty | Ay

Thus we arrive at the goal by induction on the second
premise here.

e (return), (bind)

All trivially satisfy the theorem since the typing cannot conclude
with a type of form *A.

e (nec)

OFt:A
[[] b xt: xA NEC
Then there is a possible multi-reduction:
Hret~ H FY|T|A

HbExt ~ H =t/ |T| A
HE st ~ H'F x0Ty | Ay

g HFxt' = H”l—*v|F2\A2

EXT

By Lemma b.4.1 on the single reduction and induction on the
second premise, we then get

a1t e H = ' a—t" ¢ H
A agdom(H) = 3t a—t" € H
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and

art' € H = 3t a—t" ¢ H'
A a g dom(H) = 3t".a—t" €e H'

which we can combine together via instantiation and transitivity
to get the goal:

arst' € H = 3t a—t" € H"
A a & dom(H) = 3t"a—t" € H'

o (newArray) (readArray) (writeArray) (deleteArray) are all values
and have no reduction, so the case is trivial here.

O]

B.5 SOUNDNESS OF HEAP MODEL WRT. EQUA-
TIONAL THEORY

Theorem 6 (Soundness with respect to the equational theory). For all
ti,tp suchthat T =ty : Aand T =ty : A and t = tp and given H such that
H < T, there exists a value (irreducible term) v and T'1, 5, A1, A such that
there are full B-reductions to the same value

Hl—t1:>5H’l—v|F1]A1 N Hl—t2:>5H’l—v|l“2]A2

Proof. ¢ (unitR)

. EQuni1TR
clonetasxin (sharex) =t °

With the following typing derivation for the LHS:

x:xAFx: %A
I'i1Ht:!A x:*Al sharex:!A

I'1 b clonetasxin (sharex) : !A

SHARE

CLONE

and from the premise we have H > I'y.

By conservation, we have that a well-typed term reduces to a
value and so (by a value lemma) we can assume that H - t
reduces to a value H ! for some ' (*) and then reduction
under the ! yields H” F lv (**). This gives the reduction of the
RHS to a value.

233
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We then have the following reduction sequence (where we elide
the output binding context and usage context as they are not
needed in the proof):

H + clonetasxin (share x)

*

(x) ~»* H'F clone!t’asxin (sharex)
(¥x) ~»* H'F clone!vasxin (sharex)
~conep  — H',x—1 %0 (sharex)
~cone + ~varl —  H',x+—1 %0 F (share xv)

~?Bshare 7 H’,X*—)l xt' o

which matches the result of deep reducing t (using the full beta)
rules replaying (*) and (**) to get the same result of !v.

e (unitL)

E L
clone (sharev) asxint’ = [v/x]t QUNIT

With the following typing derivation for the LHS:

F1 Fo:xA
SHARE
I'1 - sharev : A [p,x:sxAFt !B
[y + T2 b clone (sharev) asxint' : !B

CLONE

and from the premise we have H > T'; +I'o.

By the value lemma (Lemma 10) we know that v = xv’ therefore
we know that can perform the following reduction: (where we
elide the output binding context and usage context as they are
not needed in the proof):

H + clone (share (xv')) asxint
~clonel ™ pshare  — [H'],, H" I clone!v' asxint’
~aonep —  [H'],, H',H" , x=1 % (8(v)) =t

where H = H',H” and dom(H’) = arrRefs(v) and (H",0) =
copy(H').
Then we have to sub-cases that refine this reduction

- v' = a (an array reference) then we can assume that that
H = H’,a—,arr and we specialise the above reduction to

get:

H',a—arr I clone (share (xa)) asxin
~clonel ™~ gshare  — H',a—,arr - clone v’ asxint’
~conep  — H',a—arr,a'— arr, x—q xa’ E

Since t' cannot contain an a as it is a non-runtime term,
then the resulting term here (in its heap context) reduces



B.5 SOUNDNESS OF HEAP MODEL WRT. EQUATIONAL THEORY | 235

down to a value that is equal [*a/x]t' by full beta reduction;
we have essentially just a-renamed the array reference here
from a’ to a.

- ?¢' is not an array reference, therefore arrRefs(v') = @ and
6 = @ and thus we have H” = @, so the reduction spe-
cialises to:

H',H" F clone (share (xv')) asxin
~clonel ™~ gshare  — H', H" I clone!v" asxint’

~clonef 7 H/, H//, X x0

which is equal to [0’ /x|t after full reduction.

e (assoc)

X#t3

. . . ——EQAssoc
clonet; asxin (clonety asyintz) = clone (clonet asxinty) asyin 3

Thus we assume a reduction from #; to !t} and then to !v; and
likewise a reduction from #; to !t} and then to 'v, then we reduce
as follows on the LHS:

H | clonet; asxin (clonety asyints)
~> % H'I clonelvy asxin (clonetp asyints)
~»  H',x+1 %01 - clonetyasyints
~+ % H"F clonelvyasyints
~ H' y—1 %0 13

and on the RHS:

H - clone (clonety asxinty) asyints
~+ % H'F clone (clone!vy asxinty) asyints
~> H',x+1%0v; I clonetyasyints
~» % H"F clonelvyasyints

~ H' y— %0y b t3

matching in both sides.
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C1 COLLECTED RULES

c.1.1 Typing

F,x:Al—t:B r1|—t1:A—OB rzf—tziA
TFAxt:A—oB 7 AT

0T x:AFx:A X T+, tt:B

nkEH:A InHt:B nnrrH4:A®B rz,x2A,]/:B|_t21C
T +LoF (hbh) AcB ! T 1T F let(x,y) = hinf : C E
. IktEt:unit I'pkH6H:B 1
0-TF():unit ' Ty+IFlet()=#Hint,:B ©
I'-t:A  —resourceAllocator(t) Ix:AFt:B
rTF[]: A T X AL Ft:B 0N
et :O0A Tyx:[Al,Ft:B [,x:[A],,'+t:B rCs
T+ Do let[x] = fints : B LM T,x:[Al,I"Ft:B APPROX
1Cr cloneable(A)
[Ft:xA Ty,id bty : ,A  To,x: Jid *(Alid /id])) - to : B
SHARE — CLONE
I't-sharet:[],A (T1+T73),id - clonet; asxint, : B
I"ll—tl:*A rzl—tzt&lA—O&lB B
I't + > - withBorrow t; t; : B WITHDORROW
rl_tl&}7A F]l‘fli&pA le—tzl&qA P—i—qSl
. SPLIT — JOIN
Fl—sphtt:&gA®&gA I+ T2 jointy @ &y A
I'Ht:&,(A®B) It (&pA) ® (&,B)
PUSH PULL
I'F pusht: (&,A) ® (&,B) I'F pullt: &,(A®B)
1"1 F tl : Jdid. A
rtt:A  id & dom(T) Ip,id,x:AFt,:B id & fv(B)
T F pack (id,t) : JidAfid/id] *°C" Ty +Ta - unpack (id,x) = hinty: B 0%
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RUNTIME TYPING

YHt:A
0T,y Fat:&,A

¢ 0-T,ref : Resjg A I-ref : Resjy A REF

T'Ht: &1A
T + unborrow ¢t : xA

UNBORROW

OFarr:Arrayy, F OFo:F

I A
@ Finit : Array;; F ARRAYINTL @t arr[n] = v : Array;; F ARRAYAT
YyHv: A S F'Ht:A  —resourceAllocator(t)
v Fref(v) i Refg A o DTORE rTF [, A R

We sometimes use an admissible rule to simplify some parts of the
proofs:

*REF*

0-T,ref : Res;y A b= sref : «(Resjy A)

which has derivation:

EF

R
ref : Res;; A - ref : Resjy A
0-T,ref : Resjy A b xref : x(Res;y A)

NEC
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PRIMITIVES

R
0-T + newRef : A —o Jid.x(Ref;; A) NEWREE

p=1V p=+« R
APREF
0-T I swapRef : &, (Refy A) —o A —o A® &, (Refy A)
R
0-T I freezeRef : «(Refj; A) — A FREPZEREE
READREF

0-T I readRef : &, (Refjy ([,11A)) —0 A ® &, (Refyy (,A))

NEWARRAY

0-T - newArray : N —o Jid.x(Array;; IF)

READARRAY

0-T I readArray : &,(Array;; F) — IN — F ® &, (Array;; FF)

p=1V p=+«

A
0-I' - writeArray : &, (Array;; F) —o IN — [F —o &, (Array; FF) WRITEARRAY

DELARRAY

0-T + deleteArray : *(Array;; IF) —o unit

Definition 17 (Graded contexts). [I'] classifies those contexts which con-
tain only graded variables:

o [T]
@] [0x:[A]]

Definition 18 (Copyable predicate). Predicate definition:

copyable(A) copyable(B)
copyable(unit) copyable(IN) copyable(TF) copyable(A ® B)

Definition 19 (Cloneable predicate). Predicate definition:

cloneable(A) V copyable(A) cloneable(A) cloneable(B)

cloneable(Array;; IF) cloneable(Ref;; A) cloneable(A ® B)
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Definition 20 (Resource allocating terms). Predicate definition:

resourceAllocator(newRef)  resourceAllocator(newArray)

resourceAllocator () resourceAllocator(#;) resourceAllocator ()

resourceAllocator(f1 )  resourceAllocator(ty £2)  resourceAllocator((Ax.ty) £)

resourceAllocator(t;) resourceAllocator(t;)
resourceAllocator(let () = t1 inty) resourceAllocator(let () =ty in tp)

resourceAllocator(f resourceAllocator(#;)

resourceAllocator(let (x,y) = tyinty)  resourceAllocator(let (x,y) = tinty)

resourceAllocator(t;) resourceAllocator(t;)
resourceAllocator((ty,t2))  resourceAllocator((ty,t2))

resourceAllocator(t7) resourceAllocator(t;)

resourceAllocator(let [x] = tyinty)  resourceAllocator(let [x] = tyinty)

resourceAllocator(t) resourceAllocator ()

resourceAllocator([f])  resourceAllocator(share f7)

resourceAllocator(t7) resourceAllocator(t;)

resourceAllocator(clonet; asxint,) resourceAllocator(clone ty asxint;)

resourceAllocator (t; ) resourceAllocator(t,)

resourceAllocator(withBorrow t t;)  resourceAllocator(withBorrow ty i)

resourceAllocator(t7) resourceAllocator(t;) resourceAllocator(t;)
resourceAllocator(split t1)  resourceAllocator(join t1 t;)  resourceAllocator(join t t;)

resourceAllocator(t7) resourceAllocator (1) resourceAllocator ()

resourceAllocator(push ;)  resourceAllocator(pullt;)  resourceAllocator(pack (id’, t1))

resourceAllocator (1) resourceAllocator(t,)

resourceAllocator(unpack (id’,x) =ty int;) resourceAllocator(unpack (id’,x) =t in i)
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c.1.2 Reduction rules for heap semantics

I.s+rCr y#{H,v,t}
Hx—obFx ~s Hx—0kF0v AR g (Ax.t)v ~5 H,y—sv F ty/x]

B

Hit s HEH Hbt ~s H 4
~ ~
HFtity ~ HEEL ™Y HE ot~ H Fofy, %

Hl—tlwsHll—ta H'—tzwsHll—tlz
s g
HFE (t,t) ~s HF (£,8) % HF (v,f) ~s HF (0,8) %

HF t1 Mg H/ - t/l
Htlet(x,y) = tiinty ~»s H' Flet(x,y) =t int,

~MILET®

X#{H,v1,05,t}  y#{H, 01,00t}
HFlet(x,y) = (v1,v2) Int ~5 H, X301,y —s02 F ty' /y|[x' / x] ep

HEt ~ H FE
Hblet ()=t int, — H Flet()=fint, ™™ HbElet()=()int —, HEt PNT

HFtl Mg H/Ftll
HFlet[x] = tjinty ~»s H' k- let[x] =t]int,

~rLETd

HFt ~sgp HEF
HE [f], ~s H F[#], °

y#{H,v,t}
HFlet[x] = [o], int ~s Hysopok ty/x]  F

y#{H,v,t}
——— e 36
H + unpack (id, x) = pack (id’,v) int ~»; H,y—,v F t[y/x]
HFt ~ HEF
H + pack (id, t) ~»; HF pack (id, ') "rack
HFtH ~s HE tll
"~ UNPACK

H - unpack (id,x) = t; in t; ~»; H I unpack (id,x) = t] in t;

HEt ~s HEY dom(H) = refs(v)
HF sharet ~, H I sharet’ ™ H, H'I- share (+0) ~, ([H]y), H' + [] "smaxep

HFt ~s HFY Hkt ~s HEH
PSS
HE xt ~» H - xt/ * Ht clonet;asxint, ~»; H'F clone tiasxint,

~? CLONE
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dom(H') = refs(v)  (H",8,id) = copy(H') y#{H, v, t}

— s
H,H't clone [o], asxint ~s H,H', H",y—pack (id,+(6(v))) F tly/x] "
HFt ~s HF tll
H - withBorrow t; t; ~»; H' - withBorrow t] t, ~wiTH&L

HE ty ~g H + t/2

H + withBorrow (Ax.t1) t» ~»s H' - withBorrow (Ax.t;) t} wirnER

y#{H,v, t}
"~ WiTH&

H F withBorrow (Ax.t) (xv) ~»5 H,yrs(*v) - unborrow [y/x]

HEt ~g H Y
H F unborrow t ~~; H' - unborrow t/

~? UNBORROW

H F unborrow (*v) ~»; HF *v Tron&

HbFt ~, HEFY
H & splitt ~; H' I splitt/

~7SPLIT

refi#H  refr#H

H, 1’€f*—>pid, id— otk Split (*ref) ~s H, Telegid, 7’€f2'—>§id, id— ok (*refll *Vefz) ~7 SPLITREF
H I split (xv) ~s H' & (xv1,%0;)
H' b split (xw) ~s H” b (xwq, xw,)
HF split (x(0,w)) —s H'F (x(or,wn), ¥(02,w3))
Hbh — H' 4 Hb ty s H Ft)
~?j0INL ~?j0INR

H ' join t; t; ~»s H' Fjoin ] t; HFjoinvty ~s H' - join v t)

ref#H
H, refi— pid, refy—gid, id — v & join (xrefy) (xrefy) ~»s H,ref— (., q)id,id — v b sref " yomNRer

H Fjoin (xvq) (xv2) ~s H' I v
H' +join (+w;) (+wp) ~s H" b sw
HF join (+(o1,w1)) (x(0g,ws)) ~s H' F x(o,w) O™

HEt~s HEY HbEt ~s H Y
HF pusht ~, H'F pusht ™" HF pullf ~, H I pullt ™"

H F push (x(v1,v2)) ~s HF (xvq, x0p) rusi

H F pull (xvq, xvp) ~»s HF x(v1,07) euLLs
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PRIMITIVE REDUCTION RULES

ref#H  id#H
H F newArrayn ~»; H,ref+—id, id — init - pack (id, xref )

~? NEWARRAY

~?READARRAY

H,ref— ,id, id — arr[i] = v - readArray (xref)i ~+s H,ref— ,id, id — arr[i] = v & (v, *ref)

H,ref—,id, id — arr - writeArray (xref) iv ~5 H,refr yid,id — arr[i] = v b *ref 7 WRITEARRAY

H, refr—id, id — arr - deleteArray (xref) ~»g H F ()  CoErEARRsy

ref#H  id#H
HF newRefv ~; H,ref—id, id — ref(v) - pack (id, xref ) ~ NEWREF

~? SWAPREF

H,ref— ,id, id — ref(v) - swapRef (xref) v/ ~»s H,refr—pid, id — ref(v') v

H, ref— pid, id — ref(v) - freezeRef (xref) ~»5 H v reRzEREr

H,ref—,id, id — ref([v],;1) I readRef (xref) ~»s H,ref— yid,id — ref([v],) b (v, *ref) "7 READRER

MULTI-REDUCTION RULES

H"tlwsH”—tz H/I_tz =5 H”f_tg,
HEt =, HFt FF HFt =, H'F t3 EXT

HEAP-CONTEXT COMPATIBILITY

Hx® H,id— v, <xxIT+v9 9k ov,:Resiy A

EMPTY GCARR

—_— R
D@ H,ref—pid > @ H,ref—pid, id — v, >x (T, ref : Resjy A) EXTRES

Hx<T'+s-I" x ¢&dom(H) I'Fov:A I.s+r =7
(H,x—v) > (T, x : [Als)

EXT

HxT+TI"  x ¢&dom(H) I'to:A I 1+r =7
(H,x—v) > (T,x: A)

EXTLIN
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c.1.3 Equational theory

(Ax.tp) 1 = B[t /] (B)
Ax.(tx) =t (1)
let[x] = [H]inty, = f[t /] (Bo)

let[x| =Hinx] =H (70)

[let [x] = f1inty] = let[x] = t1in[t;] (Odistrib)
let()=()int=t (Bunit)
let()=tin ()=t (Munit)

let (x,y) = (t1, f) ints = t3]t2/y|[t1/x] (Bs)
let(x,y) =hin(x,y) =H ne)
(let (x,y) = tinty, t3) = let(x,y) = tin (f2, t3)
(®distribL)
(t1,1et (x,y) = tyintz) = let (x,y) = trin (f1, £3)
(®distribR)
unpack (id,x) = pack (id’,t1) in to = to[t; /x] (B3)
unpack (id, x) = t; in pack (id,x) = H (73)
pack (id, (unpack (id’,x) = t; in t;)) = unpack (id’,x) = t; in pack (id, t,)
(distrib)
clone (sharev) asxint = t[pack (id,v) /x| (B+)
clonef asxin (clonef;asyinf;) = clone (clonetasxinfy)asyint; (x € FV(t3))
(xassoc)
withBorrow (Ax.x) t =t (&unit)
withBorrow (Ax.f (¢x)) t = withBorrow f (withBorrow g )
(&assoc)
(let (x,y) = (split f)in (join x y)) = ¢ (&rejoin)
split (join 1 ) = (f1,£2) (&resplit)

c.1.4 Parallel sum example in Granule

- A more involved example summing two borrowed halves of a unique
array in parallel.
- Run ‘main‘ to see the result.

- Sized vectors
data Vec (n : Nat) t where
Nil : Vec 0 t;
Cons : t — Vec nt — Vec (n+l) t

- Length of a ‘Vec’ into an indexed ‘N‘, preserving the elements
length’ : V {a : Type, n : Nat} . Vec n a — (Int, Vec n a)
length’ Nil = (0, Nil);
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length’ (Cons x xs) = let (n, xs) = length’ xs in (n + 1, Cons Xx XS)

-- Converts a vector of floats to a unique array of floats
toFloatArray : V {n : Nat}
. Vec n Float — 3 {id : Name} . *(FloatArray id)
toFloatArray v =
let (n', v) = length’ v
in unpack <id, arr> = newFloatArray n’
in pack <id, (toFloatArrayAux arr [0] v)> as
3 {id : Name} . *(FloatArray id)

-- Auxiliary function for ‘toFloatArray’
toFloatArrayAux : V {n : Nat, id : Name}
. *(FloatArray id) — Int [n] — Vec n Float — x*(FloatArray id)
toFloatArrayAux a [n] Nil = a;
toFloatArrayAux a [n] (Cons x xs) =
toFloatArrayAux (writeFloatArray a n x) [n + 1] xs

-- ‘sumFromTo a 1 n‘ sums the elements of a unique array ‘a‘ from
index ‘i‘ to index ‘n
sumFromTo : V {id : Name, p : Fraction}
. & p (FloatArray id) — !Int — !Int — (Float,
& p (FloatArray id))
sumFromTo array [i] [n] =
if i == n then (0.0, array)
else
let (x, a) = readFloatArray array i;
(y, arr) = sumFromTo a [i+1] [n]
in (x + vy, arr)

oyt

-- Helper function ‘writeRef’ for updating a reference where the old
value 1is dropped
-- (A reference to a "Droppable" value can be written to without
violating linearity)
writeRef : V {id : Name, a : Type}
. {Droppable a} = a — & 1 (Ref id a) — & 1 (Ref id a)
writeRef x r = let
(y, r’) = swapRef r x;
() = drop@a y in r’

-- Parallel sum of two halves of a unique array, storing the result
in a mutable
-- reference after the parallel computation is done.
parSum : V {id id’ : Name} . *(FloatArray id) — *(Ref id’ Float)
— *(Ref id’ Float, FloatArray id)
parSum array ref = let
([nl, array) : (!Int, *(FloatArray id))
= lengthFloatArray array;
compIn
= pull (ref, array)
in withBorrow (AcompIn —
let (ref, array)
(arrayl, array2)

push compIn;
split array;

-- Compute in parallel
((x, arrayl), (y, array2)) =
par (A() — sumFromTo arrayl [0] [div n 2])

245
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(A() — sumFromTo array2 [div n 2] [nl);

- Update the reference
ref’ = writeRef ((x : Float) + y) ref;
compOut = pull (ref’, join (arrayl, array2))

in compOut) compIn

- Main function to sum the elements of a unique array in parallel
main : Float
main =
- Some example data
unpack <id , arr> = toFloatArray (Cons 10.0 (Cons 20.0 (Cons 30.0
(Cons 40.0 Nil)))) in
unpack <id’, ref> = newRef 0.0 in
let
(result, array) = push (parSum arr ref);
() = deleteFloatArray array
in freezeRef result

C.2 SUBSTITUTION PROOFS

Lemma 8 (Linear substitution is admissible, extending Chapter 3). If
bt :Aand Ty, x: Aty : BthenTo + T F t[t1/x] : B.

Proof. By induction on the typing derivation of t;.

¢ (pr)
I'+t:A  —resourceAllocator(f)
rTF[f]:0,A R
where t, = [t]. Trivial since the form of the typing does not

match here: no linear variable possible.
e (share)

Iy, x i AFt: %A
I',x: AtF sharet:[,A

SHARE

where B = [, A.
By induction on the premise then I'; +I'; = f[t1/x] : *A, from
which we build the conclusion:
sz-ﬂh/x]:*A
I'; F share (t[t;/x]) : (J,A

SHARE

e (bind) Two possibilities:
1. Linear variable x in the left premise:

Mx: AR :0A  Thy:«#A)FH: 0B rC1
I,x: A+T,+ clonet]asyint, : [,B
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By induction on the first premise: T’} +I'y = £} [t/x] : (I, A’
Then we reconstruct the typing as:
rh+I;F t{[t/x] : DrA/
Thy:«#AHt,:0,B rC1
1+ T+ 15+ clonet|[t/x]asyint, : [],B’

CLONE’

satisfying the goal (by commutativity of +).
2. Linear variable x in the right premise:
i E A Th,x:Ay:«#A) -t : O,B rc1

; T ; o ; —— CLONE’
I'' +T5,x: At clonetjasyint, : [],B

By induction on the second premise: (I'; +T1),y : *A" -
th(t/x] : O,B’

Then we reconstruct the typing as:
IEt A (Th +T1),y: «(#A") = t5[t/x] : O, B
1+T5+T1F clonetasyint)[t/x] : [J,B

CLONE

satisfying the goal.
o (withBorrow) Two possibilities:
1. Linear variable in the first premise:
/1,XZA|—t:*AI r/zl—fi&lA/—O&lB/

Tz A ; - — WITHBORROW
1, X1 A+T; - withBorrow f t : *B

By induction on the first premise then I'} + Ty F t[t;/x] :
*A’.
From this we construct the goal:

’—i—Fll—ttl/x 1*A/ F’l— :&]A/—O&]B/
1 2

WITHBORROW
1+ T + T, - withBorrow f t[t/x] : B’
satisfying the goal by commutativity of +.
2. Linear variable in the second premise:
T Ft:xA Th,x: Ak f:& A — & B
WITHBORROW

I} +T5,x: A+ withBorrow f t: «B

By induction on the second premise then I';, +T'1 = f[t1/x] :
&1A/ —0 &13/.
From this we construct the goal:
Fi Ft: *A/ FIZ + F1 F f[tl/x] . &1AI —0 &1B,
1 +T% +T1 - withBorrow f[t;/x] t: B’

WITHBORROW

satisfying the goal.
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o (split)
[x:AFt: &, A
[x:Absplitt: &,A® &;A

WITHBORROW

Then by induction on the premise we have: I'y + T F t[t; /x| : B
from which we construct the goal:
rh+TI+ t[tl/X] : &IJ+£]A
[y + T F split (¢t /x]) : &,A® &,A

WITHBORROW

e (join)

r1|_t/12&pA Fz"tlzi&qA P+L]§1
T+ 1k join £ £} : &, A

WITHBORROW

Then there are two possibilities depending on the location of the
linear typing variable:

1. (on the left):
Lxi AR &A Thith:&A  ptq<l
[,x:A+Tykjoin t] ty : &y gA

WITHBORROW

Then by induction on the premise we have: I} + T
t1[t1/x] : &, A from which we construct the goal:

VX AFERE/X]&A ThFth:&A  prgsl

; s ; ; WITHBORROW
1+T1+T5 Fjoin (£t /x]) ty : &, jA
2. (on the right):
[ EH&A Thx:AFty: & A p+g=1
WITHBORROW

1+T5,x: AFjoin t) t5 : &, A

Then by induction on the premise we have: T, + T
th[t1/x] : &, A from which we construct the goal:

MEt:&A Th+TiEHh/x]:&A  prqsl
1+ T5+ T Fjoint] (K[t /x]) : &pigA

WITHBORROW

« (push)

Ix:Akt:&,(A®B)
I,x:AF pusht: (&,A) ® (&,B)

PUSH
Then by induction on the premise we have: I' + TI'y F t[t;/x] :
&, (A ® B) from which we construct the goal:

I'+T1F t[tl/X] : &p(A@B)
I'+T; k- pushtt;/x] : &A® &,;A
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* (pull)

Ix:Abt:(&,A)® (&,B)
rU
I,x:AF pullt:&,(A®B)

Then by induction on the premise we have: I' + T F [t /x] :
(&pA) @ (&;,B) from which we construct the goal:

[+ T Ftlh/x]: (&A) @ (&,B)
PU
[ +T;F pullt|t;/x] : &,(A® B)

o (newRef), (swapRef), (freezeRef), (readRef), (newArray), (read Ar-
ray), (writeArray), (deleteArray) all trivial as they are atomic
with substitution having no effect.

O

Lemma 9 (Graded substitution is admissible, extending Chapter 3).
If [Ty Fty : Aand Ty, x : [A], & to : B (where [I'1] represents a context
'y containing only graded assumptions) and —resourceAllocator(t;) then
Ib+r-I'1 tz[tl/x] : B.

Proof. By induction on the typing derivation of t;.

e (pr)
Th,x:[A],Ft:A —resourceAllocator(f)
r1- (Th,x 2 [A],) [t : O, A

PR

where r = ry xrp and t, = [t].
By induction on the premise then we have I';, 7, - T'1 = t[t1/x] : A.

Then we construct the goal:

Th,r- Ty Ftt/x]: A —resourceAllocator ([t /x])
ri - (r’z,i’z . F1) F [t[h/x]] : |:|;/]A

PR

249

where —resourceAllocator(t[t; /x]) follows from —resourceAllocator (t)

and —resourceAllocator(t1) and which equals 1 - T +r1 -7 -T'1 F
[t[t1/x]] : ), A satisfying the goal here.

e (share)

I, x: [Al, Ft:%A
Iy, x: [A]l, F sharet : [;A

SHARE

where B = [J;A.
By induction on the premise then I'y 4 r - T'y - t[t;/x] : %A, from
which we build the conclusion:
Io+r-TiFth/x]: %A
I, +7-Tq share (t[t;/x]) : LA

SHARE



250

| APPENDIX FOR CHAPTER 5

e (bind)
T, x: [Aly, E 8] OA
Th,y: «(#A"),x : [A],, =t : OB rc1
T} +T5,x: [Al;4r, I clonet;asyint) : (I;B

CLONE’

with v = r; + r, without loss of generality (since any context not
including x can instead have weakening applied to have either
r1 = 0and/or r, = 0).

By induction on the premises, we have: (1) T’} +r1 - Ty F #[t/x] :
CA" (2) (T + 12 -T1),y : A" = £5[t/x] : OB

Then we reconstruct the typing as:

Ty +r-Tp [t/ x] s OLA
(T +r2-T1),y: x(#A') B[t /x] : OB’

— ; — ; CLONE
I'N+Ty+4 (r1+1r2) -T1F cloneti[t/x]asyinty[t/x] : ;B
satisfying the goal.
o (withBorrow)
T, x: [Aly Et:xA Th,x: [A]y, F f:& A" —o & B
WITHBORROW

(T +T5),x: [A], 4+, - withBorrow f t : «B’

By induction on the premises, we have: (1) T} +r1 - Ty - ¢t /x] :
xA’. (2) F/z +r-T1 f[tl /X] 1 & Al —o & B
From this we construct the goal:

1"’1+r1 -1 F t[tl/x] %A
F/2 41T "f[h/x] Z&lA/ —o &1B/

; ; - ; WITHBORROW
1+ T3+ (r1 +1r2) -1 - withBorrow f[t;/x] t: B
satisfying the goal.
o (split)
Ix:|Al, Ft: &, A
Alr P WITHBORROW

[x:[A], Fsplitt: &,A® &;A

Then by induction on the premise we have: I'y +7-T - t[t; /x] : B
from which we construct the goal:

Iy +r-TEth/x]: &y A

WITHBORROW
Iy +7-T Fsplit (t[t;1/x]) : &,A® &;A

* (join)

VXAl FH&A Tyx:[Al,Fh:&A  prgs1

7 7 T, WITHBORROW
(T +T3),x: [Al (1) Fjoin £ 5 2 &y jA
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Then by induction on the premises we have: (1) I’} +r - T
ti[t/x] : &,A (2) Th+ 1y - Ty = [t /x] : &;A from which we
construct the goal:

r/1+71'r1|—t/1[t1/X]1&pA I”2+r2-1’1|—t’2[t1/x]:&qA P+q§1
’1+I’/2+ (1’1 —I—Tz) - l_jOil‘l t/l (t’z[tl/X]) : &p+qA

WITHBORROW

satisfying the goal.
e (push)

Ix:[A,Ft:&,(A®B)
[,x:[A], - pusht: (&,A) ® (&,B)

PUSH

Then by induction on the premise we have: I' +r-T'y - t[t1/x] :
&, (A ® B) from which we construct the goal:

I'+r- I+ t[tl/X] &;,(A@B)
I'+7-T1F pusht|t;/x] : &,A® &;A

PUSH

o (pull)

[x:[Al Ft:(&A)® (&;,B)
[,x:[A]l, F pullt: &,(A®B)

PULL

Then by induction on the premise we have: I' +r-T'y - t[t1/x] :
(&pA) @ (&p,B) from which we construct the goal:

T+4r-Ty bt /x] : (&,A) ® (&,B)
PU
F+r-F1 = pullt[tl/x] : &,,(A@B)

o (newRef), (swapRef), (freezeRef), (readRef), (newArray), (read Ar-
ray), (writeArray), (deleteArray) all trivial as they are atomic
with substitution having no effect.

C.3 TYPE SAFETY

c.3.1  Value lemmas

Lemma 10. Value lemma
Given I' = v : A then, depending on the type, the shape of v can be inferred:

o A= A" — Bthen v = Ax.t or a partially applied primitive term p.

o A=A thenv = [v'].
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A=A ®Bthenv = (v1,02).
o A=1thenv = ().

A = A’ then v = *v'.

A= &pA’ then v = xv'.

e A=N thenv =n.

A =TFthenv = f.
o A = Refiy; A then v = ref.
o A = Array,; F thenv = a.
o A =3id A’ then v = pack (id',v').
Proof. Recall that the value terms sub-grammar is:

v = (v,02) | ()| *0 | [0] | Ax.t|i]|ref |a]p]|pack (id,o)
(value terms sub-grammar)

where p are partially-applied primitives:

p := newRef | swapRef | swapRef (xref)
| freezeRef | readRef
| newArray | readArray | readArray (xa)
| writeArray | writeArray (*a) | writeArray (*a) n | deleteArray

We then proceed by case analysis on the type A to match the struc-
ture of the lemma. In each case we must consider what possible values
can be assigned the type A and by which rules.

In all cases, there exists additional derivations based on dereliction
and approximation, e.g., for the case where A = A’ — B:

Ix:A"+Ft:A" - B
D
[x:[A"y)+t: A" =B

ER

Ty:[A"],, T'"+t:A" =B rCs
Ty:[A"],T'"+t: A" - B

APPROX

In all of these cases we can apply induction on the premise to get
the result since the term is preserved between the premise and the
conclusion.

We elide handling this separately each time in the cases that follow
as the reasoning through dereliction and approximation is the same
each time.

o A = A’ — B then there are two classes of possible typing:
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— Abstract term:
Ix:A'+t:B
A
T'FAxt:A" > B

BS

thus v = Ax.t as in the lemma statement.

— Primitive term p formed by an application of zero or more
values to a primitive operation, of which there are then
twelve possibilities:

1.

0T newRef : A — Jid.+(Refy A) “EWREF

thus v = newRef

p=1V p==x

R
0-T + swapRef : &,(Refjy A) — A — A® &, (Refjy A) SWAPREF

thus v = swapRef

0-T,ref : Resjg A &= ref : Resjy A REF
0-T,ref : Refijy A = xref : & Refjy A
0-T,ref : Ref;y A+ swapRef (xref) : A® & (Refj; A)

NEC

APP

thus v = swapRef (xref )

R
0T F freezeRef : #(Refy A) —o A ooointt

thus v = freezeRef

READREF

0-T' I readRef : &, (Refjy (L, 1A)) —0 A ® &, (Refiy (L,A))

thus v = readRef

NEWARRAY

0-T - newArray : N —o Jid.x(Array;; IF)

thus v = newArray

READARRAY

0-T I readArray : &,(Array;; F) — IN — F ® &, (Array;; FF)

thus v = readArray
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0-T,ref : Resjy A &= ref : Resjy A REF
0-T,a:Array,; A xa: & Arrayy F
0-T,a: Array;,; A+ readArray (*a) : N — F ® &; (Array;, FF)

NEC

APP

thus v = readArray (*a)

pr=1V p=x*

A
0-T F writeArray : &, (Array;; F) —o N —o F —o &, (Arrayg F) © sy

thus v = writeArray

10.

0-T,ref : Resijy A - ref : Res;y A REF

0-T,a:Array;; Al *a: & Array,; F
0-T,a: Array;,; A - writeArray (xa) : N — F — F ® &; (Array;; F)

NEC

APP

thus v = writeArray (xa)

0-T,ref : Res;y A - ref : Res;g A REEF

11. 0-T,a:Arrayyy AF *a: & Arrayy F

0-T,a: Array;; A b writeArray (xa) : F ® & (Array;; FF) o okn:N
0-T,a: Array;; A+ writeArray (xa)n : F — F ® & (Array;; F)

NEC

APP

thus v = writeArray (xa) n

12.

DELARRAY

0-T + deleteArray : «(Array;y; IF) —o unit
thus v = deleteArray

o A =[J,A’ then there is only one possible non-dereliction/non-
approximation typing of a value at that type:

v :A
P
r-TH[o]:0A

R

thus v = [¢/] as in the lemma statement.

o A = A’ ® B then there is only one possible non-dereliction/non-
approximation typing of a value at that type:

I"ll—vle’ rgl—’()zZB ®
Inh+Ik (’(')1,’02) :A'®B

I

thus v = (v1,v;) as in the lemma statement.
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A = 1 then there is only one possible non-dereliction/non-
approximation typing of a value at that type:

— 1

0-TF():unit '
thus v = () as in the lemma statement.

A = xA’ then there is only one possible non-dereliction/non-
approximation typing of a value at that type:

Qv A
0-TH %0 : %A’

NEC

thus v = *f as in the lemma statement.

A = &, A’ then there is only one possible non-dereliction/non-
approximation typing of a value at that type:

QFv A
N
0-THF 0 : & A

EC

thus v = *¢’ as in the lemma statement.

A = N then v = n Trivial case on typing of constants which is
elided in this paper for brevity (but covered by the core type
theory of Granule for example).

A = F then v = f Trivial case on typing of constants which is
elided in this paper for brevity (but covered by the core type
theory of Granule for example).

A = Ref;; A then v = ref then the only possible typing that is a
value is given by:

0-T,ref : Resjg A I-ref : Resjy A REF

A = Array;; F then v = a then the only possible typing that is a
value is given by:

0-T,ref : Resjg At ref : Resjy A REF
(and since the only type of arrays is [F currently).

A = Jid.A’ then there is only one possible non-dereliction/non-
approximation typing of a value at that type:
TFY :A id & dom(T)
PA
[+ pack (id',t) : Jid.Alid/id']

thus v = pack (id’,v’) as in the lemma statement.

255
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O]

Lemma 11 (Closed value lemma). Given I' + v : A where A does not
comprise a function type, then there exists a runtime only context vy such
that v = v : A, i.e., v is closed with respect to normal variables.

Proof. Similar to the value lemma proof structure, and where:
e A=A"— Bis excluded by the lemma statement.
o A =[],A" then v = [¢v'] by induction.
o A=A"®B then v = (v1,v;) by induction.
o A=1thenv =) is closed.
o A = xA’ then v = v/ by induction.
o A = &,A" then v = *v' by induction.
e A =N then v = nis closed.
e A =T thenv = f is closed.
e A = Refj; A’ then v = ref has only a runtime context.

e A = Array;; F then v = a has only a runtime context.

A = Jid.A’ then v = pack (id’,v') by induction.
O

Lemma 12 (Unique value lemma). Given I' = xv : *A then, depending
on the type A, the shape of v can be inferred:

o A=A'"®B then v = (v1,v2).
o A = Ref;; A then v = ref.
o A = Array,; F then v = a.

and there are no other possible typings for xv. Furthermore, 31", vy such that
0-T7,7 F xv: %A, ie., it can be type in a runtime context only.

Proof. There are only three possible typings for *v.

o A = A’ ® B’ where there is only one possible non-dereliction/non-
approximation typing of a value at the type (A’ ® B'):

0-Tq, 7 F *v1: A 0-Ta, 92 F %0y : B

INDUCTION. INDUCTION.

0-T1+0-Ta+ 91+ 72 F (%01, %0) : *A’ @ *B’

1

0- (Fl —|—F2) +71+7F *(01,02) : *(A/ ®B/)

thus v = (v1,v3) as in the lemma statement and I' = Ty + I,
and v =71 + 72

PULL
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o A = Ref;; A where there is only one possible non-dereliction/non-
approximation typing of a value at the type *(Ref;; A):

*REF*

0-T,ref : Resjg A b xref : x(Res;y A)

thus v = ref as in the lemma statement and I” =T and y = ref :
Ref;; A.

o A = Array;; F where there is only one possible non-dereliction /non-
approximation typing of a value at the type *(Array;; IF):

*REF*

0-T,ref : Resiyy A b xref : «x(Resjy A)

thus v = a as in the lemma statement (and since the only type of
arrays is [F currently) and I = T and v = a : Array;; A.

c.3.2 Progress proof

Theorem 7 (Progress). Given I' =t : A, then t is either a value, or for all
grades s and contexts Ty then if H b T + s - T there exists a heap H' and
term t' such that H-t ~s H' - t.

Proof. By induction on typing.

e (var)

0T x:AFx:A %

Here, H < s - [I'],x : [A]s, which by inversion of heap compati-
bility implies that H = H', x+,v and 3r'. s + ' = r. Hence, we
can reduce by the following rule:

I.s+r Cr
H,x+—, vk x ~»; Hx—, 00

P VAR

where 37'. s + ' = r implies 3. s + 1’ C r by reflexivity, satisfy-
ing the premise.

o (abs)
I'x:A+t:B
TFAxi:A—-B °
A value.
* (app)

Fll—tle—oB le—tQ:A
I'n+I>HtHt:B

By induction on the first premise, there are two possibilities.

APP
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1. t; is a value and therefore by the value lemma there are a
number of choices:

- t; = Ax.t]. Therefore we induct on the second premise
providing two possibilities:

+ If t, = v for some value v, then we can reduce by
the following rule:

y#{H,v,t}
HF (Axt)v ~»s H,y—sv F ty/x]

B

« If t; is not a value, then there exists heap H’, term
t] and context I such that H - t, ~»; H' - t}.
Therefore we can reduce by the following rule:

HtEty ~s H )
PUNN
HE oty ~5 H' -0t APPR

— t; = newRef
Therefore we induct on the second argument:

* tp is a value v and thus we can reduce:

ref#H  id#H
H F newRefv ~»; H, ref,_>ll‘d, id — ref(v) - pack <id, *ref) ~7NEWREF

+ {5 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HbEty ~s H 1t
H + newReft, ~»; H I newReft)

~?PRIM

- t; = swapRef

+ t is a value and therefore by the value lemma
on &,(Refjy; A) (Lemma 10) t = *ref and thus
t; t, = swapRef (xref) which is also a value.

* t5 is not a value and thus has a reduction, therefore
we can build the compound reduction:
HbEty ~s H H)
H I swapReft, ~»; H' - swapReft)

7 PRIM

-t = swapRef (xref)

Therefore we induct on the second argument:
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* 15 is a value v and thus we can reduce:

H, ref—yid, id — ref(v) - swapRef (xref) v/ ~~s H,refr—pid, id — ref(v/) kv "swarRer

* t is not a value and thus has a reduction, therefore
we can build the compound reduction:

HEty ~s H -t
H - swapRef (xref) t; ~»s H' + swapRef (xref) t}

~?PRIM

- t; = freezeRef
Therefore we induct on the second argument:

+ ty is a value which by the value and unique value
lemmas has the form xref, and thus we can reduce:

H,refr—pid, id — ref(v) I- freezeRef (xref) ~»s HE v "~ FREEZEREF

* f5 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HEty ~s H
H I freezeReft, ~~; H' I freezeReft)

~?PRIM

— f; = readRef
Therefore we induct on the second argument:

+ ty is a value which by the value and unique value
lemmas has the form xref, and thus we can reduce:

H, ref— pid, id — ref([v],.1) b readRef (xref) ~s H,ref— pid, id — ref([v],) b (v, *ref) " ReADRER

* t5 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HEty ~s H -t
H I readReft, ~+; H' |- readReft)

P PRIM

- t; = newArray therefore A = IN
Therefore we induct on the second argument:

+ tp is a value and therefore by the value lemma
(Lemma 10) t, = n and thus the typing is:

I'tn:IN

A
I' - newArray n : x(Array;; [F) NEWARRAY

with H < (Tg +5 - T).
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Thus there is a reduction as follows:

ref#H  id#H

H F newArrayn ~»; H,refr1id,id — init F pack (id, xref)

+ {5 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HbEty ~s H 1t
H I~ newArrayt, ~»; H' I newArrayt)

I PRIM

- t = readArray therefore A = &, (Array;; F) — N —o
F ® & (Array;; TF)

+ tp is a value and therefore by the value lemma
on & (Array;,; F) (Lemma 10) £, = *a and thus
t t, = readArray (xa) which is also a value.

+ fp is not a value and thus has a reduction, therefore
we can build the compound reduction:
HbEty ~s H H)
H I~ readArray t, ~»; H' I~ readArray t)

P PRIM

- t; = readArray (*a) therefore A = N — F® &, (Array;; F)

*+ tp is a value and therefore by the value lemma on
I'; -t : N (Lemma 10) implies t, = n and thus the
typing is refined at runtime as follows:

NEC
[[1],a: Array;; F & (xa) : &, (Arrayy; TF) InkEn:IN
[[1] + Ty, a: Array;; F - readArray (xa) n : F ® &, (Array;; IF)

with H < To+s- ([[1] +T2),a : Array,; F, and
by the heap compatibility rule for array references
there exists some H such that H' = H,a— ,id, id —
arr.

Then there is a reduction as follows:

H,ref—pid,id — arr[n] = v I- readArray (xref) n
~s H,refr—id, id — arr[n] = v k= (v, *ref)

* 15 is not a value and thus has a reduction, therefore
we can build the compound reduction:

H I readArray (xa) t, ~»s; H' I readArray (xa)t)

7 PRIM

~?NEWARRAY

READARRAY

7 READARRAY
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- 1 = writeArray therefore A = &;(Array;; F) —= IN —o
F —o & (Array;; F)

+ ty is a value therefore by the value lemma (Lemma 10)
tp = (*a) and thus t; £, = writeArray (xa) which is
also a value.

* 15 is not a value and thus has a reduction, therefore
we can build the compound reduction:
Hbt ~ H F 1
H I writeArray t, ~; H' I writeArray t)

P PRIM

- t; = writeArray (*a) therefore A = N — [F —o & (Array;; F)

+ ty is a value therefore by the value lemma (Lemma 10)
tp = n and thus t; t; = writeArray (xa) n which is
also a value.

* t is not a value and thus has a reduction, therefore
we can build the compound reduction:
HbEty ~s H R
H + writeArray (xa) t ~»s; H' b writeArray (xa) t)

~PRIM

-t = writeArray (xa) n therefore A = F ® &1 (Array;; F)

* 1, is a value and therefore the value lemma on
I'; Ft; : F (Lemma 10) implies t;, = f and thus the
typing is refined at runtime as follows:

[['1],a: Array;; IF - a: (Array;; IF) REF
NEC
[T1],a: Array;; IF F xa : & (Array;; TF) InkFn:IN I3k f:F
[[1] + T2+ T3,a: Array,; IF - writeArray (xa) n f : &;(Array; IF)

WRITEARRAY

with H' > (Tg + [I'1] + T2 4+ I'3,a : Array, F), and
by the heap compatibility rule for array references
there exists some H such that H' = H,a—,id, id —
arr.

Then there is a reduction as follows:

7 WRITEARRAY

H,refr— pid, id — arr - writeArray (*ref) nv
~s H, ref— ,id, id — arr[n] = v b xref

* 15 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HEty ~s H
H - writeArray (xa) nt, ~»5 H' - writeArray (xa) nt)

~?PRIM
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- t; = deleteArray therefore A = *(Array;; F) —o unit

+ tp is a value and therefore by the value lemma
(Lemma 10) tp = *a thus the typing is refined at
runtime as follows:

[['],a: Array;; F Fa: (Array;; IF) ReF
[T'],a: Array;; F = %a : «(Array;; IF)
[['],a: Array;; F I deleteArray = a : unit

NEC

DELARRAY

with H' < (Tg + [I],a : Array;; F), and by the heap
compatibility rule for array references there exists
some H such that H' = H,a—,id, id — arr.

There there is a reduction as follows:

H,ref—pid,id — arr |- deleteArray (*ref) ~»s H F () "7 DELETEARRAY

* 15 is not a value and thus has a reduction, therefore
we can build the compound reduction:

HEty ~s H )
H I deleteArray t, ~»s H' - deleteArray t)

~?PRIM

2. Otherwise, by induction on the premise we then have that
there exists heap H’, term #], and context I such that H -
t1 ~»s H' I t]. Therefore we can reduce by the following
rule:

Hrt ~s HFH
PUNY
HEtity ~s H M

e (pr)
I'Ht:A  —resourceAllocator(f)
r-THt,:0A
with heap compatibility H >t I'g + s - (r - T'), which by associa-
tivity of * is equal to H <1 Ty + (s * 7) - I'. Then, by induction on
the premise (with s’ = s 1), there are two possibilities:

PR

1. If t is a value, say v, then [t] is also a value, [7].

2. Otherwise, there exists H' and #’ such that H - t ~~g,, H' F
t', from which we can then reduce by the following rule:

HEt ~sg, HFY
HE[t], ~s HF[],

~0
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e (elim)

r1|_t1:|:|,,A rz,XZ[A}yf_tziB
F1+F2 I—let[x] :tlintziB

ELIM

By induction on the first premise, there are two possibilities.

1. t1 is a value and therefore by the value lemma t; = [v]. This
refines the typing as follows:

Fl Fo:A
PR
T'Fl (o [U]r : DrA Fz,x:DYAI— tz :B
r-I'n+1I> I—let[x] = [U]rintle

ELIM

Therefore we can reduce by the following rule:

y#{H, v, t}
HF let[x| = [v],int ~»s H,y—s.,0 F ty/x]

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t] and context I such that H -
t1 ~»s H' F t]. Therefore we can reduce by the following
rule:

HEt ~s HFH
HFlet[x] = tjint, ~»; H' - let[x] = t{int,

M rer)

o (der)
I''x:A+t:B
Tx:[AFt:B %

Goal achieved immediately by induction on the premise.

* (approx)

[x:[A],,I'Ft:B rCs
[x:[Al,T"+t:B

APPROX

Goal achieved immediately by induction on the premise.

¢ (pairlntro)
Fll—tle le—tZ:B
rh+IxkF (t1,t2) tA®B

By induction on the premises there are three possible cases.

X7

1. If both #; and ¢, are values then (t1, t;) is also a value.
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2. If only t; is a value then by induction on the second premise
we then have that there exists heap H’, term t; and context
I such that H - t ~»; H' I t}. Therefore we can reduce
by the following rule:

HFty ~s H )
HF (0,t) —s HF (v,85) %

3. If neither t; nor t; are values then by induction on the first
premise we then have that there exists heap H’', term #] and
context I'” such that H - t; ~»; H' I~ t]. Therefore we can
reduce by the following rule:

Hrt ~s HFH
A
HFE (t,t2) ~s H F (£,8)  “F

e (pairElim)

F1I—t1:A®B Fz,x:A,y:Bl—tZ:C
IM+TyFlet(x,y) =tint, : C

E

By induction on the first premise, there are two possibilities.

1. 1 is a value and therefore by the value lemma t; = (v1,v2).
This refines the typing as follows:

Fll—vle rzl_UZZB®
F1+F2l—(vl,vz):A®B ! I3,x:A,y:BFt:C
In+IT+13 l—let(x,y) = (01,02) int; : C

OF

Therefore, we can reduce by the following rule:

x,#{H,Ul,Uz, t} y,#{H,Ul,Uz, t}
HFlet(x,y) = (v1,v2) int ~»5 H,x'+—s01, Y —s00 F Hy' /y][x' / x]

M—>®‘B

2. Otherwise, by induction on the premise we then have that
there exists heap H’, term t] and context I such that H -
t ~»s H' I t]. Therefore we can reduce by the following
rule:

Hrt ~s HFH
HFlet(x,y) =tinty ~ H' Flet(x,y) =t int,

MILET®
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¢ (unitIntro)
— 1
0-TF():unit '
A value.
e (unitElim)
IMkEtp:unit IoFHiH:B
F1—|—T2I—1et():t1 int; : B
By induction on the first premise, there are two possibilities.

E

1. tis a value and therefore by the value lemma t = (). There-
fore we can reduce by the following rule:

Hilet() = ()int ~, HFt PoNT

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t] and context I such that H -
t ~»s H' - t|. Therefore we can reduce by the following
rule:

Hrt ~s HFH
HFlet () =t1inty ~¢ H' F let () — tll in t, ~?LETUNIT

e (returnGen)
F'Ht:+A
I'F sharet:[],A
By induction on the premise, there are two possibilities.

SHARE

1. t is a value and therefore by the value lemma t = *v. There-
fore we can reduce by the following rule:

dom(H) = refs(v)
H,H' I share (*Z)) g ([H]O)IH/ - [U] ~SHARES

2. Otherwise by induction on the premise we then have that
there exists heap H’, term ' and context I such that H -
t ~»s; H' I t'. Therefore we can reduce by the following
rule:

HE 1~y H -
H F sharet ~»; H' |- sharet ~ SHARE

e (bindGen)

et :0A Ir,x: %A+t :,B 1Cr
I''+T>F clone’ t; as xin t, : [1,B

CLONE’

By induction on the first premise, there are two possibilities.
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1. 1 is a value and therefore by the value lemma #; = [v]. This
refines the typing as follows:

F1 Fo:A
PR
r-I'1 ko] : O0A I, x:*xAFt,: 0O,B
r-T'1+ Ty clone [v]asxint, : [],B

CLONE’

Therefore we can reduce using the following rule (with t =
t):

dom(H') = refs(v)  (H",8,id) = copy(H') y#{H,v,t}
H,H' | clone [v],asxint ~»s H, H', H",y—pack (id, (0(v))) I t[y/x

] 7 CLONEB

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t] and context I such that H -
t1 ~»s H' F t]|. Therefore we can reduce by the following
rule:

HGE tl Mg H/ H ti
H clonetjasxint, ~; H' - clonet|asxint,

~? CLONE

e (withBorrow)

rll—tlt*A rzl—tzt&lA—O&lB
I't + I, - withBorrow t t, : *B

WITHBORROW

By induction on the first premise, there are two possibilities.

1. t#; is a value and therefore by the value lemma t; = (Ax.t).
Then, again, we have two possibilities:

- t is also a value, and therefore by the value lemma t, =
(xv) for some v. Then we can reduce by the following
rule:

y#{H,v,t}
H F withBorrow (Ax.t) (xv) ~»s H,y—s(*v) F unborrow f[y/x]

M WITH&

- tp is not a value. Then, by induction on the premise we
have that there exists heap H’, term f, and context I"
such that H - t; ~»; H' - t}. Therefore we can reduce
by the following rule:

HEt) ~s H
H + withBorrow (Ax.t;) t, ~+s H' - withBorrow (Ax.t;) t)

P WITH&R
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2. t; is not a value. Then, by induction on the premise we
have that there exists heap H’, term ] and context I such
that H - t; ~»; H' - t]. Therefore we can reduce by the
following rule:

HFt ~s HEH
H  withBorrow t; t, ~»; H' - withBorrow #] t,

M wiTH&L

o (split)
''kt: &;,A
I'Fsplitt: &gA ® &gA

SPLIT

By induction on the premise, there are two cases.

1. If t is a value, then by the value lemma and the unique
value lemma there are three possibilities for the form of ¢.

— t could have the form (xref). This refines the typing as
follows:

[T}, ref : Refig A (xref) : &,(Refjy A) REF + NEC
[['], ref : Refjy A b split (xref) : &y (Refiy A) ® &g(Reﬂ-d A)

SPLIT

Then we can reduce by the following rule:

refi#tH  refr#H
H,ref— pid, id — v I split (xref) ~»s H, refi— pid, refy— pid, id — v (xrefy, xrefy)

~SPLITREF

- t could have the form (xa). This refines the typing as
follows:

[T],a: Array;; F = (xa) : &, (Array;; IF) REF + NEC
[[],a: Array;; IF F split (xa) : &, (Array,; IF) ® &y (Array;; IF)

SPLIT

14
2

Then we can reduce by the following rule:

m#H  a#H
H,a—id, id — arr |- split (xa) ~ H,a1»—>gid,a2»—>gid, id — arr - (xaq, *ap)

~?SPLITARR

— t could have the form (x(v,w)). There are two possible
typings in this case:
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yibFo: A kv B
71+ 72k (v,02): A’ ®B ¢
Y1+ 72 b *(v1,02) : (A" ® B)

Y1+ 2 b split (x(v1,02)) : (&1 (A’ ®B) ® &1 (A’ @ B))

1 1
2 2

I

NEC

SPLIT

In either instance, we can reduce by the following rule:

H I split (xv) ~»s H' F (xvq, %0;)
H' | split (xw) ~s H" = (xwy, xw;)
H I split (x(v,w)) ~s H” = (x(v1,w1), *(v2,w2)) "seLIT

2. If t is not a value, then by induction on the premise we
have that there exists heap H’, term ' and context I such
that H - t ~»; H' | t'. Therefore we can reduce by the
following rule:

HFt ~, HFV
H - splitt ~»; H' I- split ¢/

P SPLIT
- (join)

rll_tll&pA le—tzi&qA P+6]§1
[+ T2 jointy tr 1 & yA

JOIN

By induction on the first premise, there are two cases.

1. If #; is a value, then first we should consider whether t; is
also a value.

- If t is also a value, then by the value lemma and the
unique value lemma there are three possibilities for the
form of t;.

a) t; could have the form (xref;). This refines the typ-
ing as follows:

[I'], refy : Refig A = (xrefy) : &, (Refiy A) REF+NEC
[T}, ref, : Refjg A = (*ref2) : &, (Refjy A) REF+NEC

[F],ref1 : Refid A, 1’6f2 : Refid AF jOiI‘l (*refl) (*Tefg) : &pﬂ(Ref,'d A)

JOIN

Note that the typing in this case restricts f, to also
have the form x*ref,. Then we can reduce by the
following rule:

ref#H
H, refy pid, refor—4id, id — v &= join (xrefi) (xrefa) ~»s H,refr— (. q)id, id — v 1= xref

~?10INREF
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b) t; could have the form (xa). This refines the typing
as follows:

,a1 : Array; ki) : rray; REF+NEC
[[],a1 : Array;g IF = (xa1) = &, (Arrayjg IF)
[['],az : Arrayyy IF = (xaz) : &;(Array;; IF) REF+NEC

JOIN
[[],a1 : Array;y I, a3 : Array;; IF 1= join (xay) (xaz) : &p4(Array;, F)

Note that the typing in this case restricts ¢, to also
have the form x*a;. Then we can reduce by the fol-
lowing rule:

a#tH
H, a1 pid, ay—4id, id — arr - join xa; *ay ~g H,m—>(p+q)id, id — arr F xa

7 JOINARR

¢) t; could have the form (x(vy,w;)). There are two
possible typings in this case:

yitFovi A yFw B Y3t v A ysFw;y: B

71+'yz|—(vl,w1):A’®B®I e ’yg+'y4|—(vz,w2):A’®B®

71+ 72 *(v,w1) - %(A' ®B) Y3+ va b *(v2,w2) 1 %(A' ®B)
71+ 72+ 73+ 74 b join (x(v1,wr)) (+(v2,w2)) ¢ &g (A" ® B)

I

NEC

JOIN

Note that the typing in both situations restricts t,
to also have the form (x(vp, wy)). In either instance
we can reduce by the following rule:

H Fjoin (xv1) (xv2) ~s H' F *v
H' - join (+w1) (+102) ~ H' b 50
H F join (+(01,w1)) (*(v2,w2)) ~s H' F #(v,w) O™

- If £, is not a value, then by induction on the second
premise we have that there exists heap H’, term t} and
context I'” such that H & t, ~»s H' i~ t}. Therefore we
can reduce by the following rule:

HFt) ~s H )
HFjoinvt, ~»; H' Fjoinvt)

~?70INR

2. If t; is not a value, then by induction on the second premise
we have that there exists heap H’, term #]| and context I"
such that H - t; ~»; H' I t]. Therefore we can reduce by
the following rule:

HEty ~s H )
HtEjoinvt, ~; H'Fjoin vt}

~?70INR
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e (nec)
yHt:A  —resourceAllocator(t)
0-T,7F xt:=A

By induction on the premise, there are two possibilities.

NEC

1. If t is a value, then *t is also a value.

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t' and context I such that H +-
t ~»s H' F t'. Therefore we can reduce by the following

rule:
HFt ~; HEFY
HEF xt ~~; H %t/ T
« (push)
I'Ht: &p(A ® B)
PUSH

I'F pusht: (&,A) ® (&,B)
By induction on the premise, there are two possibilities.

1. If t is a value, then by the value lemma and the unique
value lemma there are two possibilities for the form of ¢.

- t could have the form *(v;,v;). Then we can reduce by
the following rule:

H F push (x(v1,v2)) ~s HF (%01, %07) "rusi

2. If t is not a value, by induction on the premise we then
have that there exists heap H’, term ' and context I such
that H - t ~»; H' | t'. Therefore we can reduce by the
following rule:

HFt ~, HEFF
PUNN
HF pusht ~»; H' F pusht/ %"

e (pull)
I'Ht:(&,A)® (&,B)
I'F pullt: &,(A®B)

By induction on the premise, there are two possibilities.

PULL

1. If t is a value, then by the value lemma and the unique
value lemma there are two possibilities for the form of t.
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— t could have the form (*vq, *v;). Then we can reduce
by the following rule:

H F pull (xv1, %vp) ~»s H F *(v1,02) Trrones

2. If t is not a value, by induction on the premise we then
have that there exists heap H’, term ' and context I such
that H - t ~»; H' = t'. Therefore we can reduce by the
following rule:

HFt ~, HEY
HF pullt ~, H - pullt "%

o (ref)
0-T,ref : Resjg A \-ref : Resjg A REF
A value.
e (array)
0-T,ref : Resjg A I-ref : Resjy A REF
A value.

e (unborrow)

I'Ht: &1A
I' - unborrow ¢t : A

UNBORROW

By induction on the premise, there are two possibilities.

1. tis a value, and therefore by the value lemma t = (xv) for
some value v. Then we can reduce by the following rule:

H F unborrow (*v) ~»s H F *v TNk

2. t is not a value. By induction on the premise we then have
that there exists heap H’, term ' and context I such that
HFt ~»; H' I t'. Therefore we can reduce by the following
rule:

HFt ~; HEFY
H + unborrow t ~»; H’ - unborrow #

~? UNBORROW

o (pack)
THt:A  id ¢ dom(T)
I' - pack (id', t) : Jid.Alid /id']

By induction on the premise, there are two possibilities.

PACK
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1. If t is a value, then pack (id’,t) is also a value.

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t' and context I such that H +-
t ~»s H' I t'. Therefore we can reduce by the following
rule:

HFt ~, HEY
H I pack (id,t) ~ H I pack (id, ') "%

e (unpack)

F1 H tl :Jdid A
Ip,id,x: At t,:B id & fv(B)
I'1 + T - unpack (id,x) =t; in t : B

UNPACK

By induction on the premise, there are two possibilities.

1. If t; is a value, then by the value lemma it has the form
pack (id’,v) for some value v. Then we can reduce by the
following rule:

y#{H, vt}
H F unpack (id, x) = pack (id’,v) in t ~»s H,y—,v - tly/x

~3
] B

2. Otherwise by induction on the premise we then have that
there exists heap H’, term t] and context I such that H -
t1 ~»s H' I t]. Therefore we can reduce by the following
rule:

Hrt ~s HEH
H - unpack (id,x) = t; in t, ~»; H | unpack (id,x) =t int,

~? UNPACK

O]

c.3.3 Preservation proof

Lemma 13 (Admissibility of weakening).
FFt:A = (0-T'),THt: A

Proof. By induction on the structure of typing and since all ‘leaf” nodes
of a typing derivation permit weakening (e.g., var rule, primitive
rules). O

Lemma 14 (Renaming array refs). Given an array reference renaming 0
(generated from a clone) thenT Ht: A = 6(T') - 6(t) : A.
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Proof. By trivial induction, with the only action happening in the use
of the REF runtime typing rule for array references, in which case this
acts just like alpha renaming via 6. O

Theorem 8 (Preservation). For a well-typed term I = t : A, under a
restriction that polymorphic reference resources are restricted to non-function
types, and for all s, Ty, and H such that H < (Tg + s - T') and a reduction
HEFt ~ss H ¥, then we have:

A H.T'FH:A A H < (Tg+s-T')

Note the caveat to preservation: references Ref;; A are restricted
such that A cannot be of function type, or some other composite type
involving functions. The restriction is needed for preservation since it
works at the granularity of a single reduction, and so cannot rule out
the possibility that a reference is storing a A term with free variables.
This considerably complicates reasoning about resources and heaps,
so we rule it out for this theorem. Importantly, this is not a restriction
that needs to be made on the calculus and its implementation as a
whole: for deterministic CBV reductions starting from a closed term
(i.e., a complete program) then all B-redexes are on closed values and
hence this problem does not exist in the context of an overall reduction
sequence. However, to make preservation work for a single reduction,
on potentially open terms, this minor restriction is needed locally. This
does not affect any of the examples discussed in the paper.

Proof. By induction on the structure of typing and reductions.

e (var)

0T x Arx:A %

and one possible reduction:

I.s+rCr
H,x—,vbx ~~; Hx—, vt 0

7 VAR
with incoming heap compatibility:

(H,x+,0) > (Tg+s-(0-T,x:A))
with derivation:

He<a (To+5*%0-T+s-T')  x¢dom(H) T'Fov:A

273

Ios+1" =vr

(H,x+—v) > (To+s*0-T,x: [A]s)

Goal 1:
I TFv A

EXT
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Which is provided by the third premise of the head compatibility
derivation here, but with weakening (Lemma 13) such that we
have:
I'Fo:A
0-I,T ,x:[AlpFv: A

LEMMA 13

Goal 2
(H,x—0) < (Tg+s-(0-T,I",x : [A]p))

given by the following derivation from the premise of the incom-
ing heap compatibility:

Ha (Ig+s%0-T'+s-I")
Hooa (To+s%0-T+s-T")+0-T7)
H,x—00d ((Tg+s%0-T+s-T"),x: [Alp)

o unitality x ¢dom(H) T'Fo:A F.0+7r" =r

EXT

where the premise 3r"””. 0+ " = r is fulfilled by "/ = r by
unitality and since 0 s = 0.

o (abs)

I''x:AFt:B
TFAxt:A—oB

Has no reduction so the case is trivial here.

BS

* (app)

Fll—tle—oB le—tZ:A
I'n+TI,Ftt:B

APP

with incoming heap compatibility H < T +s - (I'1 +I).

There are four possible general reductions (and then further
reductions for the operation of primitives, separated our below).

GENERAL REDUCTIONS (APP)
1. (beta)

y#{H,v,t}
HF (Axt)v ~s H,y—sv F ty/x] P

ie. t; = (Ax.t) v with the refined typing (where I' = T’,):
I'i,x:AFt:B

ABS
Fll—Ax.t:A—oB FQFU:A
IM+TF (Axt)v:B

APP

Therefore the resulting typing judgment is (goal) I'y, x : A -
t: B given by the first premise here.



C.3 TYPE SAFETY | 275

The goal heap compatibility is: (goal 2) (H, x—1v) > (g +
s-(T,x:A))

We construct the goal compatibility judgment as follows,

using the incoming compatibility assumption:

Hoa (To+s-T1+s:Ty) xg€dom(H) Tokov:A F.s++ =
H,x+—o< (Tg+s-Tq),x: [Als

EXT

where 7 = 0 here.
2. (appL)
HFE i’] Mg H/ F ta
HEtty ~s HEEE T

with incoming heap compatibility H 1 (I +s - (I'1 +I2)).
Applying induction on the premise reduction with heap
compatibility given by the incoming heap compatibility but
with Tg =T, + s - I'; then yields:

a) dI.T)Ht:A—B

b) H > (I'y+s-To+s-T9)
(Goal 1) is then given by the reconstructed application type
F1+F2I—t§t2:B
(Goal 2) is H' > (T, + s - (T'} + I'2)) which is given by the
second conjunct above by commutativity of + and distribu-
tivity of * over +.

3. (appR)
HbEty ~s H F )
HEovty ~s H' ot areR

Same as (appL) but by induction on the premise with t;.
4. (prim)
HFt ~, HEFY
HFprt ~; H = prt R
Same as (appL) but by induction on the premise with t.

PRIMITIVES (APP)

1. (newRef)

ref#H  id#H
PUNY
H F newRefv ~+; H,refr—qid,id — ref(v) - pack (id, *ref) NEWREF

Thus typing refines to:

0-T; - newRef: A — Jid«x(Refy A) ToFv:A
0-T1+ T F newRefv : Jid.«(Refj; A)

APP
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with incoming heap compatibility H >1Tg+s- (0-I'; +15)
which is equal to H <1 I'g + 0 - I'y 4 s - I'; by distributivity
of x over + and absorption.

By the closed value lemma (Lemma 11) then I'; = 7 and
thus s - ¢ = 7 since multiplication has no effect on run-
time reference type assumptions, therefore incoming heap
compatibility is H > T +0-T'1 + 7.

Goal 1 (typing) is thus given by:

%

0-Ty,ref : Refiyy A F xref : x(Refjy A) R
PACK
0-Ty,ref : Refiyy A F pack (id, xref) : Jid.Ref;; A

ie, we set I” = 0-Tq,ref : Refyyz A (which notably has
runtime typing of ref).

Goal 2 (compatibility) is (H,refr1id,id — v) > (Ig+s -
(0-Ty,ref : Ref;y A)) which is equal to: (H, refr—id, id —
v) < (To+0-T4,ref : Refiy A)

We construct this goal as follows (leveraging distributivity
of - over +):

yFv:A
H<Top+0-T1 4+ ot ref(v):Ref; A
H, refrqid, id — ref(v) b (Tg+ 0 - Ty, ref : Refiy A)

REFSTORE

EXTRES

. (swapRef)

H, ref—pid, id — ref(v) - swapRef (xref) v/ ~»s H,ref—,id, id — ref(v') o " swarRer
Thus typing refines to

0-T1 F swapRef : &,(Refjy A) 0 A — A® &,(Refjz A)
0-To,ref : Refyy A xref : x(Refiy A) T30 : A
0-T1 40T+ T3, ref : Refiy A - swapRef (xref) v’ : A® & (Refjy A)

APP X2

i.e. where p = *.

By the closed value lemma (Lemma 11) then I'; = 7/ and
thus s - 7/ = 9/ since multiplication has no effect on run-
time reference type assumptions, therefore incoming heap
compatibility is:

yFv:A

Hx<aTo+0-T1+0-To+9+9" 7 Fref(v):Refyy A
(H, ref—,id, id — ref(v)) > (Tg+s- (0-T1 4+ 0-To 4/, ref : Refjg A))

REFSTORE

EXTRES



C.3 TYPE SAFETY | 277

Goal 1 (typing) is thus given directly by the heap compati-
bility’s second premise: y - v:A

Goal 2 (heap compatibility) is
(H, ref—,id, id — ref(v")) < (To + s - 7, ref : Refy A)

By absorption then the premise of incoming heap com-
patibility H > Tp+0-T14+0-T2 + v+ 9/ is equal to:
H Ty +v+1/, and since s - v = y then we can provide
this goal by:
YhFov:A
H<aTo+s-y+9 o Fref(v)):Refy A
(H, ref—pid, id — ref(v")) < (o + s - (7, ref : Refjg A))

REFSTORE

EXTRES

. (freezeRef)

H,ref— pid, id — ref(v) - freezeRef (xref) ~» HF v 7 REEZERER
Thus typing refines to

0-T5 F freezeRef : Vid.x(Ref;y; A) —0 A
0-Ty, ref : Refjy A b xref : x(Refjy A)

APP
0-T1+0-Ty,ref : Refjy A - freezeRef (xref) : A
and we have incoming heap compatibility:
yFv: A
REFSTORE

H<xTo+0-T1+0-To+79 7 F ref(v) : Refyy A
(H,a—pid,id — v) > (Tg +0-T1 +0- Ty, ref : Refjg A)

EXTRES

Goal 1 (typing) is thus given directly by the second premise
of heap compatibility: y Fov: A
Goal 2 (heap compatibility) is then H < (I'g + s - 7y) given
by the premise of incoming heap compatibility since I'g +
0-T14+0-Tr,=Tpands-y=1:
HxTo+0-T140-To 4+
= Hpalg+s-

. (readRef)

H,ref— pid, id — ref([v],,1) - readRef (xref) ~+s H,ref—,id,id — ref([v],) b (v, xref) "7 READRER

Thus typing refines to
0-I'y - readRef : &, (Refjy [, 1A) —0 A ® &, (Ref;y [J,A)
0-T>, ref : Refid DH»lA H *ref : *(Refid D,,+1A)
0-T'y +0-Ty,ref : Refjy A I- readRef (xref) : A ® &, (Refjy [J,A)

APP
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i.e. where p = * and we have incoming heap compatibility:

yFov:A
YOl : OrnA i
HaTp+0-T14+0-Ta+ 7 v ref([v],41) : Refyy (0,1A)
(H, ref—pid, id — ref([v],41)) > (Fg+s-(0-T1 +0-T, ref : Refiy A))

R

REFSTORE

EXTRES

where recall 7 +1 - = v and thus compatibility is which is
equal to (H, refr—pid,id — ref([v], 1)) > (Ip+0-T14+0-
Iy, ref : Refjy A) by absorption.
Goal 1 (typing) is thus given by:

yFv:A 0-Tyref : Refyy [, A F xref : x(Refy [J,A)

Y+ 0Ty, ref : Refiyg A F (v, xref) : A ® &, (Refjy [,A)

1

Goal 2 (heap compatibility) is
(H, ref— pid, id — ref([v];)) > (Fo+0- (I'y +T72), ref : Refjg A)

which is provided exactly by the incoming heap compati-
bility but re-deriving promotion at the grade r.

. (newArray)

ref#H  id#H
H F newArrayn ~-; H,ref—1id, id — init - pack (id, *ref)

P NEWARRAY

Thus typing refines to:
0-T7 - newArray : N — Jid.x(Array;; F) 0-ToFn:IN
0-T1+0-I'y - newArrayn : Jid.x(Array;; [F)

APP

with incoming heap compatibility H >1T'g+s-(0-T'; +0-
I';) which is equal to H >1Tg+0-I'; + 0 - I'; by distributiv-
ity of * over + and absorption.

Goal 1 (typing) is thus given by:

*REF*

0-(T1+T2),a: Array;; F = *a : «(Array;; F)
0-(T1+Ty),a: Arrayyy A+ pack (id, xa) : Jid.Array;; F

PACK

ie, weset" =0- (1 +I2),a: Array,; A (which notably
has runtime typing of a).

Goal 2 (compatibility) is (H,a~1id, id — init) > (Ig + s -
(0-(T1+T2),a: Array;,; A))

We construct this goal as follows (leveraging distributivity
of - over + and absorption and since s -y = 7):

ARRAYINIT

Hx<xT94+0-T14+0-Tp @Finit: Array,; F
H,aid,id — init <t (Tg+0- (T1 +T2),a : Array;,; A)

EXTRES
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6. (readArray)

~?READARRAY

H,ref— ,id, id — arr[n] = v - readArray (xref) n
~s H, refr—id, id — arr[n] = v = (v, *ref)
Thus typing refines to
0-T'y F readArray : &, (Array;; F) — IN — F ® &, (Array;; IF)
0-Ty,a: Array,; F = xa : «(Array;; A) 0-T3Fi:IN
0-T1+0-T2+0-I3,a:Array;,; F - readArray (xa)i: F ® &, (Array;; IF)

APP X2

i.e. where p = * and we have incoming heap compatibility
(simplified below by absorption since (I'g+s-(0-T1+0-
I4+0-T3,a:Array; F)) = (To+0-T1+0-T,+0-T3,a:
Array;; IF)):
OFarr:Arrayy F OFv:F
HaTyg+0-T1+0-T,+0-T3 @ & arr[i] = v : Array; F
(H,arpid, id — arr[i] = v) > (g +0-T1 +0-T2 +0-T3,a : Array;; IF)

ARRAYAT

EXTRES

Goal 1 (typing) is thus given by:
OFv:F
0- (I +T2+41T3),a: Array,; F &= xa : &, (Array;; TF)
0- ([ +T2+1T3),a: Array,; F = (v,%a) : F® &, (Array; FF)

I

ie.I"=0-(T1+Ty+T3),a:Array, IF.
Goal 2 (heap compatibility) is
(H,a— pid,id — arr[i] = v) > (T +s-0- (1 +T2+13),a: Array, IF)

which is provided exactly by the incoming heap compati-
bility.
7. (writeArray)

7 WRITEARRAY

H,ref— pid,id — arr - writeArray (xref) nv
~s H,refr—id, id — arr[n] = v - xref

Thus typing refines to
0-T'y - writeArray : &, (Array;; F) — IN — F ® &, (Array;; FF)

0-Tp,a: Array;; F &= xa: &, (Array;; A)
0-I3Fn:IN 0-TykFov:F

0-T1+0-To+0:-T3+40-Ty,a: Array,; F - writeArray (xa) nv : &,(Array;; F)

APPX3

and we have incoming heap compatibility (simplified by ab-

sorptionas: (I'g4+0-T1+0-Tp+0-T3+0-Ty,a: Array, F) =

(To+s-(0-T14+0-T2+0-T3+0-Ty,a:Array,; F))):
Hx<Tog+0-T14+0-To+0-I'34+0-Ty OF arr: Array;; F

(H,a— pid,id — arr) > ([g +0-T1 +0-T2 4+ 0-I'3 +0-Ty,a: Array;; IF)

EXTRES
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Goal 1 (typing) is thus given by:

0-Iy,a: Array;; F = (xa) : &;,(Array;; A)
0- (I +T2+13),a: Array;; F = (xa) : &;,(Array;; FF)

LEMMA 13

ie. " =0- (1 4+ T2+ 7T3),a: Array;,; F and where we can
strengthen 0-T'y = v : IF to @ - v : FF by inversion on float
values.

Goal 2 (heap compatibility) is
(H,a— pid,id — arr[i] = v) > ([g+s-0- (I +T2+13),a: Array,; IF)
which is provided exactly by the incoming heap compati-

bility:

@t arr:Arrayy F QFv:F
Hx<xTg+0-T1+0-T+0-T534+0-Ty @t arrfi] =v: Array; F
(H,a—pid, id — arr) >a (Tg+0-T1 +0-T2 +0-T3,a : Array;; IF)

ARRAYAT

EXTRES

where (Iop+s-0- (1 + T +1TI3),a: Array,; F) = (Ip+0-
I'1+0:-Ty+0-T3,a: Arrayy, F).

. (deleteArray)

H,ref—pid, id — arr - deleteArray (xref) ~~s H F () " DELETEARRAY
Thus typing refines to

0-T; F deleteArray : Vid.«(Array;; F) —o unit
0-Tp,a:Array,; F F %a: «(Array;; A)
0-T140-T,a: Array;,; F I deleteArray (xa) : unit

APP

and we have incoming heap compatibility:

HxTop+s-(0-T1+0-Ty) OF arr: Arrayy F
(H,a—pid,id — arr) > (Ig+s- (0-T1 +0-T3),a : Array;; IF)

EXTRES

Goal 1 (typing) is thus given by:

1
0-(T1+T2) () :unit !

withT" =0 (T +T?7)

Goal 2 (heap compatibility) is H 0 (Ig+s*0- (I'1 +12))
given by the premise of incoming heap compatibility.

e (boxElim)

Mt :0A Tox:[Al,Ft:B
I+ Tyt letx] =t inty : B

ELIM

And two possible reductions:
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1. (betaBoxElim)

y#{H,v,t}
H et [x] = [v],int ~s H,y— (5.0 F Hy/x] O

refining the typing to:
T Fv:A
n PR
r-T+ [0, : OA Ip,x:[Al,Ht:B
r-T1+ Ty let[x] = [0],int: B

ELIM

with incoming heap compatibility:
HxiTo+s-(r T +T7)
Goal 1: typing Provided by the premise here as:
Io,x:[Al,Ft:A
under renaming to:
o,y [Al Ftly/x]: A

i.e., we set the goal I" =T,y : [A],.

Goal 2: heap compatibility is (H, y+—s.,0) > (To+s- (T2, v : [A]+))
which refines to: (H,y—s,0) > (Tg+5-T2),y: [Alsr by
the disjointness of x

We construct this goal via the premise heap compatibility
by
HxTog+s*r-Tj+s-T;
(H/st*rv) > (FO +s- FZ)/y . [A]s*r

EXT

2. (congBoxElim)

HEt ~s HEH
HFlet[x] = tjint, ~»; H' k- let[x] = t|int,

~rrETd)

with incoming heap compatibility:

H><1F(’)—|—T1+F2

Applying induction on the premise reduction with heap
compatibility given by the incoming heap compatibility but
with Ty = T, + I'; then yields:

a) dI.T) H# : A

b) H' a (ITj+s-To+s-T9)
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(Goal 1) is then given by the reconstructed application type
1"’1 +TIF let[x] = tiintQ :B

(Goal 2) is H' > (T, + s - (T'} + T'2)) which is given by the
second conjunct above by commutativity of + and distribu-
tivity of x over +.

¢ (boxIntro)

I'-t:A  —resourceAllocator(t)

r T, :0A R

and one possible reduction

HFt ~g HEFY
HE [f], ~s HF[f], ©

Aside: Here we see the need for the Church-style graded anno-
tation here in the term as otherwise we could have a reduction
derivation that uses a different grade in its premise:

HbFt gy HEY
HE[t] ~s H V]

~~-alternate-nonChurch

In which case we could not induct on the first premise as we
would not have the required heap compatibility H < T + s’ *
r"-T. Thus this motivates the need for the Church style typing
here.

Thus, instead we have the incoming heap compatibility:
HxaTy+s xr-T

Applying induction on the premise reduction with I'y = I'j; and
s = s’ x r then yields:

1. . T A

2. H' o (T)+ (s'x1) -T))
(Goal 1) is then given by the reconstructed application type
r-T)F 1] 0A

IMEH:A .
r-TiH[H]:0,A

O

(Goal 2) is H' pa (T + s’ * r - T}) which is given by the second
conjunct above by commutativity of + and associativity of *.

o (der)

Ix:AFt:B
[,x:[Al;+t:B PER
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with incoming heap compatibility H > Tg+s- (I, x : [A];) which
refines to H<xtTg+s - T, x : [A]; and a reduction:

HFt ~ss HEFY

Induction requires H >1 T +s - (I', x : A) which by the definition
of scalar multiplication is just H b g +5s - T, x : [A],, thus we
can apply induction and get the result of I” - ' : B and H' i<
I'p + s - I} satisfying the goal here.

e (tensorIntro)

Fll—tle le—tQ:B
P1+F2|—(t1,t2):A®B

X7

with incoming heap compatibility H >1To+s - (I'1 +T2).
And two possible reductions:

1. (congPairL)

Hrt ~s HEH
A
HE (t,t2) ~s H F (£,8)  “F

By induction on the premise with I'y = Ty + s - I', then we
have: (i) T} F #; : Aand (ii) H' > T +s Ty +5s-I'|. From
which we construct the resulting typing, via applying ®;
again to get I} + T, = (#], 2) : A® B and with (ii) providing
the required heap compatibility (by commutativity of +).

2. (congPairR)

HEty ~s H )
HF (0,t) —s HF (0,85) %

Essentially the same as the preceding case (congPairL) but
by induction on the second premise.

e (tensorElim)

F]l_tliA(X)B Fz,x:A,y:Bl—tZ:C
IM+TyFlet(x,y) =tint : C

KF

with incoming heap compatibility H >1Tg+s - (I'1 +T2).
And two possible reductions:

1. (pairBeta)

x,#{H,Ul,Uz,t} y,#{H,Ul,Uz, t}
HFlet(x,y) = (v1,v2) int ~»5 H,x'+—sv1, Y —s02 F Hy' /y][x' / x] ep

with typing I';,x : A,y : B t; : C as the result i.e., with
I" =Ty,x: A,y : B and outgoing heap compatibility
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2. (pairElim)

Htt ~s HFH
PONN
HFlet(x,y) = tinty ~s H Flet(x,y) =t int; =7

By induction on the premise with Iy = I'g+s- I then
we have: () I} F #{ : A®B and (ii)) H > Ty +s-Tr +
s - I'|. From which we construct the resulting typing, via
applying ®f again to get I} +T'» - let (x,y) = t{int, : C
and with (ii) providing the required heap compatibility (by
commutativity of +).

e (unitIntro)

0-TF():unit 1

Trivial case since there is no heap semantics rule as this is already
a normal form value.

e (unitElim)

I'iEtp:unit ThFHtH:B
F1+I"2}—1et():t1int2:B

E

And two possible reductions:

1. (betaUnit)

Hilet() = ()inf ~, HFt PONT

which refines the typing to:

0-TyF():unit TokHt:B
0-F1+F2|—let():() int, : B

E

with incoming heap compatibility H > Ty +s- (0-T'1 +T)
which refinesto H<xI'g+0-T7 +5s-T'5.

The resulting typing is thus given by:

Fz"tz:B
0-T1+I,-t:B

LEMMA 13

ie, I” = 0-T1 +I'; and outgoing heap compatibility is
provided exactly by the incoming heap compatibility.

2. (congUnitElim)

HEt ~ H t’l
PUSY
Hilet()=tHint ~ H Flet ()=t int LETUNIT
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By induction on the premise with I'y = Ty + s - I', then we
have: (i) T’} - #] : unit and (ii) H' < Tp +s - I + s - I'}. From
which we construct the resulting typing, via applying 1
again to get I, + T'» - let () = #] in f, : B and with (ii) pro-
viding the required heap compatibility (by commutativity
of +).

e (share)

THt: %A
I'F sharet:[],A

SHARE

And two possible reductions:

1. (share)

dom(H) = refs(v)
H,H' \- share (xv) ~»s ([H],), H' I [¢] ~SHAREP

with refined (runtime) typing, and by Lemma 10,
0-T,yFov:A

0- (T, T]), v xv: %A "

0- (T, TY), 7 I share (xv) : [J,A

EC

SHARE

and thus incoming heap compatibility H, H' ><1T'p+s - (0 -
(I, TY), ) which refines to: H, H' >1To+0- (I}, TY), 7.

The resulting type is given by:
0-T,yFov:A

0- (I, IY),yFv:A

r-(0- (I, T7),v) F [0] : LA

LEMMA 13

PR

where r- (0- (I, T{),v) =0- (T}, TY),y and thusI" = 0
('}, T{),v and the outgoing heap compatibility is provided
by the incoming heap compatibility but where the heap has
zeroed out H (which does not affect the heap compatibility;
it can be re-derived with different fractions).

2. (congShare)

HFt g H +¢
H I sharet ~; H' I sharet ~SHARE

By induction on the premise with I'y = I'y then we have:
) I"+ t : %A and (ii) H' > I’y + s - I'. From which we
construct the resulting typing, via applying SHARE again to
get I - sharet' : [J,A and with (ii) providing the required
heap compatibility.
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e (clone)

I’ll—tl:D,A Fz,x:*Al—tQ:D,,B 1Er
I'1+T>F clone’ t; as xin t, : [I,B

CLONE’

And two possible reductions:

1. (cloneCongr)

Hkrt ~s HEH
HF clonetjasxint, ~»; H' - clone t’1 asxint,

"~ CLONE
Follows by induction similar to other congruences.

2. (cloneBeta)

dom(H') = refs(v)  (H",8,id) = copy(H') y#{H,v,t}
H,H' | clone [v],asxint ~»s H, H', H",y—pack (id, «(0(v))) F t[y/x

] ~?CLONEB

refining the typing to:
Fl,ﬁ Fo:A
— PR
r- Fl,idl = ['U],» : D,A
Tp,x: Jid +(Alid /id)) Ft:0,B  1Cr
(r-T1 +T3),id - clone [v],asxint : [],B

CLONE’

with incoming heap compatibility H, H' ><1Tp+s- (r- Ty +
Iy).
Goal typing is then given by:
T, x : Jid .+ (Alid' /id{]) F t : O,B
thus with T" = Ty, x : Jid' .+ (Alid' /id1)).
The typing of the extended heap is given by the value:
FLE Fo:A
0(Ty,idy) - 6(v) : 0(A)
0(T1,idy) F %(8(v)) : %6(A)
0(T),id - pack (id, *(8(v))) : Jid'.x0(A)lid' /id]

LEMMA 14

NEC

PACK

(c.1)

since § maps each id; to id then Jid".x0(A)[id' /id| = Jid' *Alid’ /id,].

Goal heap compatibility: (H, H', H", x+—; % (6(v))) < (To +

s-(Iy,x: x(#A))) given by:

H,H' < (To+s-To+r*xs-T1)
H,H’,H”><1(F0+S-F2+r*s~9(F1)) -
H,H',H" <1 (Tg+s-To+5s-6(T1)) _rxgdom(H) (c.1)
I .r+r =s
(H,H',H", x+—+spack (id, *(8(v)))) > (To + s - T, x : [Jid'.+(Alid /id1])]s)

EXT
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e (withBorrow)

Fll—tlz*A le—tzt&lA—O&lB
I'1 + T, - withBorrow t; t; : B

WITHBORROW

And three possible reductions:

1. (congWithBorrowL)

HEt ~s HEFH
H - withBorrow t; t, ~»; H' - withBorrow #] t;

M wWiTH&L

Which follows by induction similar to other inductive cases.

2. (congWithBorrowR)

HbEty ~s H )
H  withBorrow (Ax.t1) t, ~+s H' - withBorrow (Ax.t;) t)

P WITH&R

Which follows by induction similar to other inductive cases.

3. (withBorrow)

y#{H,v,t}
H b withBorrow (Ax.t) (xv) ~»s H,y—s(*v) - unborrow t[y/x]

M WITH&

which refines the typing to:

Fz,x . &]A Ht: &]B
rz FAx.t: &]A —0 &]B
1"1 Fo:A
— N
1"1 F xv: xA
I'1 + I, - withBorrow (Ax.t) (xv) : B

WITHBORROW

EC

WITHBORROW

with incoming heap compatibility H > (I'gp +s - (I'1 +I'2)).
We then get the resulting typing as:

Io,y:&AFty/x]: & B
I,y : & A F unborrow (t[y/x]) : *A

UNBORROW

thus: I" =T,y : & A and construct the goal heap compati-
bility as:
HMF0+S'(F1+F2) I x*v:&A

EXTLIN
(H,y—s(¥v)) > (To +5-T2),y : [&1A]s

e (unborrow)

I'kHt: &]A
I' - unborrow ¢t : xA

UNBORROW

And two possible reductions:
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1. (congUnborrow)

HFt ~, HEFF
H + unborrow t ~»; H’ - unborrow

~? UNBORROW

By induction as in the other inductive cases.

2. (unborrowBorrw)

H F unborrow (*v) ~»s H F *v Trong
with the refined typing:
'v:A
- NEC
I't (xv): & 1A
UNBORROW

I' - unborrow (xv) : *A

and thus heap compatibility is H><xI'g +s-T
The resulting typing matches the goal as:

I'+ov: A

———— NEC
[ (xv): %A

thus I = T and outgoing heap compatibility is provided
by the incoming compatibility.
e (push)

Tht:é&,(A®B)
I'E pusht: (&,A) ® (&,B)

PUSH

And three possible reductions:

1. (congPush)

HFt ~s HEFF
H I~ pusht ~; H' - pusht Trrusn

Inductive case as in other inductive rules.

2. (pushUnique)

H F push (x(vy,v2)) ~s HF (%01, %07) "rusH
with the refined typing:

I'hFov:A Ip-vy:B
I+ Tk (v1,02): (A®B)
I'1+TF x(vy,v2) : (AR B)
[+ Ty F push (x(v1,v7)) : (xA) @ (+B)

1

PUSH
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i.e., in the original typing p = * and thus heap compatibility
isHx<xIg+s- (1"1-|-1"2)

The goal typing is then provided by:
Tll—vle rzl—UziB
———————— NEC ——— N
T'1 F %0 %A I - *vy . %xB

[+ Ty b (%01, %07) @ (*A ® *B)

EC

1

with the goal heap compatibility H 1 Iy +s - (I'1 +T'2) then
provided by the incoming heap compatibility.

e (pull)
I'Et:(&yA) ® (&,B)
PULL
I'F pullt: &,(A®B)
And three possible reductions:
1. (congPull)
HbFt ~, HFY
~?PULL

H | pullt ~»; H' F pullt
Inductive case as in other inductive rules.

2. (pullUnique)

H + pull (xvq, %xvp) ~»s HF x(v1,07) ruLL

with the refined typing:
r1|—01:A le‘UzIB
———— NEC ———————— NEC
I F*xvq s %A I'b F*vy . %B o
[+ Ty b (%01, %07) @ (*A ® *B) !
PULL

[+ Ty F pull (xvq, x07) : x(A® B)
thus with p = * in the original typing and thus heap
compatibility is H ><1Tg+s - (I'1 +I')
The goal typing is then provided by:
F1|—01:A r2|_022B®
I'i+IF (7)1,7)2) : (A ®B)
I'n+InhE *(01,02) : *(A ®B)

I

NEC
with the goal heap compatibility H 1 Ty +s - (I'1 +T'2) then
provided by the incoming heap compatibility.

e (split)

Fl—t:&pA

Thsplitt: &, A& A

And three possible reductions:
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1. (congSplit)

HFt ~, HEFY
HF splitt ~, H splity ™"

Inductive case as in other inductive rules.

2. (splitArr)

m#H  a#H
H,a—id, id — arr b= split (xa) ~ H,angid,azﬁgid, id — arr F (xay, xa;)

~7SPLITARR

with the refined typing:
0-T,a:Array;; AFa: Array,; A

0-T,a:Array;; At xa: &,B
0-T,a: Array;,; A F split (xa) : &) AQ & A

NEC

SPLIT

and thus heap compatibility is (H,id + arr) >xI'g+s- (0 -
T,a: Array,; A)

The resulting typing is then given by:

0-Tq,a1 : Array;; At aq : Array;; A
0-Ty,a1: Arrayy A F xay : &p(Array,; A)
0-Tp,az : Array;y B ap : Array;y B
0-Ty,az : Array;y B & xap : &, (+(Array;y B))
0-T1+40-Ty,a : Array;y A,az : Array,y B (%01, %02) : (&, (Arrayy; A) @ &, (Array;y B))

NEC

NEC

X7

Goal compatibility is (H, id + arr, al%gid, ay—);id) 1 (To+
s-(0-T14+0-Ty, a1 : Array,; A, ap : Array;y B)) which refines
to

(H,id — arr, angid,azr—)yd) <1 (Tg4+0-T1+0-Ty, a1 : Array;; A, ap : Array;y B)
which is constructed by:

(H,id + arr) >aTo+s-(0-T,a: Array;,; A)

- - EXTRES
(H,id — arr,alH%zd) < To+s-(0-T,a: Arrayy; A),a1 : Array;; A

EXTRES

((H,id — arr,ulﬁgid),uzﬁgid) <ITo+s-(0-T,a:Array,; A), a1 : Arrayy A, ap @ Array;y B

satisfying the goal here.
3. (splitPair)

H I split (xv) ~»s H' F (%01, %0)
H' | split (xw) ~s H" = (xwy, xw;)
H l_ Split (*(U/w>) s H// l_ (*(m,wl),*(vz,wz)) ~7SPLIT®
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with the refined typing:

nrFo:A Inw:B
I+ (v,w):A®B “
I +T2 k- x(v,w) : &,(A® B)
Iy + o b split (+(v,w)) : &y (A®B) ® &; (A®B)

I

NEC

SPLIT

and thus heap compatibility is H &< I'g +s - (I'1 +TI3) By
induction on the first premise with I') = Tp+s-I» and
second premise with I = Ty +s-Iy+s-I'] +5s- T4, pro-
viding:
a) T} with T} F (xvy, x0vp) = &gA ® &gA and H < Ty +s-
Io+s- Fll
b) T, with T/ = (xwy, xwy) : &gB ® &gB and H" > Ty +
s-To+s-T)+s-T1+s-T}
The resulting goal type derivation is then:
Fli—vl:A F’ll—wl:B rzl—vziA F/ZFY,UZiB

& &

F1+F’1I—(v1,w1):A®B ! F2+F’2l—(vz,w2):A®B
NEC N

Iy +1"’1 F *(vl,wl) &g(A@B) F2+F’2 H *(Uz,ZUZ) : &g(A@B)

I

EC

[+ T7 + T2+ T3 - (x(01,wi), *(v2,w2)) : & (A® B) © &, (A® B)

The goal compatibility is then H” 0 To+s- (I'1 + I +
I'; +I'}) which is provided by the second induction with
distributivity and commutativity of +.

* (join)

rll—tll&pA le—tgi&qA pt+q<1
I''+TI2Fjoint to: &p+qA

JOIN

And four possible reductions:

1. (congJoinL)

Hl_tl Mg Hll—tll
HFjoint t ~s H' Fjoint] t

~?70INL

Inductive case as in other inductive rules.

2. (congJoinR)

HEty ~ H/I—t‘/2
HFjoinvt, ~; H' Fjoinv t)

~?70INR

Inductive case as in other inductive rules.
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3. (joinArr)

a#tH
H, a1 pid, az—4id, id — arr - join xa; *ay ~g H,m—>(p+q)id, id — arr b xa

Dualising the splitArr cases exactly.

4. (joinPair)

H Fjoin (xv1) (xvp) ~»s H' b %o
H' I join (xwy) (xwp) ~»s H" b *w
s
H +join (x(v1,w1)) (%(vy,wy)) ~s H" F x(v,w) O™

Dualising the joinPair cases exactly.

C.4 UNIQUENESS AND BORROW SAFETY PROOFS

Proposition 1 (Relevant references in a well-typed term are in a com-
patible heap). Given I' =t : A and H <1 T+ s - T then if ref € refs(t)
then ref € dom(H).

Proof. Trivial induction on typing and inversion of heap compatibility;
ref must receive a (runtime) type in I' and thus must feature in H for

the heap to be compatible. O

Lemma 15 (Irrelevant references are preserved by reduction). For
I'Ft:Aand Toand H such that Ho< (To+s-T)and HEt ~»; H F ¥,
then for all references ref € dom(H) A ref & refs(t) then Vid.(ref— yid €
H = refr—,id € H').

Proof. e (var)

I.s+rCr
H,x—,vb-x ~~; Hx—, o0

~“PVAR

For all ref € dom(H) Aref ¢ refs(x), then assume ref— ,id €
(H, x—,v). Since the output heap is the same as the input heap,
then the assumption provides the goal.

e (app)
- (appR)
HF oty w, H oty ™

By induction since ref ¢ refs(vty) implies ref ¢ refs(t;), and
the heaps of the premise are preserved in the conclusion.

~7JOINARR
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~ (appL)
HFE tl Mg H/ F ta
HE bty ~s HEEE T
By induction since ref ¢ refs(t; to) implies ref ¢ refs(t,), and
the heaps of the premise are preserved in the conclusion.

— (beta)

y#{H,v,t}
HFE (Axt)v ~5 H,y—s0 F tly/x] P

Trivial since the reduction does not affect any references or
identifiers in the heap.

- (congPrim)

HFt ~s HEFY
Htprt ~»s H Fprt R

Trivial since ref ¢ refs(prty) implies ref & refs(ty), and the
heaps of the premise are preserved in the conclusion

o (existsBeta)

y#{H,v,t}
H F unpack (id, x) = pack (id’,v) int ~»s H,y—v F t[y/x] T

Then for ref € dom(H) Aref & refs(unpack (id, x) = pack (id’,v) int)
and with antecedent ref— ,id” € H goal is ref— ,id" € H'.

Consider two possibilities:

- id" = id. If this were the case then ref : Res;y» A in the
typing of the term and thus ref € refs(unpack (id,x) =
pack (id’,v) in t), contradicting the premise and so this
trivially holds.

- id" # id, then the renaming here does not change id” and
thus ref—,id" € Hlid'/id).

¢ (packCong)

HFt ~, HFE?H
H + pack (id, t) ~»s H I pack (id, ') rack

Trivial since ref ¢ refs(pack (id, t)) implies ref ¢ refs(t), and the
heaps of the premise are preserved in the conclusion

¢ (unpackCong), (congBoxElim), (congPromotion), (congPairL),
(congPairR), (congPairElim), (congShare), (congSplit), (congJoinL),
(congJoinR), (congWithBorrowL), (congWithBorrowR), (congUn-
borrow), (cloneCong), (congUnique), (congPush), (congPull)

Trivial like the other congruence rules (see above)
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o (betaBox)

y#{H,v,t}
H I let [X] = [U]rint s H/yH(s*r)U - t[y/x]

Trivially holds since no new references are added to the outgoing
heap.
o (pairBeta)

X'#{H,v,03,t}  y'#{H,v1,05,1t}
HFlet(x,y) = (v1,v2) int ~»5 H,x'+—501,y 502 E Hy' /y][x'/ x] ep

Trivially holds since no new references are added to the outgoing
heap.

o (betaUnit)

Hilet() = ()int ~s HFt PN

Trivially holds since the outgoing heap is the same as incoming
heap.

e (share)

dom(H) = refs(v)
H, H' - share (*Z)) g ([H]O),H/ E [v] ~?SHARES

For ref € dom(H) and ref ¢ refs(share (xv)) then this implies
ref in dom(H') (as otherwise ref would be in H and get zeroed)
therefore Vid.(ref—,id € H = refr—,id € H') providing the
goal here.

o (splitRef)

refi#H  refL#H
H, refr—pid, id — v & split (xref) ~»s H, relegid, reszgid, id — v (xrefy, xrefp)

7 SPLITREF

Let the incoming heap be Hy = H, id — v, ref— ,id For ref’ €
dom(Hy) and ref’ & refs(split (xref)) then this implies ref’ # ref
and thus ref’ € dom(H), therefore Vid.(ref'—,id € Hy —
ref'—pid € Hp) trivially providing the goal here.

o (joinRef)

ref#H
H, refir— pid, refar—qid, id = v = join (xrefi) (xrefa) ~»s H,refr= (. )id, id = v & *ref

~7 JOINREF

Let the incoming heap be Hy = dom(H, id — v, refy— pid, refor—4id).
For ref’ € Hy and ref’ & refs(join (xref;) (xrefz)) then this implies
ref’ # ref and thus ref’ € dom(H), therefore Vid.(ref'— ,id €
Hy = ref'+,id € Hy) trivially providing the goal here.
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e (splitPair)

H I split (xv) ~s H' - (%01, %02)
H' | split (xw) ~s H” = (xwy, xw,)
PN
H F split (x(v,w)) ~s H"F (x(o1,w1), #(02,wp)) "

By induction over the first premise, and transitivity with induc-
tion on the second premise.

e (joinPair) Similarly to (splitPair).
o (withBorrow)

y#{H,v,t}
H F withBorrow (Ax.t) (xv) ~»s H,y—,(*v) F unborrow f[y/x]

M WITH&

Trivially holds since no new references are added to the outgoing
heap.

e (unborrowBorrow)

H F unborrow (*v) ~»s H F *v TNk

Trivial since the input heap and output heap are the same.

e (newRef)

ref#H  id#H
PUNY
H F newRefv ~+; H,refr—qid,id — ref(v) - pack (id, *ref) NEWREE

Trivially holds since heap references not changed.

o (swapRef)

H,ref— pid, id — ref(v) - swapRef (xref) v/ ~»s H,ref— yid,id — ref(v') - v "7 swarRer

Trivially holds since heap H whose references are not in the term
is preserved into the outgoing heap.

o (freezeRef)

H,ref— pid, id — ref(v) I- freezeRef (xref) ~»s HF v "~ FREEZEREF

Trivially holds since heap H whose references are not in the term
is preserved into the outgoing heap.

o (readRef)

~?READREF

H,ref— pid, id — ref([v], 1) - readRef (xref) ~»s H,refr— yid,id — ref([v],) = (v, *ref)

Trivially holds since heap H whose references are not in the term
is preserved into the outgoing heap.
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o (newArray), (readArray), (writeArray), (deleteArray) follow in a
similar way to the polymorphic reference counterparts above.

¢ (copyBeta)

dom(H') = refs(v)  (H",6,id) = copy(H') y#{H,v,t}
H,H'F clone [v],asxint ~»5 H, H', H",y—s.pack (id, +(0(v))) - t[y/x
then for ref € dom(H,,H') and ref ¢ refs(clone [v]asxint)

then for id where (ref—,id € H,H' then we have ref— ,id €
(H,H'), H") since the heap is only extended not changed.

¢ (pushUnique), (pullUnique) Trivial since the incoming and out-

going heaps are the same.
O

Lemma 16 (Borrow safety). For a well-typed term I' =t : A and all T, s,
and heaps H such that H > (Tg + s - T'), and given a single-step reduction
HtEt ~»s H' =t then forall id € dom(H):

Yp =1 = Y. v {01}
Vref € refs(t). Vref € refs(t').
ref—pid € H ref— yid € H'

i.e., for all resources with identifier id in the incoming heap and all references
in the term pointing to this resource, if the sum of all permissions pointing
to this resource are 1 in the incoming heap then either this is preserved in
the outgoing heap or the total permissions in the output heap is 0, i.e., this
resource has now been fully shared and has no ownership tracking.

Furthermore, any resources in the outgoing heap that did not appear in
the initial heap with references in the final term should have permissions
summing to 1. That is, for all id" € dom(H') Aid" ¢ dom(H):

g =1
Vref' € refs(t').
ref'v—4id" € H'

Proof. By induction on typing I' -t : A.

e (var)

0-T,x:AFx:A
Then we also have a heap H such that H>a (0-T',x: A).

By inversion of heap compatibility, which implies that there
exists a subheap H; such that H = Hy, x—,(I" F v : A) (where
there exists some 7’ such that ¥’ + 1 C r, and since v = ©):

Hi<0-T+T' 4o x¢gdom(H;) TI'Fo:A Fr+s=r
(Hy,x—~(I"Fov:A)) > (0-T,x: [Al5)

EXT

] "~ CLONEB
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and we have the reduction:

. +sCr
Hy, x>, v x ~3 Hy,x+>,0F 0

~PVAR

For part 1 of the lemma, for all id € dom(H) and for all ref €
refs(t) then we assume the antecedent:

Y, r=1

refr—pid€H

Since the heap is unchanged by the reduction, H' = H and then
we trivially conclude with the antecedent evidence:

Y, pr=1
refr—pide H'

For part 2, we have:

Vid' € dom(H'), ref € refs(v). | ref ¢dom(H) = ), g=1

refr—gid' € H'

trivially since the premise must always be false by heap compat-
ibility and that the heap is preserved by the reduction here.

(abs)
I''x:A+t:B
TFAxt:A—B "
Is trivial since there are no possible reductions.

BS

(app)
Fll—tle—oB le—tQ:A

I'n+I-tt:B
with a heap H such that H > (I'; +1I'2) and three reductions

(beta and application congruence on the left and right) then sev-
eral possible reductions following from primitive applications:

APP

1.
HEt ~s HEFH

HEtty ~s HEHH
For part 1, for id € dom(H) and ref € refs(t1 tp), assuming
the antecedent
Y, p=1

refr—pide H

~7 aprL

From this, since refs(t;) C refs(t;t,), we induct on the
premise reduction to attain that:

1 Yy refo1}

refr—pide H'

(2)Vid" € dom(H'), ref € refs(ts). | ref € dom(H) = ) g=1

refr—qid’ € H'
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To conclude then we use (1) but also need that Vref’ €
refs(tz).zref%pideH, p € {0,1}. We consider two cases de-
pending on whether ref’ € refs(t1) or not:

— ref’ € refs(t1), therefore by (1) we also have that Yot ider P €
{0,1}, satisfying the goal.
— ref’ & refs(t;) therefore Lref's iderr P = 1 satisfying the
goal.
Second goal is that:

Vid' € dom(H’), ref € refs(ty t}). | ref € dom(H) = Y, g9=1
refr—gid' € H'

Thus we can conclude with (2) along with the cases for
Vref' € refs(t1), for which we discriminate based on whether
ref’ is contained also in #}:

a) ref’ € refs(t,) therefore we have from (2) that:

ref’ & dom(H) = Y, g=1
ref!i—qid' €H!

satisfying the goal.

b) ref’ & refs(t}) then by Proposition 1 with I'1 + T +
t1th : B (Type preservation) and ref’ € refs(t; ;) and
H<Tg+s- (T +T7) then ref’ € dom(H) and thus the
antecedent of condition (2) is false and so is trivially
true.

HbEty ~s H'
HEovty ~s H' ot AR
By the same reasoning as above for the (appL) case mutatis

mutandis: with t; being a value and induction happening
on the right-hand term t,’s reduction.

3. Alternatively t; = Ax.t} such that typing is:

I,x:AFtY:B
ABS

IFtY:A—B IhFv:A

APP
[ +TF (Axt)v:B
and we have reduction:
y#{H,v,t}

B

HF (Axt)v ~s H,y—sv F ty/x]

(Part 1) Then for id € dom(H) and ref € refs((Ax.t') v), we
assume the antecedent: Lrefosjiden P = 1.
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Since the right-hand side of reduction does not introduce
any new references then the goal follows from the an-

tecedent: ZrepridEH' =1.

(Part 2) Trivial since the antecedent is always false as refs(t[y/x]) C
refs((Ax.t) v).

4. t; = newRef
Therefore we induct on the second argument:

- t is a value and thus the typing is:

NEWREF

0-T F newRef : A — Jid.x(Ref;; A)
with H s (I + ).

Thus there is a reduction as follows:

ref#H  id#H
A
HF newRefv ~»; H, ref,_>1id, id — ref(v) [ pack <id, *ref) NEWREF

Part 1 follows as all id in the input heap and references
pointing to them are preserved in the output heap.

Part 2 follows since where ref ¢ dom(H) and we have
that refr—qid € H,ref—id satisfying the goal.

— t is not a value and thus has a reduction, therefore we
can build the compound reduction:

H F newReft, ~»; H F newReft) rmn
Then the result holds by induction.
5. t; = swapRef
and there is a reduction:
HbEty ~s H FH)
~7 PRIM

H - swapReft, ~~; H'I- swapRef )

Therefore the borrow safety result holds by induction.
6. t1 = swapRef (xref) Case on progress for t:

— t, is a value and we have a reduction:

~? SWAPREF

H,ref— ,id, id — ref(v) - swapRef (xref) v/ ~~s H,ref— pid,id — ref(v') v

(Part 1) Trivially true since the only change to the heap
is the value that id is pointing to.

(Part 2) No new references are created so trivially true.
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7. tlz

R CHAPTER K

t> is not a value and therefore has a reduction from
which we form the congruence:

HbEty ~s HFH)
H - swapRef (xref) t; ~s H' b swapRef (xref ) £

PRIM

freezeRef Case on progress for to:

tp is a value therefore by the value lemma t, = *ref and
we have a reduction:

H,ref— pid, id — ref(v) I- freezeRef (xref) ~» HF v 7 RERZEREr

(Part 1) Thus, for id" € dom(H),ref’ € refs(t) with as-
sumption Y e, jgrey P = 1.

If id = id and ref’ = ref then we can conclude with:
Liefs iverr P = 0 since the reference and identifier
assignments are removed from the output heap. Other-
wise, the heap is preserved so Y e, jwen p =1

(Part 2) No new references are created so trivially true.

t> is not a value and therefore has a reduction from
which we form the congruence:

Hbty ~s H R
H | freezeReft, ~+; H' I freezeReft)

I PRIM

= readRef Case on progress for fs:

tp is a value therefore by the value lemma t, = *ref and
we have a reduction:

H, ref—id, id — ref([v], 1) - readRef (xref) ~+s H,ref—id, id — ref([v],) F (v, xref) "7 xuApRer

(Part 1) Trivially true since the heap is preserved.
(Part 2) No new references are created so trivially true.
> is not a value and therefore has a reduction from
which we form the congruence:
HEty ~s H Rt
H I readReft, ~+; H' I readRef?t,

P PRIM

9. t; = newArray therefore A = IN

Therefore we induct on the second argument:

t; is a value and therefore by the value lemma (Lemma 10)
t» = n and thus the typing is:

I'Hn:IN

A
I' - newArray n : «(Array;; IF) NEWARRAY
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with H (FO+5-F).
Thus there is a reduction as follows:

ref#H  id#H
H F newArrayn ~»; H,ref—1id, id — init - pack (id, *ref)

Part 1 follows as all id in the input heap and references
pointing to them are preserved in the output heap.

Part 2 follows since where ref ¢ dom(H) and we have
that refr—1id € H,ref—id satisfying the goal.

— t; is not a value and thus has a reduction, therefore we
can build the compound reduction:
A
H + newArrayt, ~»; H' - newArrayt)

PRIM

Then the result holds by induction.

10. t; = readArray therefore A = &,(Array;; F) — IN —o
F ® &, (Array;; FF)

and there is a reduction:
HbEty ~s H
H | readArray t, ~~»; H' I readArrayt)

PRIM

Therefore the borrow safety result holds by induction.
11. t; = readArray (xa) therefore A = IN — F ® *(Array;; [F)

- tp is a value and therefore by the value lemma on
I' Ft; : N (Lemma 10) implies t, = n and thus the
typing is refined at runtime as follows:

[T1],a: Array;; F +a: (Array,; IF) ReF
*REF*
[[1],a: Array;,; F F xa : x(Array;; IF) IkEn:IN
[I1] 4+ Ta,a: Array;; F + readArray (*a) n : F ® % (Array;; F)

with H' v (To + s - ([I'1] + T2,a : Array,; F)), and by
the heap compatibility rule for array references there
exists some H such that H' = H,a—pid,id — arr.

Then there is a reduction as follows:

~7 READARRAY

H,ref—pid,id — arr[n] = v I- readArray (xref) n
~s H, refr—,id, id — arr[n] = v = (v, ref)

As the entirety of the heap is preserved (including the
array reference a being read from here), the goal follows
trivially.

2 NEWARRAY

READARRAY
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— t5 is not a value and thus has a reduction, therefore we
can build the compound reduction:

HEty ~s H )
H - readArray (xa) t, ~s H' I readArray (xa) t)

I PRIM

And therefore the borrow safety result holds by induc-
tion.

12. ; = writeArray therefore A = &,(Array;; F) — N —o
F —o &, (Array;; IF)

with reduction
HbEty ~s H -t
H I writeArray t, ~; H' I writeArray t)

I PRIM

Therefore the borrow safety result holds by induction.
13. t; = writeArray (xa) therefore A = N — [F —o % (Array;; FF)
with reduction:
HEty ~s H F 1)
H I writeArray (xa)t; ~»s H' - writeArray (xa) t)

I PRIM

Therefore the borrow safety result holds by induction.
14. t; = writeArray (*a) i therefore A = F ® &1 (Array;; IF)
Then we case on progress for f;:

- tp is a value and therefore by the value lemma on
Ih - tp : F (Lemma 10) implies t, = f and thus the
typing is refined at runtime as follows:

[[1],a: Array;; F - a: (Array; F) reF
NEC
[T1],a : Array;y F = (xa) : &, (Array;; FF) I'oFi:IN TsFf:F
[[1] + T2 +T3,a: Array;; IF - writeArray (xa)i f : &,(Array;; F)

WRITEARRAY

with H' 1 (T +s - [I'1] + T2+ T3,a: Array;; F), and by
the heap compatibility rule for array references there
exists some H such that H' = H,a— pid,id — arr.

Then there is a reduction as follows:

7 WRITEARRAY

H,ref— pid, id — arr - writeArray (*ref) no
~s H, refr— ,id, id — arr[n] = v b xref

Here, the only change in the heap is to the array value
that id is pointing to. As the remainder of the heap is
preserved, both parts of the goal follow trivially.



C.4 UNIQUENESS AND BORROW SAFETY PROOFS | 303

— tp is not a value and thus has a reduction, therefore we
can build the compound reduction:

HEty ~s H R
H  writeArray (xa) ity ~»; H' - writeArray (*a)it)

P PRIM

Therefore the borrow safety result holds by induction.
15. t; = deleteArray therefore A = x(Array;; IF) —o unit
Case on progress for f;:

- tp is a value therefore by the value lemma t, = *ref and
we have a reduction:

H,ref— pid,id — arr - deleteArray (xref) ~»s H F () " DELETEARRAY

(Part 1) Thus, for id’ € dom(H),ref’ € refs(t) with as-
sumption Y e, jen P = 1.

If id" = id and ref’ = ref then we can conclude with:
Yrefos iwrerr P = 0 since the reference and identifier
assignments are removed from the output heap. Other-
wise, the heap is preserved so Y1, jgrep P =1

(Part 2) No new references are created so trivially true.

— t is not a value and therefore has a reduction from
which we form the congruence:

HkEty ~s H R
H I deleteArray t, ~; H' I~ deleteArray t)

PRIM

e (pr)
I'-t:A  —resourceAllocator(t)
rTF[f,: A
with a heap H such that H > (I'g+s- (r-T')) and reduction:

PR

HE[t], ~s HEY
which has only one possible derivation:

HbFt ~sgp HEY
HE [t ~s H - [t],

~0

Thus, induction provides the goal, where the incoming heap
compatibility by provides the inductive heap compatibility as
HpaTy+ (s=*r) - I by associativity of *.

e (elim)
r+t:0A Iy,x:[Al,Ft:B

I'i+1> l—let[x] =t inty : B

ELIM
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with a heap H such that H >+ s - (I'; +I'2) and reduction:
HFlet[x] = tjinty ~s H' ¢

which has two possible derivations:
1.
HEt ~s HFH
Htlet[x] =tjinty ~; H' - let[x] = t]int,

~ e

Then induction provides the goal following the same scheme
of generalising the inductive evidence as for the ~~ ,pp1, case.

2. Alternatively #; = [v] such that the typing is:

F1 Fo:A
PR
r-l“l F [U]y . DTA l“z,x: [A}r F tr : B

ELIM
r-T1+ T Flet[x] = [v],inty : B
and we have reduction:
y#{H,v,t}

HFlet[x] = [v],int ~s H,y— (.0 - ty/x] O

(where I' = r - I'; in the above.

Which trivially satisfies the goal since all references are then
in H and we get the conditions trivially (since no references
are manipulated) similar to the § proof above.

o (der)
Ix:AFt:B
[,x:[Al;+t:B DE
with a heap H such that H 1T +s- (T, x : [A];) and reduction:

R

HEt ~s HFV

As the term t is unchanged from the premise, the goal holds by
induction regardless of how this reduction is derived.

* (approx)

[,x:[A]l,,T'+t:B rCs
[,x:[Al;,T"+t:B

APPROX

with a heap H such that H > (T, x : [A];,I") and reduction:
HEt ~s HFV

As the term t is unchanged from the premise, the goal holds by
induction regardless of how this reduction is derived.
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e (pairlntro)
nhrty:A IobHiH:B
1+ F (h,h):A®B
with a heap H such that H > T + s - (I'; +I'2) and reduction:

Q1

HE (t,t) ~s H =1

which has two possible derivations:
1.
Hrt ~s HFH
HF (t,h) ~s HF (f,6)
Here, induction on ¢; provides the goal following the same

scheme of generalising the inductive evidence as for the
~ appl, Case.

2. Otherwise, t; = v for some value v and we can perform the
reduction:
HbEty ~s H F )
PUNN
HF (v,t) ~s HF (v,ty) %

Here, induction on t, provides the goal, following the same
scheme of generalising the inductive evidence as for the
~ arPLL case.

e (pairElim)

Fll—tl:A®B l"z,x:A,y:Bl—tZ:C
I' +F2|—1et(x,y) =t int, : C

QF

Two possible reductions:

1.
HEt ~s H

H I let(x,y) =tyint; ~s H Flet(x,y) = t)int

MILET®

and induction provides the goal, following the same scheme
of generalising the inductive evidence as for the ~~ ,pp1, case.

2. otherwise t; = (v1,v2) such that the typing is:

1—'3}—01:14 1—'4}_7)223 2
T3+ T4k (01,02): (A®B) | Tox:Ay:BFt:C
Is+T4+15 I—let(x,y) = (Ul,l)z) int, : C

QF

and we have reduction:

IHt:A Tt :B

HFlet(x,y) = (t),t])intz ~s Hx—(T[1 Ft; 1 A),y—s(To 1] :B) F t3 b
Y 1 1 Y 1
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Then (part 1) for all id € refs(H) and all ref € refs(t3) we
have:

Yr = X7
Vref € refs(t). Vref € refs(t').
ref—pid € H ref— id € H'
satisfying the goal and (part 2) for all id’ € dom(H') Aid" ¢
dom(H):
29 =1
Vref' € refs(t').
ref'—4id" € H’

since no references are introduced.

¢ (unitIntro)

0-Tk():unit 1
The result type here is 1, so cannot contain any types of the form
&, A, and therefore the result holds trivially.

¢ (unitElim)
I'iEtp:unit ThFHtH:B
IM+TyHlet()=tHint : B
Following essentially the same structure as the tensor proof

where array reference counting is not used so induction provides
the goal.

1g

e (share)
I'Et:+A
I'F sharet:[],A
with a heap H such that H 01T 4 s - I' and reduction:

SHARE

H | sharet ~»; H 1"
which has two possible derivations:
1.
HEt ~g H +#
H I sharet ~»; H' I sharet ~SHARE

Here, induction provides the goal following the same scheme
of generalising the inductive evidence as for the ~~ ,pp1, case.

2. t has the form v for some value v, and we can reduce:
dom(H) = refs(v)
H,H' b share (xv) ~, ([H],), H' F [v] 7 SHAREP

(Part 1) Then for id € dom(H,H'),ref € refs(share (xv)),
we assume the antecedent } ¢, igep, p = 1.

Then we have two cases:
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- ref € dom(H) therefore in the output heap Y., ide ((m),), 1 P =
0 by the zeroing of H here (thus p = 0), satisfying the
goal.

- ref € dom(H') then ¥, ige((m,), i P = 1 following
from the antecedent.

(Part 2) No new references are introduced in the output
term, so this trivially holds.

e (clone)

it :0A Tox:*xAFty: 0B 1Cr

CLONE’
I'i1+T7F clone’ t; as xin t, : [1,B

with a heap H such that H > (I'; +I';) and reduction:
Ht clonet;asxinty ~»; H' ¢’

which has two possible derivations:
1.

HFE t] Mg H/ = ti
H I clonetjasxint, ~; H' - clonet| asxint,

2 CLONE

Here, induction provides the goal, following the same
scheme of generalising the inductive evidence as for the
7 arrLL case.

2. t; has the form [v] for some value v, and we can reduce:

dom(H') = refs(v)  (H”,8,id) = copy(H') y#{H,v,t}
H,H' - clone [v],asxint ~ H,H', H",y—.pack (id, x(0(v))) I t[y/x]

"~ CLONEB

Here, all of the references from the original heap H (sep-
arated out as H’) are copied and given a new identifier,
to form H”. In other words, for every ref— yid,id — v in
H, there now exists a new ref’ and id’ in H” such that
ref'— pid',id" — v.

Therefore, for all id € dom(H) we have:

Vref € refs(t). Vref € refs(t').
refi—pid € H ref— yid € H'

because none of the references in the preexisting heap have
been modified in the new heap, and there are no new refer-
ences with the same identifiers as any references appearing
in H” have fresh identifiers.
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We also have that for all id’ € dom(H') Aid’ ¢ dom(H):

Loq =1
Vref' € refs(t').
ref'v—4id" € H'
because any ref’ ¢ dom(H) must be in H”, and so it matches

up with another reference ref appearing in H, for which we

have ) Vref € refs(t). p = 1 Dby the above argument.

refr—pid € H
e (withBorrow)
r1|—t1:>l<A rzktzi&]A—O&]B
I'1 + T - withBorrow t; £, : B
with a heap H such that H > (I'; +I'z) and reduction:

H - withBorrow f t ~»; H '

WITHBORROW

which has three possible derivations:
1.
H  withBorrow t; t, ~»; H' - withBorrow #] t,

M wiTH&L

Here, induction on #; provides the goal, following the same
scheme of generalising the inductive evidence as for the
~ sppL, Case.

2. f has the form (Ax.t;), and we can reduce:

HEt) ~s H )
H + withBorrow (Ax.t;) t, ~»s H' - withBorrow (Ax.t;) t)

M wWITH&R

Here, induction on t, provides the goal, following the same
scheme of generalising the inductive evidence as for the
7 arPL case.

3. As above, but f also has the form (xv), and we can reduce:

y#{H,v,t}
H F withBorrow (Ax.t) (xv) ~»s H,y—;(*v) F unborrow f[y/x]

M WITH&

Here, the goal is trivial since the heap H is preserved mod-
ulo new variable bindings.

o (split)
I'Ht: &pA
I'-splitt: &gA ® &gA
with a heap H such that H > T" and reduction:

Hsplitt ~; H' ¢’

SPLIT

which has four possible derivations:
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HFt ~s HFY
H |- splitt ~»; H' I- split ¢/ s

Here, induction provides the goal, following the same
scheme of generalising the inductive evidence as for the
~ appl, CASE.

2. t has the form (x*ref) such that the typing is:

[T, ref : Refiy A& (xref) : &, (Refjg A) *RrEF*
[['], ref : Refy A I split (xref) : &y (Refiyy A) ® &g(Reﬂ-d A)

SPLIT

and we have reduction:

refi#tH  refo#tH
PUNN
H,refr—pid, id — v - split (xref) ~s H, 7ef1'—>gid, TEszgid, id v - (xrefy, *refs) SPLITREF

Thus for id" € dom(H, id — v, ref— ,id) and ref’ € refs(split (xref))
we assume the antecedent Zref@p,idfe Hideso,refes pid P = 1-

Since there is only one reference in the term then we have
ref’ = ref and id’ = id and p’ = p. However in the output
heap we now have ref1'—>gid and refZ'—>gid in the output
heap and thus:

ref»—)z,ideH’
Satisfying the goal.
3. t has the form (x(v,w)) with reduction:
H F split (xv) ~»5 H' b (%01, *07)

H' | split (xw) ~s H" = (xwy, xw;)
PUNY
H F split (x(0,w)) ~s H"F (x(vy,w1),x(vp,wp)) 7

Induction over the two premises gives us the result here, by
threading the theorem’s implications from H to H' via the
first premise and then H' to H” via the second.

¢ (join)

Fll—tl:&pA rzl_t22&qA P—l-qSl
I'1+TyFjoint £y &p+qA

JOIN
with a heap H such that H > (T'; +I'z) and reduction:
HtEjoint tp ~s H 1’

which has four possible derivations:
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HEt ~s HFH
H & jointy t ~s H'Fjoint] t;

~?j0INL

Here, induction over t; provides the goal, following the
same scheme of generalising the inductive evidence as for
the ~~ ,ppL. Case.

. 11 = v for some value v, and we can reduce:

HtEjoinvty ~; H' Fjoin vt}

~>j0INR

Here, induction over t, provides the goal, following the
same scheme of generalising the inductive evidence as for
the ~ ,ppr1, case.

3. As above, but t; has the form (xref;), which restricts v to

have the form (xrefi) such that the typing is:

[T'], refy : Refig A b= (xrefy) : &, (Refiy A) REF+NEC
[[],refs : Refig A = (xrefy) : &, (Refjy A) REF+NEC
[['], refy : Refig A, refp : Refiy A & join (xrefi) (xrefz) : &p. 4(Refig A)

JOIN

and we have reduction:

ref#H
H, refir pid, refor—qid, id = v = join (xrefi) (xrefa) ~»s H,refr= (. )id, id = v &= *ref

~7JOINREF

Here, for all id € dom(H,id — v,refir—,id, refar—;id) and
all ref’ € refs(join (xrefy) (xrefy)) then we assume the an-
tecedent } ¢, , igepy p = 1 then we have:

Vref € refs(t').
refi— yid € H'

Part 2 then follows trivially as there are no new resources
created.

.ty has the form (x(v, wy)), which restricts #; to have the

form (*(vq,w1)), allowing the reduction:

H Fjoin (xv1) (xv2) ~»s H' F %0
H' F join (xw1) (xwp) ~s H" Fw
HF join (+(or, 01)) (+(02,w2)) ~s HVF x(o,@) o™

Induction over the two premises gives us the result here, by
threading the theorem’s implications from H to H' via the
first premise and then H' to H” via the second.
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« (push)
I'Ht:&,(A®B)
I'F pusht: (&,A) ® (&,B)
with a heap H such that H > I" and reduction:

PUSH

H I pusht ~g H' - t”

which has three possible derivations:
1.
HFt ~, HFY
"~ PUSH
HF pusht ~»; H' I pusht
Here, induction provides the goal, following the same

scheme of generalising the inductive evidence as for the
7 arrL case.

2. t has the form *(v1,v;) and we can reduce:

H F push (x(v1,v2)) ~»s HF (%01, %07) rusi
Here, the goal is trivial since the heap H is preserved.
o (pull)
I't:(&yA) ® (&,B)
I'F pullt: &,(A®B)
with a heap H such that H > I" and reduction:

PULL

HbE pullt ~; H Ft’

which has three possible derivations:
1.
HbFt ~, HFY
HF pullt ~, H F pullt/ ™™
Here, induction provides the goal, following the same

scheme of generalising the inductive evidence as for the
7 arrLL case.

2. t has the form (*vy, *v;) and we can reduce:

H F pull (xv1,%v3) ~»s H b %(v1,v2) ruis
Here, the goal is trivial since the heap H is preserved.

o (newArray) (readArray) (writeArray) (deleteArray) (newRef)
(swapRef) (freezeRef) (readRef)

All trivial as they have no reductions.
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* (pack)
rt:A id & dom(T)
I' - pack (id', t) : Jid Alid /id']
with a heap H such that H > T and reduction:

PACK

H I pack (id, t) ~s H' '
which has one possible derivation:

HFt ~, HEF
PONN
H F pack (id,t) ~»s HF pack (id, /) ™

Here, the goal is trivial since the heap H is preserved.
e (unpack)

Fl + t1 : did.A
Ip,id,x: At t,:B id & fv(B)

Iy + Ty - unpack (id,x) =t int, : B UNPACK

with a heap H such that H < I" and reduction:
H I~ unpack (id,x) =t inty ~»; H -’
which has two possible derivations:

1.

yi#{H,v,t}
H F unpack (id, x) = pack (id’,v) int ~»s H,y—,v F tly/x

~33
] B

Here, the heap is preserved with the exception of y. Since
no references are affected, the goal is achieved directly.

HFE tl Mg HHF t/1
H \- unpack (id,x) = t; in t, ~»; H - unpack (id,x) = t| in t,

~?UNPACK

Here, the goal is trivial since the heap H is preserved.
O

Theorem 9 (Multi-reduction borrow safety). For a well-typed term T = ¢ :
Aand all Ty, s, and H such that H < (T + s - '), and multi-step reduction
Htt =5 H' & o, then for all id € dom(H):

Y. p =1 = 3tref'ref'vriid € H'

Vref € refs(t).
refr—pid € H
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i.e., for all resources with identifier id in the incoming heap and all references
in the term pointing to this resource, if the sum of all permissions pointing to
this resource are 1 in the incoming heap then their total permission of 1 is
preserved from the incoming heap to the resulting term, with this permission
now contained in a single reference ref’.

Furthermore, any new references in the final term should uniquely point
to an identifier, and thus have permission 1. That is, for all id" € dom(H') A
id" ¢ dom(H) then:

Vref € refs(v). Ilref’. ref'—1id € H'

Proof. By induction on the structure of the multi-reduction H - t; =
H' +wv.

o (refl)

REFL

HFv = HFvo

Since v is a value which we know has type *A, then by the
unique value lemma there are two possibilities for the form of .

1. A = Resjy A’, and so v has the form xref. This restricts the
typing as follows:

*REF*

0-T,ref : Resiyg A b xref : x(Resjy A)

Then we also have a heap H such that H > (0T, ref :
Res;; A) which by inversion of heap-compatibility for ref-
erences implies that there exists a subheap H; such that
H= Hl,ref>—>1id, id — v.

As we have a single reference in the heap annotated with
1, both the premise and the goal of the implication in the
theorem hold.

2. A = A’ ® B, and so v has the form (v1, v, ). This restricts the
typing to two possible derivations:

’yll—Ul:A/ ’)le—UziB
-  _ NEC ———— NEC
Y10 A ’)’2|—0le® y1 b *0p 1 A Yo = %0y 1 B o
i i
Y1+ 72 (v1,02) : A’ @B Y1+ 72 F (x01, %07) 1 *A’ ® *B
7 NEC 7 PULL
Y1+ 72 b *(v1,02) - x(A" ® B) Y1+ 72 b *(v1,02) - x(A" ® B)

In either case, by the unique value lemma we know that v;
and v, are both restricted: they can either be of the form
a, meaning that one of the types in the product is Res;; A,
or they can be of the form (v3,v4), meaning that one of the
typesis A” ® B'.

Proceed by inspecting each of v; and v, in turn. If the
value is of the form ref, then as above by inversion of heap
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compatibility the heap must contain a unique reference
ref—1id, id — v, which satisfies the theorem as it is anno-
tated with 1.

If the value is of the form (v3,v4), then we can restrict
the typing of this subpart of the derivation by exactly the
above argument, and then inspect the form of v3 and vy
using the unique value lemma following the same logic.
This proceeds inductively; as typing derivations are finite
trees, this must eventually terminate in an reference which
satisfies the theorem at every leaf of the tree.

o (ext)

Hl—tlwsH/I—tz H/l—tz =5 H/Il—tg,
HFH =, H' F

EXT

First, consider the first premise, which is a single-step reduction
of the form HF t; ~~y H' F t,.

From Theorem 16, we know that for all I'y and heaps H such
that H < (I'g 4 s - I') then for all id € dom(H):

) p=1= ) pe{0,1}
Vref € refs(t). Vref € refs(t).
refr—pid € H ref—pid € H'

and also that for all id’ € dom(H') Aid" ¢ dom(H) (new re-
sources) we have:

Loq =1
Vref' € refs(t').
ref'+—4id" € H'

Now, we induct over the second premise, which is a multi-
reduction of the form H' - t, =5 H” F t3. Induction using
the present theorem tells us that for all I'y and H such that
H < (Tg+s-T), then for all id € dom(H) we have:

) p=1 = 3lref ref'—id € H"
Vref € refs(t).
ref—pid € H'

From our knowledge about the first premise (the single-step

reduction), there are two cases.

> Vref € refs(t). P=L Vref € refs(t).
ref—pid € H ref—pid € H'

p=1

Then we know that fractions must sum to 1 for both references
preserved from t; and also new references preserved from t,, but
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via the implication we obtained from induction on the second
premise, we know 3Jlref’.ref'—1id € H”, which is exactly the
required result.
°L Vref € refs(t). p=0
ref—pid € H'

Then we only need to concern ourselves with new references
preserved from t;, but via the same implication we obtained via
induction on the second premise, we know 3lref’.ref'—1id € H”,
again exactly as required.

O]

Corollary 2 (Uniqueness). For a well-typed term I = t : xA and all
To, s, and H such that H > (Tg + s - T') and multi-reduction to a value
HFt =3 H'F xv, forall id € dom(H) then:

Vref € refs(t).(refr—1id € H = refr—id € H')
A Vid € dom(H') Nid" & dom(H). Vref € refs(v). Iref’ refr—qid € H’
i.e., any references contributing to the final term that are unique in the

incoming heap stay unique in the resulting term, and any new references
contributing to the final term are also unique.

Proof. Follows directly from Lemma 9, in the subcase where only one
reference exists in the initial heap (since }f ; jsey p = 1 must hold
if there exists a single reference such that ref—id € H). O

C5 SOUNDNESS OF HEAP MODEL WRT. EQUA-
TIONAL THEORY

Theorem 10 (Soundness with respect to the equational theory). For
all ty,ty such that T =t; : Aand T' =ty : A and t; = tp and given H such
that H > T, there exist multi-reductions to values that are equal under full
B-reduction and evaluating any references to the value they point to in the
resulting heaps (written H'(v1) and H'(vy)):

HF 1 =1 H' + (%41 AN HF th =1 H" - [ 3 H,(U1) = H”(Uz)
Proof. ° (Bx)

B.

clone (sharev)asxint = t'[pack (id, v)/x]
With typing derivation for the LHS:
T,idbv:*A

— SHARE [
I'y,id - sharev : [J,A nolDs(T'y) Tp,x: Jid x(Alid' /id)) -t:,B 1Cr

315

(T1 +T73),id - clone (sharev) asxint : [1,B

CLONE
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And typing derivation for the RHS:
(T1 +Ty),id - t[pack (id,v) /x] : O,B

By the value lemma (Lemma 10) we know that v = xv’ therefore
we know that we can perform the following reduction (where
we elide the output binding context and usage context as they
are not needed in the proof):

Hy, Hy b clone (share (x0')) asxint
~cronet~suarep  —  [Hilg, H2 - clone [¢'] asxint
~coneg > [Hily, Ha, Ha, x— pack (id, 0(v)) bt

where dom(H;) = refs(v) and (Hs,0,id) = copy(H;)
e (*assoc)

x#ts
clonet; asxin (clonet; asyints) = clone (clonet; asxinty) asyint;

*ASSOC

With typing for the LHS:

rz,E,X : HE*(AI@/ED: tr: D7»2A2 1"3,y : 3@*(A2[@/@]) I t3 . D,»3A3 C
Ty id Ft 0,4 o, x @ idy.x(Aq[id} /id1]) + T3 b clone ty asyints : O, A3
(Ty + T2 +T3),idy, idy - clonet; asxin (clonetyasyints) : [, A3

LONE

CLONE

where nolDs(T'y) and nolDs(I';) and 1 T ry and 1 C 1.
And with RHS typing, with the same conditions:
Ty, idy Ft:Op Ay Toidy, x : Jid)x(Aq[id) /idh)) F ta 0 O, A,
CLONE

(T1 +T2),idy, id - clonet; asxint; : [J,,A; T3,y : Jidy.«(As[idy /ida)) ©- t3 : Oy, As
(T1+ T2+ T3),idy,id; - clone (clonet;asxinty)asyints : [J,, A3

CLONE

There are four possibilities depending on the reduction of t; and
ty.

1. Divergence: t; — (i.e., t; diverges). In which case then H -
clonet; asxin (clonety asyint3)~cons® (diverging) and
also H - clone (clonet; asxinty) as yin t3~>cone® and so
the the equation is trivially satisfied as both sides diverge.

If t; converges, but t; diverges then both sides diverge by
similar reasoning. Similarly if both diverge then overall
both sides diverge.

2. Convergence: t; reduces to a value v; and t; reduces to a
value v;. By the typing and the value lemma (Lemma 10)
then 3v}. v; = [v}] and then 3v}. v, = [v}].
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Then we can reduce as follows on the LHS:

HF clonet;asxin (clonety asyints)
~» % H't clone[v]]asxin (clonet, asyint3)
~aonsp v Hi, Hi, HY, x>, pack (idy, #0(v1)) b clonet; asyints
dom(H}) = refs(v1) A (HY,6,id1) = copy(H)
~+ % H" I clone [vp] asyints
~“?cLoNgf 7 Ha, Hé/ Hﬁ’, y—pack <@/ *9,(772» Hts
dom(H)) = refs(v2) A (HY,6,id>) = copy(H})

and on the RHS:

H I clone (clonet; asxint;) asyint;
~+ % H'F clone (clone [v;] asxinty)asyint;
~~ Hy, Hj, H], x—pack (idy, «0(v1)) I clonet, asyint;
dom(Hj) = refs(v1) A (HY,8,id}) = copy(H])
~+ % H"F clone [v;] asyint3
~aonsp  Hz, Hy, HY , y—pack (idy, %0’ (v2)) b t3
dom(Hj) = refs(vp) A (HY,0,id)) = copy(H)

matching in both sides.

e (&unit)
&UNIT

withBorrow (Ax.x) t =t

With typing derivation for the LHS:

VAR

0'F2,X3&]A|‘Xi&1A
IMEt:xA 0-ToF (Axx) : &1A — &A
I'1+0- I, - withBorrow (Ax.x) t: A

ABS

WITHBORROW

and typing derivation for the RHS:

I'14+0-Tykt:+A

There are two possibilities depending on the reduction of t.

1. If reduction of ¢ diverges, then reduction on the LHS also di-
verges, since we repeatedly apply the ~~yrugr rule. Hence,
the equation is trivially satisfied as both sides diverge.

2. Otherwise, t reduces to a value v. By the typing and the
value lemma (Lemma 10) then 3v'. v = %v/.
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Then we can reduce as follows on the LHS:

H + withBorrow (Ax.x) t
~> % H' I withBorrow (Ax.x) (xv')
~wimae ~ H,y—, %0’ unborrow (x[y/x])
~» % H',yr, xv' - unborrow y
~unge ~ Ho oy x0' by
~ ok H ye—s, x 0/ B x0/

and as follows on the RHS:

HFt

ok H/f—*l)/

e (&assoc)

withBorrow (Ax.(f (gx))) t = withBorrow f (withBorrow g t) §eassoc

If any of the terms f, g or t diverge, then the LHS and RHS both
diverge, and so the equation is trivially satisfied.

Otherwise, all three terms must reduce to values vq, v, and v3.
By typing and the value lemma (Lemma 10) then v; = Axy.ty,
vy = Axp.bp, and 3v}. v3 = %0},

Then we can reduce as follows on the LHS:

H F withBorrow (Ax.(f (gx))) ¢
~ % H'F withBorrow (Ax.(f (gx))) (xt})
~wmag v Hy— % 04 F unborrow ((f (gx))[y/x])
~ % H',y—, %0} - unborrow (((Axy.t1) ((Ax2.t2)y)))
g~ Hyes, 05, x005(%03) - unborrow (((Axy.ty) f2))

If t, diverges, then again both sides diverge. Otherwise, t, must
reduce to a value v4, and by the value lemma 3v)j. vy = (xv)).
Then we can continue reducing as follows:

~ ok H", =, % 05, x0r=4(xv5) F unborrow (((Axy.ty) (xvy)))
g~ HY g, x 05, xo5 (505, Xy (7)) - unborrow (t7)

If t; diverges, then again both sides diverge. Otherwise, t; must
reduce to a value vs, and by the value lemma 0. vs = (*v}).
Then we can continue reducing as follows:

ok HY g, 04, Xor55 (x05), X1 (7)) ) - unborrow ((*v5))

12 / / / /
~onge v HY y— w05, 00— (x05), X104 (%0)) %0
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and on the RHS:

H + withBorrow f (withBorrow g f)
~ % H'F withBorrow (Ax;.t;) (withBorrow (Ax;.t) (xv5))
~wimng v HLy— %04 - withBorrow (Axy.t1) (unborrow (t2[y/x2]))

~  H,y—, %0}, x0—,(x0}) - withBorrow (Ax;.t;) (unborrow (t;))

If t, diverges, then again both sides diverge. Otherwise, t, must
reduce to a value v4, and by the value lemma Jvj. vy = (xv)).
Then we can continue reducing as follows:

~r ok HY gy, % 0}, xor—4(%04) F withBorrow (Axq.t;) (unborrow ((xv)})))
) F withBorrow (Ax;.t1) (xv))
)
)

" /
Mrwith& Y7 H s Yy % U3, Xob—s (*U

(

MuN& v H//,y’_h/ * 03, x2'_>5(*v
(x0%),z—, % 0y - unborrow (t[z/x1])
(

/
3
/
3
/
3
~ H",y—, % 0}, xo— (x0}), 25, % 0, X104 (0} )) - unborrow (t;)

If t; diverges, then again both sides diverge. Otherwise, t; must
reduce to a value vs, and by the value lemma 0. v5s = (*v}).
Then we can continue reducing as follows:

~s ok HY gy % 0, x00= 5 (%05), 2= % U, X1— (%)) ) - unborrow (xvf)

ke H", y— % 05, xor= (%05), 2= % Uy, X1 ((¥0y) ) F %0k

o (let(x,y) = (splitt)in (joinx y)) =t
If t diverges, then both sides diverge.

Otherwise t reduces to a value v which by (Lemma 10) is over
the form xref.

Thus, we reduce by:

H |- let (x,y) = split tin (join x y)
~ % H',id — v, refr—pid - let (x,y) = split (*ref ) in (join x y)
~pre F ~epRer ¢ HLid — o, ref1|—>%id, resz%id Flet (x,y) = (xrefy, xrefz) in (join x y)
~ep v Hid— v,relegid,reszgid,x’H1 xrefy, Y 1 x ref  join x i/
(~prmat~var)®2  ~* Hid — v, refi—pid, refa— pid, X' sk refy, Y1 x refr - join (xref]) (xrefy)

jomker > Hid 0, ref' v pid, X vy s refy, Y ok refy B oref!

Evaluating under the heap (H',id — v, ref'+— ,id, x'+—1 * refy, y'—1 *
refr) (xref’) = v.
The RHS then reduces to: H',id — v, ref— yid = (xref)

Evaluating under the heap (H',id — v, ref— yid)(ref) = v, satis-
tying the goal.

e split (join t; tp) = (t1, f2)
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If either t; or t, diverge then both sides diverge. Otherwise, we
assume reduction to values, using the value lemma to ascertain
their form:

H F split (join £ tp)
~ o« H',id — v, refir— pid, refy—,id = split (join (xref;) (xrefp))
ptq)id - split (xref)
o id, refQH@Twid = (xref], xrefy)

,
~romRer v H'id = o, ref—

) - /
~SpLITREF ~ H',id — v, 7’ef1'_> (p+
2

Evaluating under the heap (H',id — v, ref{— ¢4 id, refyr— (30 id) ((xref], xrefy)) =
(v,0).

The RHS then reduces to H', id — v, refi— yid, refo—id b= (xrefi, xref;).
Evaluating under the heap (H',id — v, refir— id, refor—4id) ((xrefi, xref,)) =

(v,v), satisfying the goal.
O
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D.1 COLLECTED RULES
D.1.1  Typing
F1 H t1 :A—B

I',x:A+-t:B IobEHA
xAFx A TEAxt:A—=B ' T,4T,FHb: B

e

Ikt A IMFH:AQA'
rzl_tziB 2 Fz,X:A,yiAll—tle @
F1+F2|—(t1,t2):A®B ! F1+F2|—let(x,y):t1int2:B ¢
I'1 Et1:unit
In+Ht:B
@ F unit : unit UNIT I'+Ir)-letunit=1¢t int, : B UNITe
—resourceAllocator(t)
Ix:AFt:B I-t:A I'-t:B
Lx: AL Ft:B 08— rTr[:0A % T0.0'Ft:B o°F

[,x:[A]l,,T"+t:B
rCs
[,x:[A]l;,T"Ft:B

APPROX

Definition 21 (Graded contexts). [I'| classifies those contexts which con-
tain only graded variables:

321
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Definition 22 (Resource allocating terms). Predicate definition:

resourceAllocator (forkLinear)

resourceAllocator (forkNonLinear)

resourceAllocator(forkReplicate)

resourceAllocator (forkMulticast)

resourceAllocator ()

resourceAllocator([t])

resourceAllocator(t;)

resourceAllocator(t,)

resourceAllocator(t;)

resourceAllocator(# t7)

resourceAllocator(t;)

resourceAllocator(# t7)

resourceAllocator((Ax.ty) tp)

resourceAllocator(t,)

resourceAllocator(let [x] =t in tp)

resourceAllocator (1)

resourceAllocator(let [x] =t in tp)

resourceAllocator(t,)

resourceAllocator(let unit = t1 in t;)

resourceAllocator (1)

resourceAllocator(let unit = t1 in tp)

resourceAllocator ()

resourceAllocator (let (x,y) =t in tp)

resourceAllocator(let (x,y) =t in )

resourceAllocator ()
resourceAllocator((t1, 7))

resourceAllocator ()
resourceAllocator((t1, 7))

PRIMITIVES

@ send : A ® Chan (Send A P) —o ChanP "

@ | receive : Chan (Recv A P) — (A ® ChanP) RECY

— FORK
@ I forkLinear : (Chan P —o unit) —o Chan P

@ F close : Chan End — unit CLOSE

SingleAction(P) ExactSemiring(S) r:S
@ F forkNonLinear : ((J,Chan P —o unit) —o [J,(Chan P)
ReceivePrefix(P)
—— FORKREP

@ | forkReplicate : Cy_, (Chan P —o unit) — N n —o Vecn (Jy 1 (Chan P))

Sends(P)
— FORKMULTI
@ I forkMulticast : (Chan (Graded,,P) —o unit) —o N n —o Vecn (Chan P)

FORKNONLIN

RUNTIME TYPING

VARCHANS

c:ChanPtl c: ChanP VAR c:*ChanPF c: ChanP

I'~t:B

[,0.T,co ChanDF 7.5 "WEAKCHANS
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In typing derivations in the appendix, we abstract over whether a
channel is linear or shared by writing c :" Chan P.

D.1.2 Global configuration reduction rules

tas t

(P 7, C)~ (P |5 C)

REDUCE

(P; C) ~ (P C")
(P C)~ (P |£C)

PAR

(P | Ctxt{sendcv}; C,c = 3) — (P | Clxt{c}; Ce=d:0) "

(P [ Cixt{receivec); C,c = v:3) — (P | Cixt{(0,0)}; Cc=3) o'

#c

(P | Ctxt{forkLinear (Ax.t)}; C) ~ (P | tlc/x]° | Ctxt{c}; C,c = (),c = ()) FORKLINEAR

SHAREDCLOSE

(P | Ctxt{closec}; C,c* = T) ~ (P | Ctxt{unit}; C,c* = 0)

(P | Ctxt{closec}; C,c' = ()) ~ (P | Ctxt{unit}; C) o

#c

(P | Chct{forkNonLinear (\x.0)}; C) ~ (P | CH{E} [/ e = (1,0 = ()) "ORkNONLINEAR

#cy ... #c,
(P | Ctxt{forkReplicate [Ax.t] n}; C)
~ (P | Ctxt{{[c1], .., [cu]) } | Weh (c1 — Ax.t) | .. | Weh (¢, — Ax.t)
i Gt =) e =)o = ()" =)

FORKREPLICATE

#c #cy ... #c,
(P | Ctxt{forkMulticast (Ax.t)n}; C)
~ (P | Ctxt{(c1, ..,cu) } | tlc/x]° | Fwd (¢ > ¢y, .., Cn)
i Ce=(e=(a=()wa=0a=/().t=())

FORKMULTICAST
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D.1.3 Standard small-step reduction rules

i~ ] t o~ t
- 1 RS
AxBo—to/z] P Hbwtt T vteot P
PUNY
let (x,y) = (01,02) in t3 ~ t3[01 /x][va/y] P
i’] ~ t&
. . MILET®
let (x,y) =t inty ~ let (x,y) =t in )
t ~» t/l ty ~ tlz
7 @reduceR

(tl,tz) = (tll,tz) M ®reducel (ZJ, t2) — (U, tlz)

tl ~ tll
~ By ~ ;
let unit = unitinf~t " Jet unit = #; in t, ~ let unit — thin t LETUnit
i’l ~ t/1
> >
let[x] =[0]int~ tlo/x] P letx] =t inty~ letx] = inty, "
t st

W ~Oreduce

D.2 AUXILIARY RESULTS

Linear and graded substitution lemmas have been previously proved
by Orchard et al. [103] for the core calculus used here:

Lemma 17 (Linear substitution). [7103] Given I';,x : A+ t; : B and
F2 F t2 : A then F1 —|—F2 F tl[tz/x] : B.

Lemma 18 (Graded substitution). [103] Given I'y,x : [A], - t1 : B and
[[2] F t2 : A and —resourceAllocator(ty) then Ty + - Ty b= t1[t2/x] : B.

Proof. Proof as in Orchard et al. [103], but where the additional

premise of —resourceAllocator(t;) is deployed in the promotion case.
O
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Ctxt = Contexts
| -
| Ctxtt
|  oCtxt
Definition 23 (Evaluation contexts). | (Ctd]
| let[x] = Ctxtint
| letunit = Ctxtint
| let(x,y) = Ctxtint
| (Ctxt,t)
| (v, Ctxt)
Lemma 19 (Non-resource allocator context). —resourceAllocator(Ctxt{t}) =
—resourceAllocator (Ctxt{x})

Proof. Trivial by the definition of resourceAllocator(t) and since x is a
variable and not a resource allocator. O

Lemma 20 (Non-resource allocator composition). —resourceAllocator(Ctxt{x}) A
—resourceAllocator(t) = -resourceAllocator(Ctxt{t})

Proof. By induction on the definition of contexts and the definition of
resourceAllocator (). O

Lemma 21 (Contexts preserve resoure allocator property).
resourceAllocator(t) = resourceAllocator(Ctxt{t})

Proof. By induction on the grammar of context terms: the structure of
context terms matches the inductive term structure of resourceAllocator.

o Ctxt = — by identity;

o Ctxt = Ctxt't'. By induction on the first premise and modus po-
nens with the antecedent then resourceAllocator(Ctxt'{t}) and thus
resourceAllocator (Ctxt'{t} t') by the definition.

e Ctxt = vCtxt'. By induction on the second premise and modus
ponens with the antecedent then resourceAllocator(Ctxt'{t}) and
thus resourceAllocator(v Ctxt'{t}) by the definition.

e Ctxt = [Ctxt']. By induction on the first premise and modus po-
nens with the antecedent then resourceAllocator(Ctxt'{t}) and thus
resourceAllocator([Ctxt'{t}]) by the definition.

o Ctxt = let[x] = Ctxt'int,. By induction on the first premise and
modus ponens with the antecedent then resourceAllocator(Ctxt'{t})
and thus resourceAllocator(let [x] = Ctxt'{t} in t,) by the definition.
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o Ctxt = letunit = Ctxt’ int,. By induction on the first premise and
modus ponens with the antecedent then resourceAllocator (Ctxt'{t})
and thus resourceAllocator(let unit = Ctxt'{t} in t;) by the defini-
tion.

o Ctxt = let(x,y) = Ctxt' in f,. By induction on the first premise and
modus ponens with the antecedent then resourceAllocator(Ctxt'{t})
and thus resourceAllocator(let (x,y) = Ctxt'{t} in t;) by the defini-
tion.

o Ctxt = (Ctxt',t'). By induction on the first premise and modus
ponens with the antecedent then resourceAllocator(Ctxt'{t}) and
thus resourceAllocator((Ctxt'{t},t')) by the definition.

o Ctxt = (v,Ctxt'). By induction on the first premise and modus
ponens with the antecedent then resourceAllocator(Ctxt'{t}) and
thus resourceAllocator((v, Ctxt'{t})) by the definition.

0
Corollary 3 (Non-resource-allocating contextual term).
—resourceAllocator(Ctxt{t}) == —resourceAllocator(t)
Proof. Dual of Lemma 21 (modus tollens) O

Lemma 22 (Context factorisation).

T+ Ctxt{t} : B

— (Ell"l,l"z,A. I, x:AF Ctxt{x} :B
AN ThEtA
A T=T;+T)

V. (3, Ty, A, r. —resourceAllocator(t)
A Tq,x:[A], F Ctxt{x} : B
AN [1’2] Ft:A
AN IT=T1+r- Fz)
Proof. By induction on Ctxt:

o Ctxt = —, i.e., the premise is that I' - ¢ : B and thus the result is
given by I't = - and I'; = I" with derivation:

VARX:BFx:B (ctxt)

and the substitutee derivation given by the premise. Thus, we
prove this case by giving the first disjunct.
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o Ctxt = Ctxt't’ where Ctxt{t} = Ctxt'{t}t ie. with premise
derivation:
[ FCtxt'{t}:A"—B ThEt A
[+ Ctxt'{t}t : B

where I' =T +TY%.
By induction on the first premise, then there are two cases:

— (first disjunct) We have I'/, T such that T/, x : A = Ctxt'{x} :
A" —Band I'} -t : A such that I'} =T +T7.

We conclude with derivation:
Lx:AFCtxt'{x}:A'—B THHt: A
(T{ +T%),x: A+ Ctxt'{x}t : B © (ctxt)

ie, where I'1 = I'Y/ + T/ and I', = I') where I' = T'; +
Ip =T+ T, +T) =T} +T} from the induction and by
commutativity and associativity of +.

The concluding substitutee I') I ¢ : A is from the induction.

- (second disjunct) We have I'}, T’y such that —resourceAllocator(t)
and I'{,x : [A], F Ctxt'{x} : A’ — B and [I'j] -t : A such
that I, =T{ +r-T7.

We conclude with derivation:
I, x:[Al, F Ctxt'{x} : A" =B ThHEt:A
(T +T),x: A+ Ctxt'{x}t : B ¢ (ctxt)

i.e., where I'y = I'] 4+ T’ and where I'; = [I'}] where:

= Tj+T} {premise }

= IY+r-TY+T) {inductionT’ }

= T{+T,+7r-T] {+ comm. and assoc.}
{

= I'i+r-I, concluding contexts}

The concluding substitutee [I'}] i ¢ : A is from the induction
and that —resourceAllocator(t).

o Ctxt = vCtxt' where Ctxt{t} = vCtxt'{t} i.e., with premise
derivation:
IMFov:A"—B  Tht Ctxt'{t}: A B
['+oCtxt'{t} : B

where I' =T +T7%.

By induction on the second premise, then there are two cases:
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— (first disjunct) We have I'/, T/ such that T}, x : A - Ctxt'{x} :
A" and T'j + t : A such that T}, = T/ +T/. We can then
conclude with:

IMFo:A'—<B T{,x:AFCtaxt'{x}: A
I +T,x: AFoCtxt'{x} : B © O (ctxt)

and substitutee I') -t : A (from the induction) where I'; =
IN+T{and I, =T) whereT =T; +T, =T} +TI7+T17
from the induction and by commutativity and associativity
of +.

- (second disjunct) We have I'/, T’} such that —resourceAllocator (t)

and T/, x : [A], F Ctxt'{x} : A" and [T'J] I t : A such that
I, =T{+r-TJ.
We can then conclude with:
IMFov:A"—B  T{,x:[A], F Ctxt'{x} : A’
I +TY,x: [A], FoCtxt'{x} : B © (ctxt)

and —resourceAllocator(t) (from the induction) and substi-
tutee [I'}] -t : A (from the induction) where I'y =T} + T
and I', = I') where:

= T|+T} {premise }
I +T{ +r-TY {induction T’ }
= In+r-I,p {concluding contexts}

o Ctxt = [Ctxt'] where Ctxt{t} = [Ctxt'{t}] i.e., with premise
derivation:
—resourceAllocator(Ctxt' {t}) [T}] F Ctxt'{t} : A’
[+ [Ctxt'{t}] : OA

7

PR

where I' = - T.
By induction on the second premise, there are two cases:

— (first disjunct) We have I'/, T/ such that T}, x : A - Ctxt'{x} :
A'and T/ - t : A such that T} = T'Y + T/, and we know that
[I'{] since the premise derivation gives us that [I'}].

We can then conclude with the derivation (giving the second
disjunct):

ind.hyp.

Y], x: At Ctxt'{x} : A’
D
[T7],x: [A]1 b Ctxt'{x} : A’

Lemma 19
—resourceAllocator(Ctxt'{x})

ER

T, x: [A], F [Ctxt'{x}] : 0,4’
(ctxt)

PR
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with substitutee I'} - ¢ : A (from the induction) and with
It =r-T{ and I'; = T’J where:

= r-T} {premise }
= r-(I'{+T%) ({induction I }
r-TY +r-TY {xdist. }
= In+r-In {concluding contexts}
From the premise derivation —resourceAllocator(Ctxt'{t}),

by Corollary 3, we then have that —resourceAllocator(t) as
needed here.

- (second disjunct) We have —resourceAllocator(t) and I'{, I’}
such that T, x : [A]; - Ctxt'{x} : A" and [I'j] F t: A
such that I} =T{ +s-T/, and we know that [I'/] since the
premise derivation gives us that [I'}].

We can then conclude with the derivation (giving the second
disjunct):

ind.hyp.
[TY],x: [A]s F Ctxt'{x} : A’

Lemma 19
—resourceAllocator (Ctxt'{x})
7T, x : [Al s b [Chxt' {x}] : O,A'

PR

(ctxt)

with substitutee [I')] -t : A (from the induction) and with
I't =r-T{ and I'; =T where:
= r-T} {premise }
= r-(I'{+s-TY) {induction T} }
r-TY +r+s-T) {*dist. }
= IM+rxs-Ip {concluding contexts}

and —resourceAllocator(t) from the induction, as required.

o Ctxt = let[y] = Ctxt’ int, where Ctxt{t} = let [y] = Ctxt'{t} in t,.
i.e., with premise derivation:
I Ctxt'{t}: O0A"  Thy:[A],Ft:B
1+ ThFlet[y] =Ctxt'{t}int;:B

ELIM

where I' =T +TY%.
By induction on the first premise, then there are two case:
— (first disjunct) We have I'/, T/ such that T}, x : A - Ctxt'{x} :
A'and T} t: AsuchthatT) =T7 +T7.
We can then conclude with:
Lx:AFCtxt'{x}:0,A"  Thy:[A],Ft:B
(TY +T5),x: A let [y] = Ctxt'{x}int,:B

ELIM
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and substitutee I} + t : A (from the induction) where
Iy =T7 + T} and I', = I/ therefore:

= T1+T17 {premise }
= I'Y+T7+T} {inductionT} }
= IY+T,+T) {4 comm. and assoc.}

= IN+1I> {concluding contexts}

- (second disjunct) We have —resourceAllocator(t) and I'{, I}
such that T'{,x : [A]s - Ctxt'{x} : A" and [I'}] - t : A such
that T} =T +5-T7.

We can then conclude with:
Lx:[Als b Ctxt' {x} : A" Thy:[A],F-t:B
(TY +T15),x: [Als F let [y] =Ctxt'{x}int,:B

ELIM

and substitutee [I'}] - t : A (from the induction) where
It =T{ 4T} and I', = I'] therefore:

= I +T1; {premise }
= IY+s-TY+T, {inductionT’ }
= T/+T,+s-T) {+ comm. and assoc.}
= Th+s-In {concluding contexts}

and —resourceAllocator(t) as required, from the induction.

o Ctxt = letunit = Ctxt’ int, where Ctxt{t} = let unit = Ctxt'{t} in t,.
i.e.,, with premise derivation:
[} F Ctxt'{t} :unit ThEt:B
I} + T F let unit = Ctxt'{t} int, : B

ELIM

where I' =T} +T'.
By induction on the first premise, then there are two cases:

— (first disjunct) We have I'/, T such that T{,x : A - Ctxt'{x} :
unit and I'} ¢ : A such that I'} =T} +T7.

We can then conclude with:
U,x: A Ctxt'{x} :unit Thrty:B
(TY +T5),x: A let [y] = Ctxt'{x}int,:B

ELIM

and substitutee I} = t : A (from the induction) where
It =T{ 4T} and I', = I'} therefore:

= T+T} {premise }
= IV +T7+T} {inductionT} }
= T{+T,+T7 {+ comm. and assoc.}

= I'1+1I> {concluding contexts}
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- (second disjunct) We have —resourceAllocator(t) and I'{, T}
such that I'/, x : [A]s = Ctxt'{x} : unit and [I'}] -t : A such
that T} =T +s-T7.

We can then conclude with:
1,x:[AlsF Ctxt'{x} :unit ThHhrt:B
(I +T15),x: [Als Flet [y] = Ctxt'{x}int,:B

ELIM

and substitutee [I'}] - t : A (from the induction) where
It =T{ 4T} and I', = I} therefore:

= T{+T} {premise }

= IY+s-TY+T) {inductionT’ }

= IV +T5+s-T7 |
{

= Ih+s-Ip

+ comm. and assoc.}

concluding contexts}
and —resourceAllocator(t) as required, from the induction.

o Citxt = let(x,y) = Ctxtint, the same as above, modulo the
additional free variables for x and y in the scope of t,;

o Ctxt = (Ctxt',t') where Ctxt{t} = (Ctxt'{t},t').1i.e., with premise
derivation:
IECtxt'{t}: A TH-t B .
[ +T5 - (Ctxt' {t},t) : A @ B

i

where I' =T +T7%.
By induction on the first premise, then there are two case:

— (first disjunct) We have I'/, T/ such that T{,x : A = Ctxt'{x} :
A'and I'J - t: A such that T) =T} +T7.

We can then conclude with:
I, x:AFCtxt'{x}: A" THHt:B
! +Th,x: Ak (Ctxt' {t},t) : A @ B

i

and substitutee I} - t : A (from the induction) where
It =T{ 4T} and I', = I'} therefore:

I'= T1+T15 {premise }
= IY+T7+T) {inductionT} }
= IY+T,+T) {4 comm. and assoc.}

= IN+1I> {concluding contexts}

- (second disjunct) We have —resourceAllocator(t) and I'{, T
such that T}, x : [A]s - Ctxt'{x} : A" and [I'J] -t : A such
that I, =T{ +s-T7.
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We can then conclude with:
I, x:[Als F Ctxt'{x} : A" TH-t:B
I +Th,x: [Als F (Ctxt' {t}, 1)) : A @ B
and substitutee [I'}] -t : A (from the induction) where
It =T{ +T% and I'; = I'] therefore:

i

= T|+T} {premise }

= IV +s-TY+T) {inductionT’ }

= T/+T5+s-T) {+ comm. and assoc.}

= Ii+s-In {concluding contexts}

and —resourceAllocator(t) as required, from the induction.
o Ctxt = (v, Ctxt") where Ctxt{t} = (v, Ctxt'{t}).i.e., with premise

derivation:

IMFo:A"  ThECtxt'{t} : B

I +T5F (v, Ctat'{t}) : A @B
where I' =T +TI7%.

i

By induction on the second premise, then there are two case:
— (first disjunct) We have I'/, T such that T}, x : A - Ctxt'{x} :
A'and T'J -t : A such that I, =T +T7.
We can then conclude with:
MEo: A 1,x: Ak Ctxt'{x} : B’
(T +T7),x: AF (v,Ctxt'{x}) : A" @B’
and substitutee I') = ¢ : A (from the induction) where
It =T} +T{ and I', = I'] therefore:

i

= T{+T1 {premise }
= IN+T7+T7 {induction T} }
= IN+1Iy {concluding contexts}

- (second disjunct) We have —resourceAllocator(t) and I'{, I}
such that T}, x : [A]s F Ctxt'{x} : A" and [I'}] -t : A such
that I, =T{ +s-T7.

We can then conclude with:
Mbo: A" TY,x:[Als F Ctxt'{x} : B
(M +T7),x: [Als F (v,Ctxt'{x}) : A’ @ B’
and substitutee [I)] - t : A (from the induction) where
It =T} +T{ and I', = I'] therefore:

i

= T|+T} {premise }
I +TY +s-T7 {induction I }
= I'i1+s-T, {concluding contexts}

and —resourceAllocator(t) as required, from the induction.
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O]

Lemma 23 (Context application (linear)).

I',x:AF Ctxt{x} : B
/\1“2 Ft:A
— [y +T, - Ctxt{t} : B

Proof. By induction on the structure of evaluation contexts

o Ctxt = —, i.e., the premise is:

VAR

X:AFx:A (ctxt)

(i.e., I'1 =-and A = B).
Then the conclusion follows by Ctxt{t} = t therefore the second

premise provides the conclusion.

o Ctxt = Ctxt't’ where Ctxt{x} = Ctxt'{x}t i.e., with premise
derivation:
[,x:AFCtxt'{x} :A"—-B Thtt:A
(T +T%),x: A Ctxt'{x}t : B

By induction on the first premise, yielding: I'] + I'» - Ctxt'{t} :
A’ —o B therefore the conclusion can be constructed as:
[+ T Ctxt'{t}: A" — B It A
(I +T2) +T5 F Ctxt'{t}t : B

¢

which by commutativity and associativity of + matches the
conclusion.

o Ctxt = vCtxt’ where Ctxt{x} = vCtxt'{x} i.e., with premise
derivation:
IMFov:A"—B 1”’2,35:Al—Ct‘xt/{x}:A’_O
(T +T%),x: At ovCtxt'{x} : B

By induction on the second premise, yielding: I', +T'» = Ctxt'{t} :
A’ therefore the conclusion can be constructed as:
oA —B  Th+Tok Ctxt'{t}: A
(T} +T5) + T - oCtxt'{t} : B

¢

satisfying the goal of the lemma.

333
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o Ctxt = [Ctxt'] where Ctxt{x} = [Ctxt'{x}] i.e., with premise
derivation:
[T4] b Ctxt'{x} : A’
/ / / PR
r-T7 F [Ctxt'{x}] : J,A

where I'j must contain x. However, this leads to a contradiction
since there cannot possibly be a linear assumption x in the
conclusion due to the form of the typing. Therefore, the premise
is false and this case is trivial.

o Ctxt = let[y] = Ctxt' int, where Ctxt{x} = let [y] = Ctxt'{x} in t.
i.e.,, with premise derivation:
Lx:AF Ctxt'{x} : A Th,y:[A],Ft:B
(T +T%),x: Ak let[y] = Ctxt'{x}int,:B

ELIM
By induction on the first premise, yielding: '} + I, = Ctxt'{t} :
0,A’. Therefore the conclusion can be constructed as:

1+ FCext'{t}:0A  Thy:[A],Ft:B
(I +T2) +T5 Flet [y] =Ctxt'{t}int,:B

ELIM

which by commutativity and associaitivity of + matches the
goal.

o Ctxt = letunit = Ctxt'int, where Ctxt{x} = let unit =
Ctxt'{x} in t,. i.e., with premise derivation:
[}, x: Ak Ctxt'{x} :unit ThHrt:B
(I +T5),x: At let [y] = Ctxt'{x}int,:B

ELIM
By induction on the first premise, yielding: I'] + I'; - Ctxt'{t} :
O,A’. Therefore the conclusion can be constructed as:

1+ Db Cext'{t}:unit  ThHt:B
(I +T2)+T5 Flet [y] =Ctxt'{t} int,:B

ELIM

which by commutativity and associaitivity of + matches the
goal.

o Ctxt = let(x,y) = Ctxtint, the same as above, modulo the
additional free variables for x and y in the scope of t,;

o Ctxt = (Ctxt',t') where Ctxt{x} = (Ctxt'{x},t'). i.e., with premise
derivation:
[,x: A Ctxt'{x}: A"  THt:HB o
(I +T15),x: Ak (Ctxt'{x},t') : A’ @ B

i
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By induction on the first premise then I} +I'» F Ctxt'{t} : A’
Therefore the goal can be constructed as:
1+ ECxt'{t}: A ToHt: B .
(I +T2) + T - (Ctxt' {x}, ') : A @B

i

satisfying the goal by commutativity and associativity of +.
o Ctxt = (v, Ctxt") where Ctxt{x} = (v, Ctxt'{x}).1.e., with premise
derivation:
fMrov: A" Thx:AF Ctxt'{x}: B
(T +T5),x: Ak (v,Ctxt'{x}) : A @B

By induction on the second premise we have I', +T', = Ctxt'{t} :
B'. Therefore the goal can be constructed as:

IMFo:A" Th+TyF Ctxt'{t}: B
[+ (T +T2) F (v, Ctxt' {x}) : A @ B/

i

satisfying the goal by associativity of +.

Lemma 24 (Context application (graded)).

I'y,x:[A], F Ctxt{x} : B
ATl Ft:A
A —resourceAllocator ()
= I1+7r-ToF Ctxt{t} : B

Proof. By induction on the structure of evaluation contexts and their

typing.
Note that for all possible contexts, it is possible that typing is by
(non-syntax directed) (approx) rule and thus we have:

[,x:[A;Ft:B  sCr
I,x:[Al,-t:B

APPROX

Then by induction on the premise we have I'y +s- T, -t : B.

Let Iy = x; : [Aj]s, for 1 < i < |I'2] since by the premise every
assumption is graded in the context. Then we can then construct the
conclusion as follows:

REFL
s; s sLr

I'i+s-Th-t:B sxs;Crxs;
[ +r-TFt:B

MONOTON.+UNIT

APPROX*

The rest is by induction now we have considered this possibility at
each context term:
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o Ctxt = —.

There are therefore two possibilies for the derivation of the the
premise:

— (var/der combination)

VAR

xX:AFx: A
x:[AliFx: A

DER

(i.e, 1 =-and A=Bandr=1).

Since 1-T, = I, and since Ctxt{t,} = t, then we can
conclude with the second premise I'; - £, : B

- (var/der/approx combination)

— VAR
x:AkFx: A

DER
x:[AhFx:A 1Cr
x:[A,Fx:A

APPROX

(i.e., 1 =-and A = B).

Let I, = x; : [A],, (since by the premise every assumption
is graded in the context). Then we can then construct the
conclusion as follows:

REFL
siCs; 1Cr

—— (SECOND PREMISE) MONOTON.+UNIT
IhHt:A s;iCrxs;

r-le—t:A

APPROX*

o Ctxt = Ctxt't’ where Ctxt{x} = Ctxt'{x}t. i.e., with premise
derivation:
Lx:[Als FCtxt'{x}: A" —B  Th,x:[Als, Ft A
(T +T5),x: [Alsy+s, F Ctxt'{x}t : B

i.e., where r = s + 5. This derivation applies without loss of
generality here for application since we can set s2 = 0 in the
case that x ¢ FV(t').

By induction on both premise we attain:

[} +s;-ToF Ctxt'{t} : A — B (ih1)
1“’2 +5-Tr F t A (ih2)
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From which we construct the concluding judgment:
[ +s Tk Ctxt'{t} : A’ — B [+s- Tkt A
Fi + 51 -F2+F’2+32 I = Ctxt'{t}t’ :B

¢

which since r = s1 + 55, and by distributivity of * over +, and
commutativity and associativity of + yields: I} + T 47 T -
Ctxt'{t} t : B.
Ctxt = vCtxt’ where Ctxt{x} = vCtxt'{x} i.e., with premise
derivation:
Lx:[Als; Fo:A—B  Thx:[A], F Ctxt'{x} : A’
(T +T3),x: [Als;+s, F 0Ctxt'{x} : B

This case proceeds as above by induction on both premises.
Ctxt = [Ctxt']| where Ctxt{x} = [Ctxt'{x}] i.e., with premise
derivation:
—resourceAllocator(Ctxt' {x}) [T, x: [Als, F Ctxt'{x} : A"
PR
s1- (T, x: [A]s,) F [Ctxt'{x}] : O,A’

ie, wherer =s; xsp and I'y =51 - T
By induction on the second premise we attain:

T +sy T b Ctxt'{t} : A (ih)
From which we construct the concluding judgment:

Lemma 20
—resourceAllocator(Ctxt'{t})
51 (1“’1 —+ 55 - 1“2) + [Ctxt’{t}] - O,A

[ +s-To b Ctxt' {t} : A

7

PR

which by distributivity of * over + and associativity of  yields:
s1-T) + (s1%52) - Tp F [Ctxt'{t}] : O,A". and by r = 51 % 5, and
Iy = s; - T yields the goal: Ty + - I'p - [Ctxt'{t}] : A’

Ctxt = let [y] = Ctxt’ in t, where Ctxt{x} = let [y] = Ctxt'{x} in t,.
i.e., with premise derivation:
Lx:AFCtxt'{x}:0A Thy:[A],Ft:B
(I +T5),x: At let [y] = Ctxt'{x}int,:B

ELIM

Proceeds by induction similarly to the (App-L) case, with no
extra context maniulation necessary.

Ctxt = letunit = Ctxt'int; where Ctxt{x} = let unit =
Ctxt'{x} in t,. i.e., with premise derivation:
Lx:AbFCtxt'{x} :unit Thrt:B
(T +T5),x: At let [y] = Ctxt'{x}int,:B

ELIM

Proceeds by induction similarly to the (App-L) case, with no
extra context maniulation necessary.
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o Ctxt = let(y,z) = Ctxt'int, where Ctxt{x} = let (y,z) =
Ctxt'{x} in t,. i.e., with premise derivation:

Lx:AF Ctxt'{x} : Ay @ Ay Th,y:A,z: Ayt : B
(T +T5),x: At let (y,z) = Ctxt'{x} in t, : B

ELIM

Proceeds by induction similarly to the (App-L) case, with no
extra context maniulation necessary.

o Ctxt = (Ctxt',t') where Ctxt{x} = (Ctxt'{x},t').1i.e., with premise
derivation:
Lx:AFCtxt'{x}: A" T+t :B o
(I +715),x: Ak (Ctxt'{x},t') : A’ @ B

i

Proceeds by induction similarly to the (App-L) case, with no
extra context maniulation necessary.

o Ctxt = (v, Ctxt') where Ctxt{x} = (v, Ctxt'{x}).1.e., with premise
derivation:

IMFo:A" Thx:AFCtxt'{x}:B

(T +T5),x: A+ (v,Ctxt'{x}) : A @ B’

i
Proceeds by induction similarly to the (App-R) case, with no
extra context maniulation necessary.

O

Lemma 25. Value lemma
Given I' = v : A then, depending on the type, the shape of v can be inferred:

o A= A" —o Bthen v = Ax.v' or a partially applied primitive term p.

o A=0,A  thenv = [V'].

o A=A"®B then v = (v1,02).

e A = unit then v = unit.

o A= ChanP thenv =c.
Proof. Recall that the value terms sub-grammar is:

v = (v1,02) |unit | [v] | Axv|c|p (value terms sub-grammar)
where p are partially-applied primitives. In other words,

p = close | send | send ¢ | receive | forkLinear | forkNonLinear
| forkReplicate | forkReplicate ¢
| forkMulticast | forkMulticast ¢
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We then proceed by case analysis on the type A to match the struc-
ture of the lemma. In each case we must consider what possible values
can be assigned the type A and by which rules.

In all cases, there exist additional derivations based on dereliction,
weakening and approximation, e.g., for the case where A = A" — B:

Ix:A+t:A —B
D
[Lx:[1A'Ht: A" —B

ER

Fx:A'Ft:A' —B
D
[x:1A,0-y+t: A —B

ER

Ly:OA T',x:A'-t: A —B rCs
Ly:OA T,x:AFt: A —B

DER

In all of these cases we can apply induction on the premise to get
the result since the term is preserved between the premise and the
conclusion.

We elide handling this separately each time in the cases that follow
as the reasoning through dereliction is the same each time.

o A = A’ —o B then there are two classes of possible typing:
— Abstract term:
ILx:A'Fv:B
F'FAxo' : A" —B

i

thus v = Ax.?v’ as in the lemma statement.

— Primitive term p formed by an application of zero or more
values to a primitive operation, of which there are then ten
possibilities:

1.

@ I close : Chan End —o unit CLOSE

then v = close.

@t send : A® Chan (Send A P) — Chan P SEND

then v = send.

VAR
c:ChanPtl c¢: ChanP

339

SEND

@t send : A®@ Chan (Send A P) — Chan P

O

c:ChanPt sendc: A — ChanP

then v = sendc.
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10.

RECV

@ - receive : Chan (Recv A P) — (A ® ChanP)

then v = receive.

— FORK
@ - forkLinear : (Chan P —o unit) —o Chan P

then v = forkLinear.

FORKNONLIN

@  forkNonLinear : ((J,Chan P —o unit) —o [J,(Chan P)

then v = forkNonLinear.

ReceivePrefix(P)

—— FORKREP
@ - forkReplicate : Oy, (Chan P —o unit) — N n — Vecn (Oy_1(Chan P))

then v = forkReplicate.

ReceivePrefix(P)
VAR + Pr - - —— FORKREP
@ + forkReplicate : [y ,(Chan P —o unit) —o N n —o Vecn (y_1(ChanP))

¢ :0y.1Chan P |- forkReplicate [c] : N n —o Vecn (Chan P)

¢

then v = forkReplicate [c].

Sends(P)
— FORKMULTI
@ - forkMulticast : (Chan (Graded,P) —o unit) —o N nn — Vecn (Chan P)
then v = forkMulticast.
Sends(P)
VAR — FORKMULTI

@ F forkMulticast : (Chan (Graded,,P) —o unit) —o N 1 — Vecn (Chan P)
¢ : Chan (Graded, P) I~ forkMulticastc : N n —o Vecn (Chan P)

—o,

e

then v = forkMulticast c.

e A = [0,A’ then there is only one possible non-dereliction typing
of a value at that type:

k7 :A
PR
r-TH[o]:0A

thus v = [¢/] as in the lemma statement.
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e A = A’ ® B then there is only one possible non-dereliction typing
of a value at that type:

Fll—vle’ r2l_Ule 2
Ih+IF (01,02) :A'®B

i
thus v = (v1,v;) as in the lemma statement.
e A = unit then there is only one possible non-dereliction typing

of a value at that type:

——————— UNIT;
@ F unit : unit !

thus v = unit as in the lemma statement.

e A = Chan P then the only possible typing that is a value is given
by:

VAR
c:ChanPl ¢: ChanP

thus v = ¢ as in the lemma statement, regardless of the protocol
p.

D.3 TYPE SAFETY

D.3.1 Progress proof

Theorem 11 (Progress terms).

YyHt:A
AykEC
A buffered(C, A)
AyHP:B
= value(t) VI, C, P . (P |t C)~ (P'|¥; C)

Proof. We prove this by induction on the three judgments forming the
assumptions.

First, we case split on the typing of process configurations: y -~ P : B.

e (cons)

1_'1,’)/1 "PA
rz,’)/zl_tIB

CONSR
4Ty, +7rEP | tR:A

341
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In this case, we can write the process configuration P as P’ | t, or
in other words as another process configuration P’ extended with
some term ",

By induction, there are two possibilities here: either t” is itself a
value, or there exists some reduction (P’; C) ~ (P”; C').

If there is such a reduction, then we can make a global reduction
using the following rule:

(P; C) ~ (P'; C')
(P8 C)~ (P [ C")

PAR

and the overall progress theorem is satisified.

Otherwise, we must consider the possible reductions for the addi-
tional term f.

(empty)

————— EMPTY
OF -1

Since the process configuration is empty in this case, it cannot make
any reductions, so again we only need to consider the possible
reductions originating from the term t.

We then induct on the last step of the typing derivation y; - : A.
Note that in some cases the process and channel configurations do
not come into play, in which case the proof proceeds roughly the
same as the standard progress theorem on terms; either ¢ is a value,
in which case the theorem holds directly by induction, or we can
take a step t ~» t, in which case we will be able to take a global
step via the REDUCE rule. In these cases we can generally ignore the
presence of the runtime context ;.

— (var)

——— VAR

x:AkFx: A
Trivial since the variable x cannot be reduced and so is neces-
sarily a value.

— (abs)
I'x:A+-t:B
TFAxt:A-—-oB

Trivial since (Ax.t) is already a value.

- (app)

Fl F t1 :A—oB
IhEtHh:A
O
I'n+I-tt:B
By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~ t] for some #].
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In the first case, by the value lemma there are eleven cases to
consider.

1. t; = Ax.t]. Here, there are two possibilities: either t, = v
for some value v or f ~» t, for some t.

In the first case, we can reduce by REDUCE using the re-
duction:

(Axt)o - to/x] P

In the second case, since Ax.t] is a value then by induc-
tion on the premise we can reduce by REDUCE using the
reduction:
s
ot~ ot | Pim
2. t; = close, where A = Chan End. Therefore, we induct on
the second argument. There are two cases.

+ tp is a value. Then, by the value lemma, t; = ¢ and
the runtime typing derivation has two possible (conse-
quential) specialisations:

a)

VAR

¢: ChanEnd ¢ : Chan End 3 close - Chan End —o unit CLOSE

¢ : Chan End | closec : unit

¢

Therefore, by Lemma 23 our overall succedent is of
the form 75, ¢ : Chan End - Ctxt{closec} : A.

By inversion on the typing of channel configurations,
we necessarily have:

yEC
v,¢:" ChanEnd - C,c = ()

EMPTY

Therefore, there is a reduction as follows:

(P | Ctxt{closec}; C,c! = ()) ~ (P | Ctxt{unit}; C) oSt

b)

VARS
o Fec:
c¢:* ChanEnd t ¢ : Chan End 3 close - Chan End —o unit CLOSE

¢ ¥ Chan End | closec : unit

¢

Therefore, by Lemma 23 our overall succedent is of
the form v}, c :* Chan End F Ctxt{closec} : A.
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There is then a reduction as follows:

(P | Ctxt{closec}; C,c* = U) ~ (P | Ctxt{unit}; C,c* = 7)

* 1 is not a value, and has a reduction f, ~» t} for some

t5. Then we can reduce by REDUCE using the reduction:

ty ~ th

o
prim
closet, ~ closet)

3. t; = send, where A = Chan (Send A’ P) —o A’ —o Chan P.

Therefore, we induct on the second argument. There are
two cases.

+ ty is a value. Then, by the value lemma, t, = ¢ and so
t1 t» = send ¢ which is also a value.

* 1y is not a value, and has a reduction f, ~» t, for some

t}. Then we can reduce by REDUCE using the reduction:

ty ~ th

~prim

send t ~» send t

4. t1 = sendc, where A = A’ — ChanP. Therefore, we
induct on the second argument. There are two cases.

+ tp = x for some value x. The runtime typing derivation
specialises to:

¢:" Chan (Send A’ P) |- sendc: A’ — Chan P T QFu: A

SHAREDCLOSE

VAR

¢:" Chan (Send A’ P) I sendcx : Chan P

Therefore, by Lemma 23 our overall succedent is of the
form v5,c¢ " Chan (Send A’ P) F Ctxt{sendcx} : A.

By inversion, channel configuration typing must be of
the form:
Y1hHv:A

71,72, ¢ ChanPF C,c =
71, 72,¢:" Chan (Send A P) -

)
c

IR

4

with 7y = 71, 72.

In this case, there is then a reduction as follows:

(P | Ctxt{sendcv}; C,c = 0) ~» (P | Ctxt{c}; C,c =7 : )

SEND
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* 1y is not a value, and has a reduction t, ~~ t/, for some
t,. Then we can reduce by REDUCE using the reduction:

ty ~~ th

~prim

sendcty ~ sendct)

5. t; = receive, where A = Chan (Recv A’ P) — A’ ® ChanP.
Therefore, we induct on the second argument. There are
two cases.

+ 1 is a value. Then, by the value lemma, v, = ¢ and the
runtime typing derivation refines to:

VAR

" Chan (Recv A’ P) I ¢ : Chan (Recv A’ P
¢ Chan (Recv )¢ Chan (Recv ) @ - receive : Chan (Recv A P) — (A ® Chan P) RECY

c¢:" Chan (Recv A’ P) | receivec : A’ @ Chan P

¢

Therefore, by Lemma 23 our overall succedent is of the
form ), c " Chan (Recv A’ P) - Ctxt{receivec} : A.

Now, since the channel configuration C must be buffered
with respect to A, the channel ¢ cannot be empty, and so
it must contain at least one value v. Hence, there is only
one possibility for the channel configuration typing:

71 Fo:A
Y1, 72, ¢ ChanP+FC,c =7

Y1,72,¢:" Chan (RecvA P)-C,c=v:7 RECY

with ¥ = 1, 72.

Then there is a reduction as follows:

RECV

(P | Ctxt{receivec}; C,c =v:7) ~ (P | Ctxt{(v,c)}; C,c = 7)

* 1y is not a value, and has a reduction t; ~~ t}, for some
t,. Then we can reduce by REDUCE using the reduction:

ty ~ t

- 7 “prim
receive fp ~ receivef,

6. t; = forkLinear, where A = (Chan P —o unit) —o ChanP.
Therefore, we induct on the second argument. There are
two cases.

+ ty is a value. Then, by the value lemma, t, = )wc.t’2 for
some t, and we can construct the following runtime
typing derivation:
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x:ChanP F # : unit

@k Ax.th : Chan P —o unit o _ _ — FORK
@ I forkLinear : (Chan P —o unit) —o Chan P

@ | forkLinear Ax.t; : Chan P o
Therefore, by Lemma 23 our overall succedent is of the
form -} = Ctxt{forkLinear Ax.t}} : A.
Then there is a reduction as follows:
#e
FORKLINEAR

(P | Ctxt{forkLinear (Ax.t)}; C) ~» (P | t[c/x]° | Ctxt{c}; C,c = (),c=())

where the channel configuration is typed 9, = C and
we select a fresh name ¢ for the channel being forked.

* 1 is not a value, and has a reduction t, ~» t} for some
ty. Then we can reduce by REDUCE using the reduction:

ty ~ th

~prim

forkLinear tp ~~ forkLinear t}

7. t1 = forkNonLinear, where A = ([J,(Chan P) —o unit) —o
0J,(Chan P). Therefore, we induct on the second argument.
There are two cases.

+ ty is a value. Then, by the value lemma, t, = )wc.t’2 for
some t, and we can construct the following runtime
typing derivation:

x : 0,(ChanP) - #} : unit
@+ Ax.th : J,(Chan P) —o unit " ForRkNoONLIN
@ F forkNonLinear Ax.t; : (J,(Chan P)

O

(d.1)

Note that this derivation cannot include any instances
of the Arrrox rule, because of the ExactSemiring con-
straint present in the type signature of forkNonLinear,
and so the grade » must remain the same throughout
the typing.
Therefore, by Lemma 23 our overall succedent is of the
form v} = Ctxt{forkNonLinear Ax.t;} : A.
Then there is a reduction as follows:
#e
(P | Ctxt{forkNonLinear (Ax.t)}; C)

v (P | Cixt{[e]} | t[c]/x]% C,c" = (), c" = ()

FORKNONLINEAR

where the channel configuration is typed 75 = C and
we select a fresh name ¢ for the channel being forked.



D.3 TYPE SAFETY | 347

* tp is not a value, and has a reduction f, ~» #, for some
t}. Then we can reduce by REDUCE using the reduction:

ty ~ th

~prim

forkNonLinear t, ~ forkNonLinear t}

8. t1 = forkReplicate, where A = [y ;(ChanP —o unit) —
N 1 — Vecn (Chan P). Therefore, we induct on the sec-
ond argument. There are two cases.

* 1y is a value. Then, by the value lemma, t, = [Ac.t}] for
some t, and # f; is forkReplicate [Ac.t] which is also a
value.

* 1y is not a value, and has a reduction f, ~» #, for some
t5. Then we can reduce by REDUCE using the reduction:

ty ~ th

forkReplicate t, ~~ forkReplicate t} prim

9. t; = forkReplicatec, where A = N n — Vecn (ChanP).
Therefore, we induct on the second argument. There are
two cases.

+ 1y is a value. Then, by the value lemma, t, = Ax.t} for
some ), and the runtime typing derivation refines to:

x:ChanP k) : unit
O+ Axth: ChanP —o unit
@ F [Axth] : Oy, (Chan P —o unit) ™ FORKREP
@ |- forkReplicate [Ax.t5] : N n —o Vecn (Oy.1(ChanP))

O¢

@ | forkReplicate [Ax.t5] n : Vecn (.1 (Chan P))

Therefore, by Lemma 23 our overall succedent is of the
form -} - Ctxt{forkReplicate [Ax.th| n} : A.

Then there is a reduction as follows:

#cy .. H#Hey

(P | Ctxt{forkReplicate [Ax.t] n}; C)
~ (P | Ctxt{([c1], .., [cn]) } | Weh (¢1 — Ax.t) | .. | Weh (¢ = Ax.t)
pCat=() et =00 = ()" =)
where the channel configuration is typed 9} = C and

we select fresh names ¢ and ¢y ... c, for the channels
being forked.
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* 1y is not a value, and has a reduction f, ~» t, for some
t}. Then we can reduce by REDUCE using the reduction:

ty ~~ th

forkReplicate c t; ~ forkReplicate c t) prim

10. t; = forkMulticast, where A = (Chan (Graded,P) —o unit) —o
N 1 —o Vecn (Chan P). Therefore, we induct on the sec-
ond argument. There are two cases.

* 1y is a value. Then, by the value lemma, t, = Ac.t) for
some ), and t; t; is forkMulticast Ac.t), which is also a
value.

* 1 is not a value, and has a reduction t, ~» t} for some
ty. Then we can reduce by REDUCE using the reduction:

ty ~ th

~prim

forkMulticast tp ~~ forkMulticast t5

11. t; = forkMulticastc, where A = N n — Vecn (Chan P).
Therefore, we induct on the second argument. There are
two cases.

* 1y is a value. Then, by the value lemma, t, = Ax.t} for
some t} and the runtime typing derivation refines to:

x : Chan (Graded,P) F #, : unit
@ Ax.t : Chan (Graded,P) —o unit .
@ | forkMulticast (Ax.t5) : N n — Vecn (Chan P) " rorRKMuLT
@ | forkMulticast (Ax.t5) n : Vecn (ChanP)

O¢

Therefore, by Lemma 23 our overall succedent is of the
form 7}, = Ctxt{forkMulticast Ax.t, n} : A.

Then there is a reduction as follows:

#c #ey ... #Hey
(P | Ctxt{forkMulticast (Ax.t) n}; C)
~ (P | Ctxt{(cq, ..,cn) } | t[c/x]° | Fwd (¢ = c1,..,cn)
i Ce=()c=(a=()mam=()a=().a=()

FORKMULTICAST

where the channel configuration is typed 75 = C and
we select fresh names ¢ and ¢ ... ¢, for the channels
being forked.

* 1y is not a value, and has a reduction f, ~» t, for some
t}. Then we can reduce by REDUCE using the reduction:

ty ~~ th

~prim

forkMulticast c t, ~~ forkMulticast c t}
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In the second case, by induction on the premise we can reduce
by REDUCE using the reduction:

t ~ 1]
—_—
bty ~tht
(pr)

I'Ht:A
- TR
r-TH[t]:0A
There are two cases: either t = v for some value v, or t ~ t' for
some t'.
In the first case, [v] is a value.

In the second case, we can reduce by REDUCE using the reduc-
tion:
t~s t!

W ~Oreduce

(elim)
Ikt :0,A
Iy,x:[Al,Ft:B
IM+TIyklet[x] =t int,:B

ELIM

By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~~ t] for some #].

In the first case, by the value lemma t; = [¢/] for some value
v'. This refines the typing as follows:

QU A
————— PR
OF[J]:0A x:[Al,Ft:B
@Flet[x] =[]int,: B

ELIM

Therefore, we can reduce by REDUCE using the reduction:

let[x] = [o]int~ tlo/x] P

In the second case, by induction on the premise we can reduce
by REDUCE using the reduction:

tl ~ tll
PUNN
let[x] =t inty~ let[x] = int, "
(der)
I''x:AFt:B

Tx:[AFi:B %

Goal achieved immediately by induction on the premise.

349
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- (weak)
'-t:B
TOTFi B WEAK
Goal achieved immediately by induction on the premise.
- (approx)

I[x:[A],,I'"+t:B
rCs
[,x:[A]l;,T"+t:B
Goal achieved immediately by induction on the premise.

APPROX

— (tensor)
IikEH:A
It :B
IM+Tok (f,t): A®B

i

There are three cases: either t; = v; and t, = v, for some pair
of values (v1,v;), t1 = v for some value v but t, ~» t} for some

th, or t ~ t] for some t].

In the first case, (vq,v) is a value.

In the second case, we can reduce by REDUCE using the reduc-

tion:
ty ~ )
(0,t2) ~ (v, ty)

7 ®reduceR

In the third case, we can reduce by REDUCE using the reduction:

tl ~ tll
(tlth) ~ (ti/tZ)

M @reducel

- (pairElim)

F1I—t12A®A/
I,x:Ay:AFi:B
IM+TyFlet(x,y) =t intp : B

e

By induction on the first premise, there are two possibilities:

either t; = v for some value v or t; ~~ t] for some #].

In the first case, by the value lemma t; = (v1,v;) for some pair

of values (v1,v2). This refines the typing as follows:
OQFv:A QFuovy: A o
QF (v,0):A®A" " x:Ay:AFt:B
@t let (x,y) = (v1,v2) inty : B

Therefore, we can reduce by REpUCE using the reduction:

let (x,y) = (v1,v2) in t3 ~> t3[v1/x][02/Y] Tep
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In the second case, by induction on the premise we can reduce
by REDUCE using the reduction:

t ~ 1)
PUNY
let (x,y) =t inty ~ let (x,y) =t intp LR
— (unit)
@ F unit : unit UNIT
A value.

— (unitElim)

I'1 Ft:unit

Fz F tz :B

UNIT,

I'i +T>F letunit =t int, : B

By induction on the first premise, there are two possibilities:
either t; = v for some value v or t; ~ t] for some #].

In the first case, by the value lemma #; = unit and so we can
reduce by REDUCE using the reduction:

let unit — unitin f — ¢ Punit

In the second case, by induction on the premise we can reduce
by REDUCE using the reduction:

tlwti

EUNN .
let unit = f; in f, ~~ let unit = t& in t LETUnNit

O]

A process configuration P contains all values, defined by the predicate
values(P), if every process is either a value v or is a forwarder or
watcher process.

Theorem 12 (Progress global config).
YyEP:A A yEC A buffered(C, A)
= values(P) Vv 3C,P'.(P; C) ~ (P'; C)

Proof. By induction on the two judgments forming the assumptions.
First, we case split on the typing of process configurations: v = P :
A.

(empty)
m EMPTY

This case is trivial, as values(P) holds by default for an empty process
configuration.
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e (cons)

1"1,71 FP:A
rz,’)’Ql_tiB

CONSR
[+, +mEP|tR:A

Here, we can decompose P into P’ | t. First, focus on the particular
term t and apply Theorem 1.

Then, either ¢ is a value or there exists some possible reduction (P |
t; C)~ (P | ¥; C).

If we can make such a reduction, then the theorem is satisfied. If
not, then apply induction to the smaller process configuration P’. We
find that either values(P’) holds or there exists a reduction (P’; C) ~»
(P"; C).

If values(P’), then since ¢ is also a value we have values(P) and we are
done.

Otherwise, we apply the following rule to find a reduction satisfying
the theorem:

(P; C) ~ (P; C)
(Pt C)~ (P'|t C)

PAR

(watch)

I',mkFEP:A I';,x: Chan (Recv A’ P), v, ¢ : unit
I+ (0.1-T2), 71 + 72,¢: Chan (Recv A’ P) = P | Wch (¢ — Ax.t) : A

By induction on the first assumption, we have either that values(P) or
that there exists some reduction (P; C) ~ (P’; C’).

If there is such a reduction, we can make a global reduction as follows:

(P; C) ~ (P C)
(P | Weh (¢ — Ax.t); C) ~ (P | Weh (c — Ax.t); C')

PAR

Otherwise, we must reduce on the watcher process itself. Note that
due to the session typing of the channel in the runtime context, and
the condition requiring that C is buffered, the channel configuration
must be typed as follows:

N+rmbEC mtmkv: A
RECV
Y1+ 72,¢: (ReevA' P)-C,c=0:7 (d.2)

Hence, we can construct the following global reduction:

(P | Wch (c— Ax.t); C,c =v:7) ~ (P | tc/x]°; C,c =v:7) WATCHER

WATCH
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e (forward)

Sends(P) ILyEP:A

— FWD
[,7,c: Chan (Graded,P),c;: ChanP P | Fwd (c — ¢1,..,¢cy) : A

By induction on the first assumption, we have either that values(P) or
that there exists some reduction (P; C) ~ (P’; C’).

If there is such a reduction, we can make a global reduction as follows:

(P; C)~ (P; C)

(P [Fwd (¢ = c1,cn); C) ~ (P’ | Fwd (c s 1, mycn); C1) R

Otherwise, we must reduce on the forwarder process itself. Note
that due to the session typing of the channel in the runtime context,
and the the condition requiring that C is buffered, then the channel
configuration must be typed as follows:

QFv: A 9,¢1: ChanP,..,c, : ChanP,c: ChanP + C,c{ = 41 : v,..,Cy = 0
PR —

QF [v]: 0,4 v,¢1: Chan (Send A P), ..,¢, : Chan (Send A P),c: ChanP+ C,c1 =7y, ..,Cy

7,¢1: Chan (Send A P), ..,c, : Chan (Send A P),c : Chan (Recv ((,A’) P) - C,c1 = @,..,Cq = Tp,c = [0] :

L 0,c=T

<

Hence, we can construct the following global reduction:

FORWARDER

(P|Fwd(c+>c1,.,cn); Coo=1[v] : 0,60 =71,..,¢0 = Ty) ~ (P |Fwd (c — ¢1,..,¢4); C,c=0,60 =01 :0,.,Cp =Ty : 0

D.3.2 Preservation proof

Theorem 13 (Preservation).

LLyEP:AANYEC A (P; C)~ (P C)
= Y. T,V P ANy

Proof. By induction on the three judgments forming the assumptions
here.

We first case split on the typing of process configurations: I', y = P :
A.

* (empty)

ﬁ EMPTY

There is no reduction on the empty process configuration so this case
is trivially true since the antecedent is false.
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e (cons) We consider an abstraction over the two possibilities for ex-
tending a process configuration with a term which is either main or
subordinate process:

Fl,yll—t:B rz,’)’zl—PZA

= CONSR
i+, +1EPth A

where R = e in which case B = A, otherwise B = unit.

We then case on the reduction of process configurations consider the
role R where pertinent.

— (send)

(P | Ctxt{sendcv}; C,c = U) ~ (P | Ctxt{c}; C,¢C

I
<y
<

~—

with process configuration typing:

I'1,71,¢:" Chan (Send A P) - Ctxt{sendcv} : B
1“2, Y2 F P:A

CONSR
[y + 12,71 +72,¢: Chan (Send A P) - P | Ctxt{sendcv}” : A
(d.4)
and channel configuration typing:
y3sFv:A v3,74,¢: ChanP+C,c=7:v
v3,v4,¢: Chan (Send AP)-C,c =7 SEND (d.5)

where (3, 74) = 711 + 72-

We can then construct the consequent channel configuration typing
given by the premise of (d.5):

7+ 72,¢:" ChanP+-C,c=0:7

From typing I'1, 71 = Ctxt{sendcv} : B, and by lemma (22) we have
two cases:
1. Typing I}, v} Fsendcv : A” and T,y : A”, 9% = Ctxt{y} : B with
Iy =T +T% and 71 = 7} + 75, which by inversion must therefore
be of the form:

VAR
¢ : Chan (Send A’ P) I ¢ : Chan (Send A’ P)

@,c: Chan (Send A’ P) - send ¢ : A’ —o Chan P
@,c: Chan (Send A’ P) I send cv : Chan P

Op¢

OFv: A

O¢

i.e, where A” = ChanPand I} = - and 7} = c: Chan (Send A’ P).

Therefore, for the goal of this theorem we construct the typing:

VAR
@,c: ChanPt c: ChanP
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By lemma 23 then I'}, 7}, ¢ : Chan P - Ctxt{c} : B which is equal
toI'1, 75, ¢ : Chan P - Ctxt{c} : B.

We then build the process configuration type:

[, v5,¢: ChanP - Ctxt{c} : B I, EP:A
T, +To,9 +7Y2,c: ChanP - P | Ctat{c}* : A
1 +T2,7 +7,¢:ChanP+ P | Ctxt{c}R cA

CONSR

(d.6)
where the equality step follows by y1 = 9 + 79, = 75 and I'1 =
Il +T, =T5%.

2. Typing [T}, v}] F sendcv : A” and T,y : [A”],, 45 = Ctxt{y} : B
with I'1 = r- T +T% and 1 = 9] + 75, which by inversion must
therefore be of the form:

VARCHANS

¢:* Chan (Send A’ P) - ¢ : Chan (Send A’ P)
¢:* Chan (Send A’ P) - send ¢ : A’ — Chan P © QFuv:A
¢:* Chan (Send A’ P) I~ send cv : Chan P

¢

i.e, where A” = ChanP andI'} = - and 7| = ¢ :* Chan (Send A’ P).

Therefore, for the goal of this theorem we construct the typing:

VARCHANS

c:* ChanPF c¢: ChanP

By lemma 24 then I';, 75, ¢ :* Chan P - Ctxt{c} : B which is equal
toT'y,95,¢:* ChanP t- Ctxt{c} : B (sinceI'y =7 - T} + T, =r- O+
I, =T%).

We then build the process configuration type:
T, 9%5,c:" ChanP F Ctxt{c} : B I,12FP:A

Ih4+T2,9 +72,c:* ChanP F P | Ctxt{c}® : A
I1+T2,91 4+ 72,c:* ChanP F P | Ctxt{c}* : A

CONSR

(d.7)

where the equality step follows by 71 = 9 + 7, = 75 and I} =
r-T+T5 =T5.

— (recv)

(P | Ctxt{receivec}; C,c = v :7) ~ (P | Ctxt{(v,c)}; C,c = 7) RECY

with process configuration typing:

I'1,71,¢:" Chan (Recv A P) - Ctxt{receivec} : B I,12FP:A

Ty +T,791 + 72,¢ " Chan (Recv A P) - P | Ctxt{receivec}* : A
(d.8)

CONSR
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with channel configuration typing;:

Y3kFv:A v3,74,¢: ChanP+C,c =7
— RECV
0

v3,7s,¢: Chan (Recv AP)FC,c=v (d.9)

where (73, 71) = 71 + 72. (note that EMPTY cannot be used in the root
of this derivation as the reduction constraints the channel to start
non-empty).

We then construct the consequent channel configuration typing given
by the premise of (d.9g):

Y+ 72,¢:" ChanP+C,c =7

From typing I'y, 71 F Ctxt{receivec} : B, and by lemma 22 then there
are two possible cases:
1. Typing I}, 7] t- receivec: A” and T}, y : A”, o4 - Ctxt{y} : B with
I =T} 4T and 71 = 7] + 75, which by inversion must therefore
be of the form:

VAR

@,c: Chan (Recv A P) - ¢ : Chan (Recv A P)
@,c : Chan (Recv A P) I receivec : (A ® ChanP)

O

where A” = (A® ChanP) and T’} = - and 7] = ¢ : Chan (Recv A P).

Therefore, for the goal of this theorem we construct the typing:

c:ChanPrc:ChanP —  @Fov:A (by (d9)
c:ChanPt (v,c) : (A® ChanP)

By Lemma 23 then I}, 75,¢ : ChanP + Ctxt{(v,c)} : B which is
equal to 'y, 95, ¢ : Chan P - Ctxt{(v,c)} : B

We then construct the preserved process configuration typing:
[%,7,c: ChanP + Ctxt{(v,c)} : B Ty, FP:A
Th+T2,9 4+ v2,c: ChanP + P | Ctxt{(v,c)}* : A
[1 412,91+ 72,c: ChanP + P | Ctxt{(v,c)}* : A

CONSR

(d.10)
where the equality step follows by y1 = 9]+ 9, =7, and I} =
Il +T, =T5%.

2. Typing [T}, v;] - receivec : A” and T,y : [A”],, 75 F Ctxt{y} : B
with I'1 = 7- T} +T% and 1 = 7] + 75, which by inversion must
therefore be of the form:

VARCHANS

¢ :* Chan (Recv A P) I~ ¢ : Chan (Recv A P)
¢ :* Chan (Recv A P) | receivec : (A ® Chan P)
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where A” = (A® ChanP) and T} = - and 7} = ¢ :* Chan (Recv A P).

Therefore, for the goal of this theorem we construct the typing;:

VARCHANS
c:* ChanPl ¢: ChanP @Fwv:A (by (d.9) o

c:* ChanPF (v,c): (A® ChanP)

i

By Lemma 24 then I}, 45,c :* Chan P + Ctxt{(v,c)} : B which is
equal to I'y, v}, c:* ChanP + Ctxt{(v,c)} : B (since I'1 = r-T} +
T, =r-@+T)=Th).

We then construct the preserved process configuration typing:
[%,95,¢:" ChanP F Ctxt{(v,c)} : B Tp,12aFP:A

T, +Ta,9 +Y2,¢:* ChanP F P | Ctxt{(v,c)} X : A
1 +T2, 71+ 72,c:" ChanP+ P | Ctxt{(v,c)}R t A

CONSR

(d.11)

where the equality step follows by 71 = 9} + 7, = 7, and I'1 =
r-I1 4T, =T5.

— (close)

(P | Ctxt{closec}; C,c! = ()) ~ (P | Ctxt{unit}; C) oSt

with process configuration typing:

I'1,71,¢: Chan End F Ctxt{closec} : B Iy, 2P A
1 +T2,71 4+ 72,¢: ChanEnd - P | Ctxt{close C}R T A

CONSR
(d.12)

(i.e.,, ¢ € dom(7y2)) with only one potential channel configuration

typing:

T+1kC
EMPTY
Y1+ 92,¢: ChanEnd - C,c! = () (d.13)

The goal channel configuration 7 + 9> = C is then given by the
premise of (d.13).

From typing Ty, 71 - Ctxt{closec} : B, and by lemma 22, and since
we know here that c is a linear channel, then the typing factorises to
the typing I'},y] I closec : A” and T,y : A”, v, = Ctxt{y} : B with
It =T +TI% and 91 = 7] + 75, which by inversion must therefore be
of the form:

c: ChanEnd F ¢ : Chan End

¢ : Chan End | closec : unit

¢

where A” = unit and I'} = - and 9} = ¢ : Chan End.
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Therefore, for the goal of this theorem we construct the typing:

—— .. .. UNIT;
@ I unit : unit

By Lemma 23 then I}, 94 - Ctxt{unit} : B.

We then construct the preserved process configuration typing:
I, 75 F Ctxt{unit} : B Ty, 1o FP:A

Th+T2,9 4+ 72 F P | Ctxt{unit}? : A
T1+T2,91 4+ 72 F P | Ctxt{unit}? : A (d.14)

CONSR

where the equality step follows by 71 = 7] +795 = 7, and I'1 =
[} +Th =T

— (sharedClose)
C
(P | Ctxt{closec}; C,c* = ¥) ~» (P | Ctxt{unit}; C,c* = 7) SHAREDLLOSE
with process configuration typing:
I'1,71,¢:" Chan End F Ctxt{closec} : B Iy, FP:A »
CONS
1+ T2, 71+ 72,¢:* ChanEnd + P | Ctxt{close C}R TA
(d.15)

and channel configuration typing 1 + 72,¢ :* ChanEnd - C,c* = 7.

Since the reduction semantics preserves the channel configuration, this
channel configuration typing then also provides the goal configuration
typing as-is.

From typing I'y, 1 = Ctxt{closec} : B, and by lemma 22, and since we
know here that c is a non-linear channel, then the typing factorises to
the typing [I'}, y}] I closec : A” and T}, y : [A"], 75 = Ctxt{y} : B with
Iy =r-T} + T} and 71 = 9] + 75, which by inversion must therefore
be of the form:

¢ ChanEnd I ¢ : Chan End

¢ ¥ Chan End |- closec : unit

e

where A” = unit and I'} = - and 9] = ¢ :* Chan End.

Therefore, for the goal of this theorem we construct the typing:

—————— UNIT;
@ F unit : unit

¢ Chan End I unit : unit

WEAKCHANS

By Lemma 24 then I}, 7}, ¢ :* Chan End - Ctxt{unit} : B.
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We then construct the preserved process configuration typing;:

I%,75,¢:* ChanEnd - Ctxt{unit} : B Ty, 1o FP:A
T[54 T2,9, 4+ 72,¢:* ChanEnd + P | Ctxt{unit}* : A
I'1+T2,7 4+ v2,¢:" ChanEnd - P | Ctxt{unit}R TA

CONSR

(d.16)
where the equality step follows by 11 = 7] +795 = 75, and I'} =
r-T1+T5 =T5.

- (fork)

#c

(P | Ctxt{forkLinear (Ax.t)}; C) ~ (P | tle/x]° | Cixt{c}; C,c = (),c = ()) FORKLINEAR

with process configuration typing:

I'1, 71 F Ctxt{forkLinear (Ax.t)} : B Ty, 1o P: A

- = CONSTR
I'1+ T, 71+ 72 F P | Ctxt{forkLinear (Ax.t)} ™ : A (d.17)
with channel configuration typing;:
T+72EC (d.18)

From typing Ty, 1 + Ctxt{forkLinear (Ax.t)} : B, and by lemma 22
there are two possibilities:

1. (second disjunct) (with Ctxt{forkLinear (Ax.t)} factorising into a
graded binding) Gives —resourceAllocator(forkLinear (Ax.t)) which
is a contradiction, thus we can conclude trivial by ex falso.

2. (first disjunct) Typing I'|,v}  forkLinear (Ax.t) : A, which by
inversion must therefore be of the form:
I}, x:ChanP, v} -t : unit
I, 71 F (Ax.t) : Chan P —o unit
I, v, b forkLinear (Ax.t) : Chan (P) * (d.19)

where A = Chan (P) and I'{,x : Chan(P),7] + Ctxt{x} : B
where I'1 =T + T and 11 = 7] + 7.

Therefore, for the goal of this theorem we construct the typings:

—— VAR

@,c: Chan (P) + ¢ : Chan (P)

and

VAR

@,c:ChanP - ¢: ChanP (d.20)

By Lemma 23 then I'{, ¢ : Chan (P) + Ctxt{c} : B.
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We construct the goal channel configuration typing as:
T1 HC

Y1+ 72,¢: ChanP + C,c = ()
Y1+ 72,¢: ChanP,c: Chan (P) - C,c = (),c = ()

EMPTY

EMPTY

with process configuration typing then given by:

IY,7/,c:Chan (P) - Ctxt{c} : B T, 12 +P:A (d.19) (d.20)
m m — — —= CONSR — — SUBST
I +12,9) +72,¢: Chan (P) - P | Ctxt{c}™ : A I, 7,¢: ChanP F t[c/x] : unit

T 4+T2+ T4, 9, +v2+7/,c: ChanP,¢: Chan (P) - P | t[c/x]° | Ctxt{c}® : A

T34+ Ta,71 + 72,c: ChanP,¢: Chan (P) - P | t[c/x]° | Ctxt{c} R : A

where disjointness conditions in the above for ¢ and ¢ are satisfied
by the fact that c is fresh as per the semantics, and disjointness
of the consituent contexts comes from their original disjointness
being defined (e.g., 1 = 7] + 7))
- (forkNonLinear)
#e
(P | Ctxt{forkNonLinear (Ax.t)}; C)
v (Pl Clt{[e]} [ ][] /4]% Ce" = (), ¢ = ()

with process configuration typing:

I'1, 71 F Ctxt{forkNonLinear (Ax.t)} : B Ty, 12 P: A »
CONS
[y + 12,71+ 72 F P | Ctxt{forkNonLinear (Ax.t)}* : A (d.21)

FORKNONLINEAR

with channel configuration typing:

N+mrtC (d.22)
From typing I'1, y1 = Ctxt{forkNonLinear (Ax.t)} : B, and by lemma 22
there are two possibilities:

1. (second disjunct) (with Ctxt{forkNonLinear (Ax.t)} factorising into
a graded binding) Gives —resourceAllocator(forkNonLinear (Ax.t))
which is a contradiction, thus we can conclude trivial by ex falso.

2. (first disjunct) There is a typing I'}, 7} I forkNonLinear (Ax.t) : A,
which by inversion must therefore be of the form:
[}, x:0,(ChanP),v] F t: unit
I}, 71 F (Ax.t) : O,(Chan P) —o unit -
I}, 71 - forkNonLinear (Ax.t) : [, (Chan (P)) o (d.23)

where A = [J,(Chan (P)) and ri/,x : 0,(Chan (P))I'Yi/ - Chxt{x} :
B and where I't = Il +I'f and 11 = 7] + 17’

For the goal of this theorem we construct the typings:

@,c:* Chan (P) I ¢ : Chan (P)

@,c:* Chan (P) - [¢] : O,(Chan (P)) (d.24)
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and

VAR

@,c:* ChanP I ¢: ChanP

@,c:* ChanP  [c] : O,(Chan P) ™ (d.25)
By Lemma 23 then I'{, 4/, :* Chan P + Ctxt{[c]} : B.
We then construct the consequent channel configuration typing:

(d.22)

n+mnkC
71+ v2,¢:* ChanP FC,c* = ()
Y1+ 2,¢:* ChanP,c:* ChanP - C,c* = {),c* = ()

EMPTY

EMPTY

and process configuration:

1,7{,c¢:* ChanP - Ctxt{[c]} : B
I, FP:A
T} +T2,9 4+ 72,¢:* ChanP + P | Ctxt{[e]}* : A
(d.23) (d.25)
[}, 71,¢:* ChanP - ¢t[[c]/x] : unit

CONSR

GRADED-SUBST

L T > — = —= S SUB
1+ T +T2,7+79 +72,¢:" ChanP,c:* ChanP - P | Ctxt{[c]}™ | t[[c]/x]° : A

Ty +T2,91 +72,¢:* ChanP,c:* ChanP - P | Ctxt{[c]}* | t[[c] /x]° : A

where disjointness conditions in the above for ¢ and ¢ are satisfied
by the fact that c is fresh as per the semantics, and disjointness
of the consituent contexts comes from their original disjointness
being defined (e.g., y1 = 7] + 7.
— (forkReplicate)
#ey ... #ey
(P | Ctxt{forkReplicate [Ax.t] n}; C)
~ (P | Ctxt{{[c1], ., [cn]) } | Weh (c1 +— Ax.t) | .. | Weh (¢, — Ax.f)
; Cat =)o =) =()..t" =())

with process configuration typing:

I'1, 71 | Cixt{forkReplicate [Ax.t|jn} : B Ty, 12 P: A

FORKREP

- = CONSR
I'1 4+ T2, 71 + 72 F P | Ctxt{forkReplicate [Ax.t]n}"* : A
(d.26)
with channel configuration typing:
T+712-C (d.27)

From typing I'1, 1 F Ctxt{forkReplicate [Ax.t] n} : B, and by lemma 22
there are two possibilities:
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1. (second disjunct) (with Ctxt{forkReplicate [Ax.t] n} factorising into
a graded binding) Gives —resourceAllocator(forkReplicate [Ax.t] 1)
which is a contradiction, thus we can conclude trivial by ex falso.

2. (first disjunct) then there is a typing I'{, 7{ |- forkReplicate [Ax.t| n :
A, which by inversion must therefore be of the form:
IY,x:ChanP,~} F t: unit
I}, v/ F Ax.t: ChanP —o unit
P
(0.n) -TY, o) & [Ax.t] : Op_,(Chan P —o unit)

R

(0..n) - T{, v} F forkReplicate [Ax.t] : N n — Vecn ({(Jy_ 1 (Chan (P))) o
(0.n) - T{, 4} F forkReplicate [Ax.t] n : Vecn ((Jy.1(Chan (P))) ‘
(d.28)

where A = Vecn (Oy_1(Chan (P))) and I'}, x : Vecn (0y 1 (Chan (P))),y; F
Ctxt{x} : B and where 71 = 7} + 7} and where I'1 =T} + (0..1) -

ry

Furthermore by the ReceivePrefix(P) constraint of forkReplicate we

know that P = Recv A’ P'.

For the goal of this theorem we construct the typings:

- CONS” + NIL
¢1 :* Chan (Send A’ P'),..,¢; :* Chan (Send A’ P')  ([c1], .., [ca]) : Vecn (Op.1(Chan (Send A’ P')))
By Lemma 23 then:
I}, 71,61 * Chan (Send A’ P'), .., ¢, -* Chan (Send A’ P') - Ctxt{([c1], .., [Cu]) } :
B.

The consequent channel configuration has type derivation (and as
a short hand we write ¢; : Chan P; for ¢; :* Chan Py, ..,¢c;, :* Chan P,):

T+mkEC
Y1+ 72,¢i : Chan (Recv A’ P'),c; :* Chan (Send A’ P') = C,c1" = (), ..,c," = (),e1" = (),..,&" = ()

EMPTY*

We then construct the process configuration typing where 7' =
7,¢; :* Chan (Recv A’ P'),¢; :* Chan (Send A’ P/)

[}, v1,¢ " Chan (Send A’ P') + Ctxt{{[c1], .., [ca])} : B
1"2,72 [ P A

I +T2,7 + 72,6 " Chan (Send A' P) - P | Ctxt{([c1], .., [ca]) }* : A
I'/,x: Chan (Recv A’ P'), o} ¢t : unit(d'28)
T4 (0.1-T)) + To,9) + 9 + 92,9 F P | Cxt{{[c1], .., [ea]) } | Weh (¢ — Axt) 1 A
T+ (0.1 T)) +To, 9, + 91 + 72,9 F P | Ctxt{([c1], .., [ea]) } | Weh (c1 + Ax.t) | .. | Weh (cy > Axut) : A
T+ T2, 71+ 72,7 F P | Caxt{{([c1], .., [e]) } | Weh (¢1 = Ax.t) | .. | Weh (¢, — Axit) = A

CONSR

WATCH

WATCH*

since 0..1 + ...+ 0..1 n-times is equal to 0..n, satisfing the typing
goal, and where disjointness conditions in the above for ¢; and ¢;
are satisfied by the fact that c; are all fresh as per the semantics, and



D.3 TYPE SAFETY | 363

disjointness of the consituent contexts comes from their original
disjointness being defined (e.g., 71 = v} + /-
— (watch)
(P |Wech (c— Axt); C,c =v:T) ~ (P | te/x]°; C,c=0v:7)
with process configuration typing:

WATCHER

I',x: Chan (Recv A’ P),y; F ¢ : unit I, FP:A

WATCH
0.1-Tq +To,91 + 72,¢: Chan (Recv A’ P) P | Wch (c — Ax.t) : A
(d.29)
and channel configuration typing:
Nn+r-FC  mtnroA
Y1+ 72,¢: (ReevA' P)-C,c=v:7 (d.30)
For the goal of this theorem we construct the typing:
I'y,x: Chan (Recv A’ P),y; F t: unit (d.35)
VAR
c: Chan (Recv A’ P) I ¢ : Chan (Recv A’ P)
SUBST
1..1-Tq,1,c: Chan (Recv A’ P) I t[c/x] : unit
APPROX
0..1-Tq,71,¢: Chan (Recv A’ P) b t[c/x] : unit
(d:31)

From this we can construct the channel configuration typing as just (d.30)
and the process config typing:

I, P A 0..1-Tq,71,¢: Chan (Recv A" P) F t[c/x] : unit (d.31)

0.1-T1+T5,791 + 72,¢: Chan (Recv A" P) =P | t[c/x]° : A
and the premise channel configuration provides the consequent chan-
nel configuration.

— (forkMulticast)

WATCH

#c #cy ... H#cy

(P | Ctxt{forkMulticast (Ax.t)n}; C)
~ (P | Ctxt{(c1, .., Cn) } | t[c/x]° | Fwd (¢ — c1,..,¢n)
; C/C: <>'E: <>/C1 - <>/"/CH = <>/a: <>/"/C71: <>)

with process configuration typing:

FORKMULTICAST

I'1, 71 F Ctxt{forkMulticast (Ax.t) n} : B Iy, FP:A

- = CONSR
I'1+ T2, 71+ 72 F P | Ctxt{forkMulticast (Ax.t) n}"™ : A

(d-32)
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with channel configuration typing;:

T+712EC (d-33)

From typing I'y, 71 F Ctxt{forkMulticast (Ax.t) n} : B, and by lemma 22
there are two possibilities:

1. (second disjunct) (with Ctxt{forkReplicate [Ax.t] n} factorising into
a graded binding) Gives —resourceAllocator(forkReplicate [Ax.t] 1)
which is a contradiction, thus we can conclude trivial by ex falso.

2. (first disjunct) Then there is a typing I'}, 7} I forkMulticast (Ax.t) 1 :
A, which by inversion must therefore be of the form:

[}, x : Chan (Graded,P’), ] F t : unit
[}, 71 F Ax.t : Chan (Graded,P’) —o unit -
I}, 7y F forkMulticast (Ax.t) : N n — Vecn (Chan P’) e
T}, v} F forkMulticast (Ax.t) n : Vecn (Chan P’)

O

(d-34)

where A = Vecn (Chan P) and I'{, x : Vecn (Chan P), v} - Ctxt{x} :
B and P = Graded,P’ and where I'1 = I'| 4+ T’/ and where y; =
mn+

For the goal of this theorem we construct the typing:

— CONS” + NIL

¢1:ChanP,.,c, : ChanP (cy, ..,c,;) : Vecn (Chan P)

By Lemma 23 then T}, v}, 7' - Ctxt{(c7, ..,¢:)} : B

The consequent channel configuration has type derivation where
we write 7/ = ¢; : ChanP, .., ¢, : Chan P and 7 =¢7:ChanP,..,c,:
ChanP.

Mn+mnkC
Y1 + 72,¢ : Chan (Graded, P),¢ : Chan (Graded,,P),7’,7' - C,c = {),e = (),c1 = (), .,ca = (), e1 = (), ...Cn =

EMPTY*

We then construct the process configuration typing:

9, v+ Ceat{(cq, .., cn)} : B
rz,’yz FP:A
T +To, 9 + 72,9 F P | Cixt{(cr, ..,en)} R : A
I}, x : Chan (Graded,P’), v} I t : unit
I}, v, c: Chan (Graded,P") & t[c/x] : unit
T} + T +To, 9, + 9} + 72,¢: Chan (Graded,P'),y' - P | Ctxt{ (e, ..,ea)} | t[c/x]° : A

[y + T +To, 9% + 9 +72,7',7, ¢ : Chan (Graded,P'),¢ : Chan (Graded,P’) - P | Ctxt{ (1, ..,ca) }* | t[c/x]° | Fwd (c > c1,..,¢y) : A

T1+T2,71 + 72,79, , ¢ : Chan (Graded,P’),c : Chan (Graded,P’) - P | Ctxt{(cy, .. ,cT,)}R | tle/x]° | Fwd (c — ¢1,.,¢n) 1 A

CONSR

SUBST

CONSR

FWD

satisfying the goal.
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- (forward)

FORWARDER

- J— — — —

(P|Fwd(c—cq,..,cn); Coc=1[v] 10,61 =01,..,¢0 =Ty) ~ (P | Fwd(c—cq,..,¢n); C,ce=0,60 =01:0,..,C, = Ty : 0)
with process configuration typing:

Sends(P) IryFP:A
T,7,c: Chan (Graded,P),c; : ChanP - P | Fwd (c = c1,..,cy) : A

FwDp  (d.35)

(specialisation of the Fwp rule since Sends(Recv A’ P) = Sends(P))
and with channel configuration typing:

YoFv:A YoFv:A" 90,71,¢1: ChanP,.,c, : ChanP,c: ChanP - C,c1 =7, :0,..,Ci =0y :0,c =70 .

PR — SEND

Yo [0] : O,A 7Y0,71,¢1 : Chan (Send A P),..,c, : Chan (Send A P),c: ChanP+ C,c; =04,..,¢, = Ty,c =70

Y0,71,¢1 : Chan (Send A P), ..,c, : Chan (Send A P),c : Chan (Recv ((,A") P) - C,c1 = T4,..,¢p = Ty, c = [0] : T
(d-36)

RECV

where v = 7y, 71-
The goal channel configuration typing is then given by the premise of
(d.36):
YoFv:A" 91,c1:ChanP,..,c,: ChanP,c: ChanP+C,ci1 =71 :0,..,C, =0 :v,c =70
Y0,71,¢1 : Chan (Send A P),..,c, : Chan (Send A P),c: ChanP - C,¢1 = 0y,..,Cy = Oy, c =0T

SEND"

From the definition of Sends(Recv A’ P) = Sends(P) and Sends(Send A’ P) =
Sends(P) therefore we can define the process configuration typing as:

Sends((P)) Sends(P) ILyFP:A
— FWD

[,7v,¢:Chan (P),c; : ChanP,..,c, : ChanP + P | Fwd (¢ — ¢1,..,¢y) 1 A

O]

D.4 FURTHER COMPARISON WITH GV

The construction in GV of the replicate primitive can also be captured
in Granule. Their construction [80, Appendix B] can be written in
Granule with JA = A [Many] (where R = {Zero, One, Many} is a semiring
for capturing linear /non-linear behaviour [63]) but only if we both turn
off the resource allocator restriction on promotion that we introduced
in Chapter 5, which was critical for soundness in our call-by-value
semantics, and use call-by-name semantics, both of which are provided
by a language extension:
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- Call-by-Name semantics, also turns off the restriction
- to non-resource allocating terms in promotion
language CBN

- GV ‘replicate’
replicate : V {s : Protocol}
. (LChan (Send ((LChan (Dual s)) [Manyl) End)
, (LChan s — ()) [Many]) — LChan End
replicate (x, f) =
let [g] = f in send x [forkLinear g]

- Dual ‘request’ primitive
request : V {s : Protocol}
. LChan (Recv ((LChan s) [Many]) End) — LChan s
request s = let (w , s) = recv s
in let () = close s
in let [y] =w iny
Granule

D.5 INVOLUTION IS AN ISOMORPHISM

We show that for all 7, then T~! is a sequentially realizable involution
up to isomorphism, ie., (t71)7! & 7, with T — ((T — 1) —o 1)
implemented as Ax.Af.f x and the converse direction as follows, using
the syntax of GV calculus (as formulated by Lindley and Morris [80])

rather than Granule, of type ((t — 1) — 1) — T
(Ak.det (x,c) = recv(fork(Ac.k(Ax.send ¢ x))) in let () = wait c in x)

In order to prove that 71 is an involution up to isomorphism, we need
to show that the functionsi: 7 — ((T — 1) —landj: ((T — 1) —
1) — 7 are mutually inverse, or in other words that j(i(t)) =t : T and
i(j(h))=h:(t—1) —1.

We leverage the By-equality theory of GV based on its operational
semantics given by Lindley and Morris [80].

We show both directions separately, as follows:

j(i(t)) = (Aklet (x,c) = recv(fork(Ac.k(Ax.send c x))) in let () = wait ¢ in x)(Af.f t)
= (let (x,c¢) = recv(fork(Ac.(Af.f t)(Ax.send ¢ x))) in let () = wait ¢ in x)

= (let (x,c) = recv(fork()tc (Ax.send ¢ x)t)) in let () = wait c in x)
= ( ) =

let (x,c cv(fork(Ac.send ¢ t)) in let () = wait ¢ in x)

Checking the typing of the inner expression, we have:

Ac.send ¢ t: Chan(!T.end;) — Chan(end;)
fork(Ac.send ¢ t) : Chan(?T.end)
recv(fork(Ac.send ¢ t)) : T ® Chan(end;)
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So we have the binding (x,c) : T ® Chan(end;). Applying the global
configuration semantics of GV [80, Figure 4], we then get the following:

let (x,c) = recv(fork(Ac.send c t)) in let () = wait ¢ in x)

(Lrrr+FORK) ~~ (vc)(let (x,c) = recv c in let () = wait ¢ in x) | (send c )
(L1fT+SEND) ~~ (vc)(let (x,¢) = (t,c) inlet () =waitcinx) | c

(LrrTV) ~~ (vc)(let () =waitcint) | c
(Lrr+WATIT) ~~ let () = () in ¢

(LIFTV) ~~> ¢

Thus, j(i(t)) =t : T as required.
In the opposite direction of the isomorphism we then have, h :
(t= 1)~ with

i(j(h)) = (Ax.Af.f x)(let (x,c) = recv(fork(Ac.h(Ax.send ¢ x))) in let () = wait c in x)
= (Af.f (let (x,c) = recv(fork(Ac.h(Ax.send ¢ x))) in let () = wait ¢ in x))
= let (x,¢) = recv(fork(Ac.h(Ax.send c x))) in let () = wait cin (Af.f x)

Similarly to the first case, we then have the inner typing:

Ax.send ¢ x : T —o Chan(end,)
h(Ax.send ¢ x) : Chan(end)
fork(h(Ax.send ¢ x)) : Chan(?T.end;)
recv(fork(h(Ax.send ¢ x))) : T ® Chan(end,)

So, again, (x,¢) : T ® Chan(end).
Applying the global configuration semantics of GV [8o, Figure 4],
we get:

let (x,c) = recv(fork(Ac.h(Ax.send ¢ x))) in let () = wait c in (Af.f x)
(LtrT+FORK) ~~ (vc) (let (x,c) =recv cinlet () = wait cin (Af.f x) | h (Ax.send c x))

Recall that i1 : (T — 1) —o 1 therefore we know that  must necessarily
use the input parameter, applying it to some ¢ : T, therefore after some
reduction in /1 (Ax.send ¢ x) we get some let ¢’ =send c tin /' : () and
some configuration C in the case that evaluating to this point had some
other communication effects. Note that ¢’ is not in the free variables of

h' since the session typing tells us it is unused, i.e. ¢’ : Chan(end).
Then we get the continuing reduction sequence:

(LFTVx) ~~* (vc) (let (x,c) = recv c in let() = wait cin(Af.f x) | let ¢’ =send ctin k' | C)
(LtrT+SEND) ~~ (vc) (let (x,¢) = (t,c) inlet() = wait cin(Af.f x) | let =cin k' | C)
(L1rTV) ~~ (vc) (let () = wait cin (Af.f t) |let ¢ =cin k' | C)
(Lrrt+Warr) ~ (Af.ft) |W | C

The result is a term that behaves like the original /; applying the
term t from inside / to the continuation to f results in a configuration
C and has some remaining reduction to do as /’. Thus i(j(h)) = h :
(T — 1) — 1 as required.
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