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Abstract 

 Episodic memories are prone to ‘updating’, that is, memories can be strengthened 

or distorted after their initial encoding. The majority of research has examined the 

cognitive and neurocognitive mechanisms for the updating of elaborate episodic memories, 

however the goal of this thesis was to examine mechanisms for the updating of simpler 

episodic memories, such as memories for faces. For all experiments, a novel repeated 

recognition paradigm required participants to complete two recognition tests, with target 

faces (shown during a previous learning phase) presented amongst four distractor faces 

(not seen prior to the first test). Critically, face stimuli were derived from artificial face 

space models to control perceptual differences between images, as well as to use the 

Euclidean distance between face images as a continuous metric of recognition (details in 

Chapter 2). Within Chapter 3, it was found that elevated confidence judgements during 

initial recognition attempts predicted whether participants would recognise the same face 

in a subsequent test, regardless of the accuracy of recognition judgements on the initial 

test. In Chapter 4, it was queried whether face memory updating would be increased after 

retrieving vs. re-studying face memories. Results showed that retrieval enhanced the 

updating of face memories compared to re-study tasks, despite these tasks encouraging 

participants to encode faces that were cued to participants (Experiment 4a & c) or were 

selected according to distinctiveness (Experiment 4c). Finally, the electrophysiological 

correlates of face memory retrieval and updating were examined with ERPs (Chapter 5) 

and oscillations (Chapter 6). ERPs largely corresponded to the retrieval and reactivation of 

target memories recognised with high confidence. However, oscillatory markers of 

objective, subjective and updating processes were found. Together, this thesis provides the 

first evidence of the cognitive and neurocognitive mechanisms underlying the retrieval-

induced updating of face memories. 
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Chapter 1 - General introduction and literature review 

 

 Episodic memory retrieval allows us to relive personal experiences from our past 

(Tulving, 1972). The process of retrieval is thought to involve active, reconstructive 

mechanisms that can modify and update the retrieved memory (Dudai & Eisenberg, 2004). 

There are two consequences that retrieval has on the updating of episodic memories. When 

a memory is correctly retrieved, the likelihood of this memory being remembered correctly 

during subsequent retrieval attempts is increased. In contrast, if memories are not 

remembered accurately (for example, certain details of a memory are forgotten, or 

incorrect details are retrieved), then this modified, distorted memory will be continuously 

retrieved again at the expense of retrieving the original episode (Hardt, Einarsson & Nader, 

2010). In the context of this thesis episodic memory updating is defined as the selection of 

information during retrieval attempts that is the same/similar to information that is selected 

during previous retrieval or re-study tasks. 

In order to understand why memories become updated, research has examined the 

cognitive and neurocognitive mechanisms underlying this phenomenon. For example, a 

series of studies from Bridge and Paller (2012) and Bridge and Voss (2014) examined the 

neurocognitive mechanisms underlying the updating of objects paired with a spatial 

context, using cued-recall paradigms. Furthermore, mechanisms of updating have also 

been studied using autobiographical memories containing rich, vivid details of a memory 

(St. Jacques, Olm & Schacter, 2013; St. Jacques & Schacter, 2013). Whilst these studies 

have been pivotal to understand the mechanisms of memory updating, much less research 

has examined the updating of simpler forms of episodic memory, such as memories for 

items that contain minimal semantic content and have few contextual associations. To 

address this issue, this thesis will focus on studying the updating of face memories. In the 
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context of the present thesis, face memories lack semantic/conceptual information in the 

sense that we do not know any additional information (e.g., name, occupation) for a face 

that has never been seen before. Furthermore, the face memories in this thesis are 

considered to have minimal contextual associations given that participants would have 

only ever seen faces during learning or recognition tasks. Thus, the only contextual 

information associated with target faces is the learning context, meaning that the 

mechanisms of face memory updating may differ to the updating of memories with rich 

contextual associations. 

Previous research has demonstrated how repeated retrieval attempts can update 

eyewitness memories of criminal suspects who were previously unknown to the witness 

(Steblay & Dysart, 2013). However, less research has examined the cognitive or 

neurocognitive factors that contribute to face memory updating. This is an important issue 

to address as the mechanisms underlying the recognition-induced updating of face 

memories may differ to the mechanisms of elaborate episodic memory updating, given the 

differences in brain regions thought to be related to these different types of memory 

(Ranganath & Ritchey, 2012), as well as differences in neural activity based on the 

semantic content of the retrieved memory (e.g. Mackenzie, Alexandrou, Hancock & 

Donaldson, 2018; Mackenzie & Donaldson, 2007; 2009, Nie, Griffin, Keinath, Walsh, 

Dittmann & Reder, 2014). Consequently, it is important for the research in this thesis to 

examine neurocognitive factors that underlie the updating of face memories to advance our 

understanding of this phenomenon. 

In addressing the central aim of this thesis, evidence of face memory updating will 

be presented across five experimental chapters. In three of these chapters, it was 

investigated whether subjective retrieval processes modulate the updating of face 

memories. In the literature, the majority of studies focus on memory updating in relation to 



 

 3 

the objectiveness of retrieval decisions (i.e. updating of memories following correct or 

incorrect retrieval judgements). Nevertheless, retrieval attempts are not categorised just by 

their objectiveness, but also in terms of the subjective experience individuals have during 

retrieval attempts. Critically, objective and subjective retrieval processes are not 

concomitant, that is, increased subjective experience during retrieval can occur both when 

retrieval is accurate and erroneous. Furthermore, studies have shown that updating is more 

likely for memories that are retrieved with enhanced subjectivity (St. Jacques et al., 2013; 

St. Jacques & Schacter, 2013). Taking these ideas into this thesis, several experiments 

were conducted to investigate whether confidence judgements during an initial recognition 

attempt predicted whether participants would select the same face in a subsequent 

recognition test. This was investigated both when initial recognition was correct and 

incorrect, contributing to the investigation of both positive and negative consequences of 

face memory updating (see Chapter 3). Furthermore, this issue was investigated with the 

use of electroencephalography (EEG) to examine the electrophysiological correlates of 

face memory updating by analysing both event-related potentials (ERPs; see Chapter 5) 

and oscillatory power (see Chapter 6). The aim of these chapters was to develop on the 

behavioural findings presented in Chapter 3 by examining the neurocognitive mechanisms 

underlying the updating of face memories. 

The second line of research in this thesis questions whether retrieval is a necessary 

factor to induce face memory updating. A body of research called the ‘retrieval-practice’ 

literature examines whether memory updating is more likely following tasks where 

memories are actively retrieved vs. tasks where memories are passively re-studied (without 

retrieval attempts). It is generally thought that retrieval enhances memory updating 

compared to re-study (Roediger & Butler, 2011; Roediger & Karpicke, 2006). However, 

several experiments in this thesis were conducted to verify whether face memory updating 
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was enhanced following retrieval of memories, or was just as likely to occur after faces 

were re-studied (see Chapter 4). Overall, the factors examined in this thesis are the first, to 

my current knowledge, that attempt to understand the cognitive and neural mechanisms of 

the retrieval-induced updating of face memories. In the next section, the thesis will present 

a literature review of all of the aforementioned factors relevant for this thesis. 

For the present thesis, face memory updating was examined following learning 

procedures designed to maximise the encoding of target faces so that participants would be 

able to remember and recognise these faces in subsequent recognition tasks. For this, the 

same target faces were presented multiple times in distinct learning cycles, designed to 

strengthen face memory representations (either by presenting the same face several times, 

or by creating multiple contextual associations for each face). However, this methodology 

questions whether the face memories in the current experiments are episodic in nature (as 

episodic memories are defined as remembering single events according to Tulving, 1972). 

Alternatively, the face memories in this thesis may be better considered as ‘repeated 

events’, this being the repetition of the same information across multiple episodes (Rubin 

& Umanath, 2015). Therefore, participants could either recall specific episodes associated 

with faces (e.g. recollect a specific learning cycle associated with a target face). 

Alternatively, participants could assess the general gist of having seen a face before 

(regardless of, and without recalling, specific details from single learning cycles), merging 

repeated events as one single event (Rubin & Umanath, 2015). Both of these processes 

require participants to have a mnemonic experience during face recognition, thus could 

allow for the updating of these memories by several factors such as subjective retrieval 

processes, or via processes associated with retrieval vs. re-study. 
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1.1. Episodic memory updating: phenomenological evidence 

The updating of episodic memories, both to a positive and negative consequence, 

has been demonstrated in research examining the retrieval-practice effect, a phenomenon 

suggesting that the act of retrieval is a powerful mechanism for the learning and updating 

of retrieved memories. The paradigm used in retrieval practice studies typically presents 

participants with information in a study phase (e.g. word pairs, such as apple - beach, book 

- restaurant), after which they complete an intermediate task with one of three conditions; a 

retrieval condition (remember information from study, e.g. recall word pairs when 

presented with apple - ____ or book - ____), a re-study condition (re-view information 

from study, e.g. apple - beach, book - restaurant), or a control condition (information not 

presented). A final ‘criterial’ test is completed afterwards (e.g. recall word pairs when 

presented with apple - ____ or book - ____) for items in each previous condition. The key 

finding from the retrieval-practice paradigm shows that participants are more likely to 

repeatedly retrieve the same information between intermediate and criterial tasks if the 

intermediate task required retrieval, compared to re-study or control conditions (Roediger 

& Butler, 2011). The retrieval practice effect has been shown to be incredibly robust 

(Roediger & Karpicke, 2006), with effects demonstrated for word lists, paired associates, 

prose texts, lecture content and non-verbal materials, emphasising the critical nature of 

retrieval practice in educational contexts (Karpicke & Blunt, 2011; Roediger & Butler, 

2011). Furthermore, the retrieval practice effect has been demonstrated with a variety of 

tasks requiring different memory retrieval demands, including free recall, cued recall and 

recognition (Roediger & Marsh, 2005). 

Of particular relevance to the present thesis, retrieval practice effects have also 

been found when recognition memory is tested in multiple choice question (MCQ) format 

(Butler, Marsh, Goode & Roediger, 2006; Marsh, Roediger, Bjork & Bjork, 2007; 
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Roediger & Marsh, 2005). In these studies, participants typically learn semantic 

information in the form of educational materials (e.g. “general knowledge facts”). During 

subsequent MCQ testing, participants are asked questions related to information shown 

during previous study phases, with multiple response options given. Response options 

typically consist of the correct answer (seen during study) shown amongst multiple 

incorrect answers (not seen during study). Participants are required to select one of these 

options that is consistent with what they remember from the study phase. A re-study task 

using a similar format can be created by presenting multiple response options and telling 

participants to select one of these options to be remembered for subsequent memory tests. 

A criterial test then follows, allowing the examination of how retrieval/re-study 

performance during prior MCQ formats influences subsequent memory performance. 

Interestingly, the impact of MCQ testing on criterial retrieval performance has 

opposing consequences. Positive MCQ testing effects show improved retrieval 

performance during criterial retrieval when participants accurately recognised the correct 

answer during initial MCQ’s, compared to previously re-studying the correct answer. On 

the other hand, negative MCQ testing effects show that participants are more likely to 

make a recognition error during criterial testing when participants falsely selected an 

incorrect answer during the previous MCQ, compared to not having an MCQ previously 

(Marsh et al., 2007; Roediger & Marsh, 2005). These results emphasise the beneficial and 

detrimental impact of initial recognition on the updating of memories containing rich 

semantic/conceptual information. 

Whilst the retrieval practice effect shows the malleable nature of semantically rich, 

complex episodic memories, this research has not addressed whether similar updating 

occurs of simpler memories containing minimal semantic/conceptual information, for 

example, memories for faces. This aspect of memory updating has been addressed in 
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research examining eyewitnesses’ memories of a person’s face that they saw commit a 

crime. Eyewitnesses may be asked to remember a suspect's face using different methods, 

including creating a composite image of a suspect’s face, or identifying a suspect shown 

amongst several innocent individuals through line-ups, photo-arrays, mugbooks or show-

ups. According to Steblay and Dysart (2016), it is not uncommon for an eyewitness to be 

asked to complete several suspect identifications, by either repeating the same 

identification procedure, or being asked to complete different identification procedures 

throughout police investigations. Asking eyewitnesses to complete several identification 

attempts may be an intuitive method of assessing eyewitness’s memory of a crime. Indeed, 

Steblay and Desart (2016) argue that if an eyewitness identifies the same individual across 

multiple face identifications, then police may consider the eyewitnesses memory of the 

crime to be reliable. However, in recent decades, the reliability of eyewitness memory has 

come under scrutiny. On one hand, Wixted, Mickes and Fisher (2018) argue that an 

eyewitnesses memory can be trusted so long as eyewitnesses are confident in their initial 

identifications, and that the police follow optimal procedures by providing ‘fair’ line-ups 

such as ensuring that one face does not possess any distinctive perceptual features from the 

rest of the faces in the line-up (Yates, 2017). Nevertheless, the reliability of eyewitness 

memory has come into question with evidence showing that an innocent person may be 

wrongly identified across multiple identification procedures (Steblay & Dysart, 2016), 

which may partly be due to updating of face memories as a result of repeated retrieval.  

The consequences of repeated identification procedures, both positive and negative, 

have been tested in laboratory scenarios to understand factors that predict repeated 

identifications across multiple identification attempts. From this body of work, studies 

have defined the repeated selection of a suspect as the “commitment effect”. It is important 

to emphasise that commitment effects applies to both repeatedly identifying the guilty 
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suspect, as well as repeatedly identifying an innocent suspect. Both types of commitment 

effect have been demonstrated using various combinations of face identification 

procedures, including the use of mugbooks prior to line-ups (Deffenbacher, Bornstein & 

Penrod, 2006; Goodsell, Neuschatz & Gronlund, 2009), show-ups prior to line-ups (Haw, 

Dickinson & Meissner, 2007; Lawson & Dysart, 2012; Valentine, Davis, Memon & 

Roberts, 2011), photo array’s prior to line-ups (Pezdek & Blandon-Gitlin, 2005) and 

composite construction prior to line-ups (Davis, Gibson & Solomon, 2014; Davis, Maigut, 

Jolliffe, Gibson & Solomon, 2015; Kempen & Tredoux, 2012; Topp-Manriquez, 

McQuinston & Malpass, 2016). Several theoretical perspectives have been proposed to 

account the commitment effect for innocent suspects (see Steblay & Dysart, 2016), 

including source confusion (witnesses remember seeing an innocent face but misattribute 

to the crime context), demand characteristics (wanting to commit to the same selection to 

satisfy police investigations) or through suggestive means (witnesses select faces that are 

consistent to both line-ups). However, these studies have not provided evidence that can 

distinguish between the different theoretical accounts as to why an eyewitness memory for 

a suspect's face seems to become modified through repeated identification procedures.  

Furthermore, the methodological nature of these laboratory-based eyewitness 

experiments, whilst maintaining a high ecological validity to mimic real-world criminal 

procedures, may introduce confounds that influence the interpretation of face memory 

updating. For example, most applied experiments will ask participants to passively view a 

mock crime, thus there is no guarantee that participants are always encoding the suspect’s 

face. Therefore, evidence from these studies cannot be used to conclude that stored face 

memories have been updated by retrieval, since commitment effects across repeated 

identification tasks might occur only when the original face was not encoded to begin with. 

Furthermore, during identification tasks (including line-ups, mugbooks or show-ups), there 
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is little control over how many of the presented faces participants attend to, nor how long 

participants view each face for (except for Pezdek & Blandon-Gitlin, 2005). That is, 

witnesses may only focus and attend to face images up until they recognise a face they 

believe belongs to the suspect, therefore any faces presented after the recognised face 

would not be attended too. Furthermore, witnesses may only glance at faces they do not 

recognise, yet other face images may be attended to for longer if the face evokes a sense of 

familiarity to the witness. Therefore, the extent to which faces (presented during 

intermediate identification tasks) are encoded into long-term memory is varied. 

Consequently, despite high levels of ecological validity, such factors complicate the 

theoretical interpretation of results from the applied commitment effect literature. 

Therefore, the central aim of this thesis was to better understand the neurocognitive 

mechanisms underlying updating of face memories by adopting methodological 

approaches from experimental cognitive psychology and cognitive neuroscience research 

into episodic memory. 

 

1.2 Episodic memory: encoding, retrieval, and updating 

 To understand the mechanisms underlying the retrieval practice and commitment 

effects described above, models of episodic memory need to be considered. The traditional 

view of episodic memory processing suggests that encoding (i.e. the formation of 

episodes) and retrieval (i.e. remembering prior events) are two distinct processes (Rugg, 

Johnson & Uncapher, 2015). However, these two processes are thought to overlap, that is, 

retrieval processes could be engaged during encoding to facilitate learning and storage of 

memories. Alternatively, encoding may be engaged during retrieval as a possible 

mechanism of memory updating. For example, applied to the commitment effects 

described previously, if an eyewitness is presented with a line-up containing several faces, 
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they will be attempting to retrieve their memory of the suspect’s face, whilst at the same 

time encoding the faces of individuals presented within the line-up. However, there are 

several factors that determine whether information is encoded during retrieval attempts and 

thereby leads to memory updating.  

Some theoretical accounts posit that the ‘reactivation’ of a memory is critical for 

the memory to become updated. Specifically, successful memory retrieval is considered to 

involve reactivation of a dormant neural representation of a memory in most models of 

memory retrieval. For complex, episodic memories, evidence suggests that memory 

reactivation involves reinstatement of activity in regions of the brain that were active 

during initial encoding of episodic memories (Danker & Anderson, 2010). According to 

neurocomputational models of memory, such as the Complementary Learning Systems 

(CLS) models (McClelland, McNaughton & O’Reilly, 1995; Norman & O’Reilly, 2003; 

O’Reilly, Bhattacharyya, Howard & Ketz, 2011), it is thought that reactivation of 

memories is initiated in the hippocampus (Ranganath, 2010), a region that stores unique 

representations for memories. The hippocampus is thought to initiate reinstatement of 

neural activity in brain regions active during the encoding of memories via a process of 

pattern completion (Rolls, 2016; see Johnson & Rugg, 2007; Lee, Samide, Richter & Kuhl, 

2018; Schapiro et al., 2018; Staresina, Henson, Kriegeskorte & Alink, 2012; Staresina, 

Alink, Kriegeskorte & Henson, 2013; Van den Honert, McCarthy & Johnson, 2016, for 

fMRI evidence of memory reinstatement during retrieval).  

The idea that reactivated memories are subject to updating has been supported by a 

series of experiments by Hupbach and colleagues. Firstly, Hupbach, Gomez, Hardt and 

Nadel (2007) asked participants to learn a list of words (list 1). On a following day, 

participants then learnt a second list of words in a ‘reminder’ or ‘no reminder’ condition. 

In the reminder condition, participants were reminded of the task they completed during 
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list 1 encoding (without explicitly asking participants to recall words from list 1) whereas 

those in the no reminder condition did not receive a list 1 reminder. A free recall task for 

list 1 and list 2 was then completed immediately or a day following the learning of list 2 

words. Interestingly, free recall performance on the following day only showed an 

asymmetric pattern of ‘memory intrusions’, such that participants were more likely to 

misattribute list 2 words to list 1 in the reminder versus no reminder condition. However, 

list 1 items were no more likely to be misattributed to list 2 between reminder and no 

reminder conditions. The results therefore suggest that reactivation of the list 1 memory in 

the reminder condition led to the modification of this memory by items from list 2. In sum, 

this line of research (see Scully, Napper & Hupbach, 2017; Schwabe, Nader & Pruessner, 

2014 for reviews) emphasise that reactivation of episodic memories leads to the updating 

of these memories by information presented during the time-limited reactivation period. 

 Theoretically, the updating effects observed by Hupbach and colleagues (Capelo, 

Albuquerque & Cadavid, 2019; Hupbach et al., 2007; Hupbach, Hardt, Gomez & Nadel, 

2008) have been attributed to process of reconsolidation (Dudai & Eisenberg, 2004; Hardt, 

Einarsson & Nadel, 2010). Reconsolidation theory suggests that the reactivation of 

memories (induced by retrieval or reminder of an event) transforms permanently stored 

memories into an ‘active’ labile and unstable state for a short period of time. During this 

time-limited instability, memory traces can be modified by information, including but not 

limited to mnemonic information generated during retrieval, or information present in the 

retrieval environment (such as list 2 items in the studies by Hupbach and colleagues). The 

modified memory trace is then reconsolidated, stabilising these memories into long-term 

memory that can be remembered at later retrieval attempts. Whilst reconsolidation theory 

has been proposed to account for memory updating effects, direct evidence of 

reconsolidation modifying episodic memories in the human brain is lacking. Indeed, the 
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majority of studies that monitor direct cellular changes to neural memory networks come 

from animal research (Hardt et al., 2010). What’s more, reconsolidation mechanisms are 

thought to be dependent on longer time delays between learning and retrieval events to 

accommodate the cellular changes within neural networks that update episodic memories. 

Furthermore, reconsolidation does not account for the updating of memories at much 

shorter time scales, suggesting that updating following reactivation can occur without 

reconsolidation mechanisms (Gisquet-Verrier & Riccio, 2012; Gisquet-Verrier et al., 

2015).  

An alternative theory to account for the updating effects seen by Hupbach and 

colleagues is the Temporal Context Model (Temporal Context Model; Howard & Kahana, 

2002). This computational model suggests that items are bound to a mental, temporal 

context (defined as the running average of recently experienced items). By adapting the 

Temporal Context Model, Sederberg, Gershman, Poyn and Norman (2011) suggested that, 

in the Hupbach and colleagues studies, reminding participants of list 1 reactivates the 

temporal context associated with list 1 items. During list 2 presentation, items become 

bound to the reactivated list 1 context, meaning that participants then associate and 

misattribute items from list 2 to the context of list 1. No misattribution of list 1 items to list 

2 contexts is observed because list 1 items are never bound to the list 2 context. Evidence 

of the concept that context reinstatement is critical to induce memory updating was shown 

in a study by Gershman, Schapiro, Hupbach and Norman (2013). In this study using fMRI 

pattern classification techniques, evidence of list 1 context reinstatement was observed ~2 

seconds prior to the presentation of a list 2 object on screen only when objects from list 2 

went on to be misattributed to list 1 in a subsequent recognition task. Such neural evidence 

for pre-stimulus list 1 context reinstatement also predicted increased confidence 

judgements during recognition when participants misattributed list 2 items to list 1. 
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Consequently, this study supports the Temporal Context Model theory postulating that the 

reactivation of contextual information allows the binding and updating of novel items to 

retrieved memories.  

 It is important to emphasise that neither the reconsolidation nor Temporal Context 

Model theories have been widely accepted to account for reactivation-induced memory 

updating effects. Furthermore, there is still debate regarding the precise mechanisms by 

which memory traces are stored in the brain that underlie reactivation-induced updating. 

Two ideas have been proposed; a storage-modification account and a retrieval-interference 

account. Storage modification is one of the assumptions of reconsolidation theory, 

whereby cellular changes occur to reactivated episodic memory traces that modify the 

neural representation of these memories (Hardt, Einarsson & Nadel, 2010). This modified 

neural trace is reconsolidated and stored in long-term memory that is accessed during 

subsequent retrieval attempts. However, it is difficult to directly observe the modification 

of reactivated memories in the human brain. As an alternative account, it has been 

suggested that memory updating effects results from a competition between separate 

mnemonic traces during retrieval. These retrieval competition accounts argue that the 

original memory trace is not modified during reactivation. Instead, a separate trace is 

formed during reactivation that represents the reactivated memory as well as information 

shown during the reactivation event (Riccio, Millin & Bogart, 2006). Consequently, at 

future retrieval attempts, there is selection competition between the memory for the 

original event and the memory of the reactivation event. The resolution of this retrieval 

competition depends on several factors, including the overlap of contextual information 

between learning, reactivation and subsequent retrieval events (which may be dependent 

on the overlap of temporal context), consistent with classic effects such as Tulving and 

Thomson’s (1973) encoding-specificity principle.  
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 Supporting the retrieval competition theory, McCloskey and Zaragoza (1985) used 

an adapted version of the misinformation paradigm (Loftus, 2005), whereby participants 

initially viewed a slideshow depicting a crime. After this, participants read narratives of the 

crime, with details corresponding to the original event (control condition) or some details 

of original event modified (misled condition). A subsequent recognition task tested 

participants memory for the original versus misled information, with the classic finding 

that participants have poorer recognition accuracy for the original event in the misled 

condition (Loftus, 2005), taken as evidence of the original memory being updated by 

misinformation. However, in the McCloskey and Zaragoza (1985) study, a modified 

recognition test following the reading of narratives presented the original information 

alongside a completely new detail that was not shown during the narrative task. With this 

modified recognition task, participants in the control and misled conditions had similar 

recognition accuracy for the original event, indicating that participants could still access 

the original memory given optimal conditions during recognition tasks. Thus, the question 

regarding how episodic memories are modified by reactivation is far from resolved. These 

different theoretical accounts were considered during the design of studies, analysis of data 

and interpretation of results in the current research programme (see especially general 

discussion in Chapter 7). 

1.2.1. Subjective retrieval processes and memory updating 

An important factor that may influence episodic memory updating, addressed 

briefly in this introduction so far, is the role of subjective retrieval processes during 

retrieval attempts. Episodic memory retrieval can be dissociated by the objective accuracy 

of retrieval attempts (are retrieved memories correct or erroneous) and the subjective 

experience of retrieval (participants own judgement of retrieved information, regardless of 

the actual accuracy). In the context of recognition memory (relevant for the present thesis), 
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subjective retrieval processes can be measured using several methods, including 

procedures such as ‘Remember/Know’ (Tulving, 1985) where participants either 

‘remember’ specific encoding-related details of a memory (reflecting recollection related 

processes), or just ‘know’ that a memory has been encountered before (reflecting 

familiarity related processes), regardless of whether the retrieved information is accurate to 

the original event.  

Furthermore, the contents of retrieval, based on either familiarity or recollection, 

can be judged according to confidence judgements (i.e. how confident an individual is that 

what they remembered is correct). Theoretically, confidence judgements associated with 

familiarity can be explained according to signal detection models, such that the strength of 

familiarity judgements determines the subjective appraisal of memories, in accordance 

with an individual’s response criterion (Busey, Tunnicliff, Loftus & Loftus, 2000; Parks & 

Yonelinas, 2009; Wixted & Mickes 2010). However, regarding recollection, it has been 

argued that recollection judgements are associated with high confidence judgements only, 

on the basis that recollection is an ‘all-or-none’ process where we either recollect details of 

a memory or not (Yonelinas et al., 1996). However in recent years, recollection has been 

shown to reflect a ‘some-or-none’ process (Harlow & Donaldson, 2013; Harlow & 

Yonelinas, 2016), such that the ‘precision’ of recollected memories can vary, should 

recollection occur, meaning that subjective appraisal of recollected information could also 

vary according to how accurate recollection is. Consequently, the relationship between 

objective and subjective processes reflects a complex interplay between the true contents 

of memory and how we appraise retrieved information.  

Alternatively, subjective retrieval can measured in terms of the 

confidence/vividness of a retrieved memory. A simple interpretation suggests that 

objective and subjective retrieval processes are two sides of the same coin, such that 
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accurate retrieval should be associated with elevated confidence/vividness whereas 

inaccurate retrieval should be associated with reduced confidence/vividness. Indeed, 

neuroimaging studies show increased confidence during successful memory retrieval is 

associated with increased neural measures of retrieval success, demonstrated with fMRI 

(Thakral, Wang & Rugg, 2015; Yonelinas, Otten, Shaw & Rugg, 2005) and EEG 

(Woodruff, Hayama & Rugg, 2006).  

However, other lines of research indicate that the relationship between objective 

and subjective retrieval processes is more complex. Indeed, the neural correlates of 

objective and subjective retrieval processes have been dissociated with evidence from 

fMRI (Richter, Cooper, Bays & Simons, 2016) and EEG (Rutishauser, Aflalo, Rosario, 

Pouratian & Andersen, 2018; Woodruff, Hayama & Rugg, 2005). What’s more, Kim and 

Cabeza (2007) showed that elevated confidence during false recognition attempts was 

associated with increased activity in prefrontal and parietal cortices, regions otherwise 

implicated in successful episodic memory retrieval (Rugg & Vilberg, 2013). Consequently, 

it is over simplistic to assume that objective and subjective retrieval mechanisms are 

completely overlapping. 

As a more direct study of the interaction between objective and subjective 

retrieval processes, a collection of studies by Roediger and DeSoto (DeSoto & Roediger, 

2014; Roediger & DeSoto, 2014) succinctly reflect how the design of retrieval tasks can 

influence the relationship between objective and subjective retrieval processes. Using an 

old/new recognition task, participants first encoded word lists during study, with the same 

words shown during a subsequent recognition test. During test, participants also saw new 

words that were either semantically related to old words (related lures) or not semantically 

related to old words (unrelated lures). Confidence responses during test were acquired for 

recognition responses to all item types. Both DeSoto and Roediger (2014) and Roediger 
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and DeSoto (2014) established that, for old and unrelated lures, positive correlations 

between accuracy and confidence were found such that correct recognition correlated with 

higher confidence judgements. However, for related lures, negative or no correlations 

between accuracy and confidence was shown, driven by elevated confidence responses for 

the false recognition of related lures. Consequently, these results suggest that the 

relationship between confidence and accuracy is dependent on the similarity of old and 

new items, an important consideration for the present thesis where recognition tasks 

presented face stimuli that shared some perceptual features (see Chapter 2, section 2.1). 

Confidence judgements during recognition can be viewed as representing the 

strength of recognition signals evoked during retrieval. Signal detection theories of 

recognition memory (Busey et al., 2000; Parks & Yonelinas, 2009; Thakral, Wang & 

Rugg, 2015; Wixted & Mickes 2010) suggest that stronger recognition signals result in 

higher confidence responses. This goes not only for correct recognition attempts, but also 

for incorrect recognition of items that were similar to true memories (such as the related 

lures in DeSoto & Roediger, 2014; Roediger & DeSoto, 2014). Furthermore, since 

elevated subjective retrieval judgements correlate with enhanced neural reactivation 

(Johnson, McDuff, Rugg and Norman, 2009; Kuhl & Chun, 2014; Thakral, Wang & Rugg, 

2015), this suggests that confidence during retrieval may also predict the extent to which 

memories become updated, mediated by reactivation mechanisms that may be crucial for 

episodic memory updating to occur (see section 1.2).  

Direct evidence that subjective retrieval processes predict the updating of 

episodic memories has been found in several studies by St. Jacques and colleagues (St. 

Jacques, Olm & Schacter, 2013; St. Jacques & Schacter, 2013). In these studies, 

participants were asked to take part in a museum tour, following which participants 

completed an initial recognition task. Here, photographs of the original tour were 
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presented, with participants providing ratings on ‘reliving’ (higher reliving corresponded to 

increase subjective retrieval experience). Following reliving judgements, participants were 

shown a lure photograph depicting information that was not present in the original museum 

tour. In a subsequent recognition task, participants provided old/new judgements for the 

original and lure photographs, as well as new photographs not shown previously. In both 

studies, it was found that greater reliving for old items during the first recognition task 

increased the likelihood that these photographs would be correctly recognised during 

subsequent recognition. However, greater memory reliving during initial recognition also 

increased the likelihood that lure photographs would be falsely recognised during 

subsequent memory. Furthermore, St. Jacques, Olm and Schater (2013) found that, for 

memories accompanied with higher reliving, BOLD signals from fMRI were larger in 

regions associated with episodic memory reactivation and contextual reinstatement, such 

as parahippocampal gyrus, retrospenial cortex and inferior parietal cortex. In addition, 

during initial recognition, activity in regions implicated in the incorporation of novel 

information into episodic memories, such as the ventromedial prefrontal and anterior 

hippocampus, predicted that participants would falsely recognise lure photographs during 

subsequent recognition. These finding thus show novel evidence of the brain networks that 

are involved in memory updating, and how they relate to subjective retrieval experience 

and objective memory accuracy. 

The reviewed literature suggests that subjective retrieval processes may be 

related to enhanced updating of episodic memories. Specifically, subjective retrieval 

processes may be associated with increased reactivation of memories during retrieval that 

can then become updated by information present during the retrieval event, consistent with 

the framework posited by Hupbach and colleagues (Hupbach et al., 2007; 2008). A 

prediction that follows from these experiments is that active retrieval attempts and 
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subjective experience of recognition is critical for the updating of face memories, an 

assumption that was tested in the experiments of Chapter 3 using recognition confidence as 

a measure of subjective retrieval.  

Confidence was used as a measure of subjective retrieval in the current thesis as 

it was decided that participants would be better at evaluating their recognition confidence 

better than subjective retrieval processes used in previous research (e.g. vividness or 

reliving judgements used in St. Jacques et al., 2013), given the minimal information 

participants were able to remember about the target face memories. A consequence of this 

decision, however, questions whether confidence is equivalent to other subjective retrieval 

factors. No such claim can be made, given previous research showing divergences in the 

neural mechanisms associated with different objective/subjective retrieval processes 

(Richter et al., 2016). However, given that previous research has suggested an association 

between enhanced reactivation with increased confidence judgements (Thakral et al., 2015; 

Woodruff et al., 2006), it was justified to use confidence as a possible mechanism that 

could modulate face memory updating.  

1.2.2. Is retrieval necessary to induce updating? 

A second factor examined in this thesis assessed whether active retrieval attempts 

modulate face memory updating. The reviewed literature so far assumed that reactivation 

of memories is critical to induce updating. However, as discussed in the opening 

paragraphs of this chapter, retrieval attempts of previously encoded information are 

thought to be a powerful mechanism to induce memory updating compared to tasks where 

information is re-studied (Butler et al., 2006; Marsh et al., 2007; Roediger & Butler, 2011; 

Roediger & Marsh, 2005). An important study by Bridge and Voss (2014) addressed the 

role of active retrieval attempts in memory updating. Their participants completed four 
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blocks of learning, refresh and final recognition tasks. During learning, participants 

encoded several object-location associations on a 2-D screen. During the subsequent 

refresh task, participants completed an ‘active’ retrieval (in block one & three) or a 

‘passive’ re-study task (in block two & four). The active retrieval task presented 

participants with an object in the centre of the screen, and participants were asked to 

retrieve the location associated with the object from learning and to place objects at the 

retrieved location. In contrast, the passive re-study task required participants to place 

objects at a location that was indicated by a yellow box. The location of the yellow box 

was determined by the locations that participants chose during one of the previous active 

refresh trials. Therefore, the divergence of object-locations from the original location to the 

refresh location was matched between active and passive refresh, ensuring that retrieval 

accuracy was matched between the two conditions. This task design thus addresses a 

common issue of retrieval practice studies, where the retrieval and re-study tasks are not 

necessarily matched in terms of the degree to which they reinforce accurate information. 

Following both refresh tasks, participants completed a recognition test that 

presented the objects placed at one of three different locations; the location originally 

shown at learning, the location selected during refresh and a control location equidistant 

between the other two locations. Recognition performance showed that, following the 

active retrieval task, participants were more likely to select the refresh location compared 

to original or control locations. In contrast, following the passive re-study task, participants 

were more likely to select the original location compared to refresh or control locations. 

Hippocampal activity predicted updating during both refresh conditions, however activity 

during active refresh predicted whether the retrieved object location would be associated 

with the original context (predicting memory updating), whereas activity during passive 
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refresh predicted whether the original object location would be associated with context at 

refresh, preserving the original memory location to be correctly recognised later. 

Whilst the study from Bridge and Voss (2014) did not necessarily measure the 

extent to which memories are reactivated during active and passive refresh tasks (rather, 

this was just assumed to occur in these tasks), the results suggest that active retrieval 

attempts may also enhance the updating of face memories compared to re-study. This issue 

was addressed in the experiments in Chapter 4 of the present thesis, with Experiments 4a-c 

using a similar design to that used by Bridge and Voss (2014). This involved comparing 

active retrieval and restudy of face memories whilst matching error between retrieval/re-

study conditions, but with using images derived from face space models (see Section 1.5). 

 

1.3. Electrophysiological correlates of episodic memory 

 In summary, this literature review has thus far discussed the role of reactivation, 

subjective experience and active retrieval attempts in the updating of episodic memories. 

Whereas different theoretical accounts of how retrieval-induced updating occurs are still 

debated, there is evidence from behavioural data indicating that memory reactivation is 

critical to induce the updating of episodic memories, and that encoding mechanisms 

engaged during memory reactivation are engaged to update episodic memories. However, 

the behavioural results discussed so far are not conclusive with regards to the underlying 

mechanisms that give rise to memory updating. Instead, neuroimaging data may be 

necessary to provide more decisive evidence. Whilst fMRI methods have been used in 

prior literature to further our understanding of the neurocognitive dynamics of memory 

updating, this thesis will focus on the use of electrophysiological techniques, specifically 

EEG, as a tool to understand how different processes interact to induce memory updating. 

EEG measures the electrical activity of the brain with a high temporal resolution 
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(Kappenman & Luck, 2012), allowing a critical examination of the order of cognitive 

operations that occur during the updating of episodic memories, and may enable a 

dissociation of different component operations. Given that EEG is the main neuroimaging 

method used for the present thesis, literature related to EEG studies of episodic memory, 

including the use of ERP and time-frequency analysis, will be discussed in the next 

sections. These two techniques offer distinct insights into the neural mechanisms of 

episodic memory for several reasons. Firstly, oscillations can either be evoked or induced 

to stimulus/response onsets, i.e., evoked oscillations are ‘phase-locked’ to the onset of 

stimuli, while induced activity is not phase-locked (David, Kilner & Friston, 2006). For 

this reason, induced oscillatory effects will vary across trials in their temporal onset (as the 

onset of the cognitive process associated with these oscillations will also vary). 

Consequently, averaging trials during the computation of ERPs will average out any 

induced oscillatory effects (Bastiaansen et al., 2011), meaning that there may important 

differences between what ERP and oscillatory analyses can show with regards to episodic 

memory processing. A further critical discussion of the strengths and weaknesses of these 

two approaches will be provided in Chapter 2 (section 2.4). Instead, the current literature 

review will focus on summarising research using ERP and time-frequency techniques in 

the context of episodic memory encoding, retrieval and updating. 

  

1.3.1. ERP correlates of episodic memory 

 The ERP technique has been used to study the neural basis of cognition since the 

1970’s (Kappenman & Luck, 2012), and has been a widely used tool to understand the 

neurocognitive mechanisms associated with episodic memory encoding, retrieval and 

updating (Wilding & Ranganath, 2011). The ERP correlates of episodic memory retrieval 

have received much attention over recent decades. Particularly, the ERP method has been 
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used to resolve theoretical debates of how recognition memory systems operate during 

retrieval, especially the issue of whether recognition is served by a single process (Wixted, 

2007) or dual processes of  familiarity and recollection (Yonelinas, 2002). The balance of 

evidence from this ERP literature suggests that recognition memory is supported by two 

processes (Rugg & Curran, 2007), with two distinct ERP measures separately associated 

with familiarity and recollection, the FN400 and the left parietal old/new effect (LPE). The 

FN400 has been often associated with familiarity-related recognition (a quantitative 

estimate of having seen an item previously). This ERP, located at mid-frontal sites that 

peaks at ~300-500ms from stimulus onset, is generally more positive for hits (correctly 

recognising old items) compared to misses (failing to recognise old items), correct 

rejections (correctly identifying new items as new) and false alarms (incorrect recognising 

new items as old; Wilding & Ranganath, 2011). Interestingly, increased FN400 positivities 

are seen for false alarms of items that were semantically related to items shown during 

learning (Curran, 2000). Furthermore, the FN400 effect has been shown to correlate with 

recognition confidence, such that FN400 effects are largest for high confidence hits, 

followed by low confidence hits, low confidence correct rejections and smallest for high 

confidence correct rejections (Addante, Ranganath & Yonelinas, 2012; Woodruff, Hayama 

& Rugg, 2006; Woroch & Gonsalves, 2010). These results have led to the conclusion that 

the FN400 reflects the signal match evoked between items shown during recognition and 

of internal mnemonic representations, linking this ERP correlate with familiarity-based 

recognition judgements. However, it must be noted that alternative accounts suggest the 

FN400 may reflect priming, an implicit memory process that facilitates memory 

judgements without conscious awareness of having encountered information before (see 

Bridger, Bader, Kriukova, Unger & Mecklinger, 2012; Paller, Voss & Boehm, 2007; Rugg 

& Curran, 2007; Voss & Paller, 2008; Wilding & Ranganath, 2011 for discussions). 
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 In contrast, recollection-related retrieval processes (remembering qualitative details 

of an encoding event) have been associated with the LPE. The LPE has a prominent left 

parietal topography that is more positive when participants can recollect contextual 

information of a previous episode, peaking between ~500-800ms after stimulus onset 

(Wilding & Ranganath, 2011). Furthermore, studies have shown the left parietal old/new 

ERP to be increased when retrieval attempts contain correct, highly confident 

recollections, compared to low confidence but correct recollections and correct rejections, 

emphasising a dissociation between the FN400 and left parietal old/new effects with 

recognition confidence (Addante et al., 2012; Woodruff et al., 2006; Woroch & Gonalves, 

2010). The left parietal old/new effect has been suggested to reflect activity in the parietal 

cortex, a region that has been consistently linked to episodic memory retrieval. In recent 

years, several theoretical arguments have been proposed to account for the function role of 

parietal cortex in episodic memory, including attention-to-memory (Cabeza, Ciaramelli, 

Olson & Moscovitch, 2008) and episodic memory buffer hypotheses (Vilberg & Rugg, 

2008). However, recent evidence suggests that the parietal cortex supports episodic 

memory processing by binding information from multiple areas of cortex (Shimamura, 

2011), allowing individuals to make explicit retrieval decisions (recollection, enhanced 

subjectivity) on the content of retrieved episodic memories (Ally, Simons, McKeever, 

Peers & Budson, 2008; Vilberg & Rugg, 2009). However, it should be emphasised that 

EEG methods do not allow firm conclusions to be drawn regarding generators of scalp 

ERP effects (Luck, 2005), and therefore these links with the parietal cortex are only 

tentative. 

 The FN400 and LPE ERPs are often found during recognition tests for stimuli such 

as words, objects or scenes that contain rich semantic/conceptual information. However, it 

has been questioned whether these ERP components reflects general memory retrieval 
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processes, or instead are specific to the type of material that is being retrieved. For 

example, several studies have established that the ERP correlates for the recognition of 

faces may differ to the FN400 and LPE. Face recognition has been associated with a 

number of ERP correlates that index different processing stages/cognitive operations, 

including the N170 (Bentin et al., 1996; Eimer, 2011) and N250 (Schweinberger, Huddy, 

& Burton, 2004; Schweinberger, Pfütze, & Sommer, 1995). It has been suggested that the 

N170 reflects the perceptual identification of faces (compared to non-face stimuli; Itier & 

Taylor, 2004). On the other hand, the N250 has been linked with activation of unique 

facial representations, particularly for familiar faces that have an established mnemonic 

representation (Schweinberger, Huddy, & Burton, 2004). However, the N250 has also been 

shown for faces that were learnt during one experimental session (Pierce et al., 2011; 

Tanaka, Curran, Porterfield, & Collins, 2006), suggesting that this ERP effect can be found 

immediately after the development of stable face representations (Andrews, Burton, 

Schweinberger & Wiese, 2017). Electrophysiological correlates of face processing have 

been observed even earlier than the N170 (e.g. Herrmann, Ehlis, Ellgring, & Fallgatter, 

2005; Nemrodov, Niemeier, Mok & Nestor, 2016), and ERPs also distinguish highly 

familiar and unknown faces well beyond 250ms (Wiese et al., 2019). Thus, there is still 

some debate regarding the functional properties of these various ERP effects in relation to 

the various stages of face processing. 

Whilst the aforementioned ERP studies of face processing have identified several 

correlates of the stages of face recognition, these ERPs reflect the detection and 

identification of a stable facial representation rather than mechanisms of retrieving an 

episodic memory of a face. To examine the ERP correlates of familiarity and recollection 

of face memories, Mackenzie, Donaldson and colleagues (2007, 2009, 2018) tested 

participant’s memory for novel faces with the old/new recognition paradigm. These faces 
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were novel as participants had never seen them prior to the experiment, thus should have 

minimal semantic or conceptual information stored in long-term memory. Interestingly, 

Mackenzie and Donaldson (2007) showed that the ERP correlate of familiarity decisions 

for these faces was associated with a posterior positivity from ~300-500ms, in contrast to 

the FN400 effect that has a more anterior topography. Furthermore, recollection 

judgements were associated with positive ERPs from ~500-900ms at anterior electrodes, in 

contrast to the recollection of famous faces (Mackenzie, Alexandrou, Hancock & 

Donaldson, 2018) and names associated with faces (Mackenzie & Donaldson, 2009) that 

showed the typical LPE. In sum, these studies suggest that the ERP correlates of 

recognition memory are dependent on the semantic status of episodic memories (Nie et al., 

2014), an important consideration for the experiments of this thesis that used novel face 

stimuli to study the updating of item memories (see Chapter 2, section 2.1). 

ERPs have also been examined during episodic memory encoding to compare the 

neural activity during the presentation of items that will be subsequently remembered 

compared to items that will be subsequently forgotten in a future retrieval task. This 

‘subsequent memory effect’ (Paller & Wagner, 2002) distinguishes the neurocognitive 

mechanisms contributing to successful versus unsuccessful memory encoding. A frequent 

finding is that ERPs for memories that will be successfully remembered are more positive 

than ERPs for memories that will be subsequently forgotten (Otten & Rugg 2001), though 

negative ERP deflections have been observed during encoding of memories with little 

semantic information (Otten, Sveen & Quayle, 2007). These results suggest that the nature 

of to-be-remembered information influences the neural mechanisms associated with the 

encoding of different items. 

 Research has also examined ERP components to understand the neurocognitive 

mechanisms of successful memory encoding. For example, a study by Griffin, DeWolf, 
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Keinath, Liu and Reder (2013) analysed the FN400 and LPE ERPs during a study phase 

where objects were presented once or twice. Objects presented twice were either identical 

repetitions (the exact same picture of an object was repeated) or conceptual repetitions (a 

different exemplar of the object shown each time). ERP analyses during study showed that 

the FN400, despite being larger during the second presentation of objects, did not predict 

subsequent memory accuracy. In contrast, the LPE was larger for objects in the conceptual 

repetition condition, which predicted whether participants would successfully recollect the 

condition of the objects. The authors suggest that participants created a durable and strong 

episodic memory during encoding by retrieving previous memory associations, akin to the 

retrieval practice effect (Roediger & Butler, 2011). Performance during retrieval may have 

been facilitated by pattern separation mechanisms during encoding to ensure that unique 

mnemonic representations were formed for the overlapping objects, that could then be 

successfully recollected at retrieval (Yassa & Stark, 2011). 

More recently, a study by Kamp, Bader & Mecklinger (2017) suggests that the 

timing and topography of subsequent memory ERP effects may depend on the nature of 

encoding tasks, and participant strategies used during encoding. Specifically, the authors 

suggest that two subsequent memory ERPs, a ‘P300’ ERP at parietal sites and a slow-wave 

ERP at frontal electrodes, may index encoding of items and item-context relations, 

respectively. In their study, Kamp et al. (2017) asked participants to encode word pairs 

during a study phase in a ‘definition’ condition (word pairs were ‘unitised’ as a single 

item) or a ‘sentence’ condition (word pairs form inter-item contextual associations). 

During the study phase, ERP analyses showed the P300 component predicted subsequent 

retrieval accuracy for word pairs in the definition but not sentence condition, consistent 

with the view that this component reflects the detection and recognition of salient items 

(Polich & Kok, 1995), suggesting participants may have attended to these items more to 
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boost encoding (Ciaramelli, O'Grady & Moscovitch, 2008). In contrast, frontal slow-wave 

ERPs predicted subsequent retrieval accuracy in both conditions, with the authors 

interpreting that working-memory mechanisms, potentially attributed to pre-frontal cortex 

(Blumenfeld & Ranganath, 2006), were present during both conditions to facilitate 

successful encoding. Consequently, ERPs during initial stimulus presentation that predict 

successful memory encoding, indexed by participants ability to subsequently remember 

these stimuli, reflect a variety of cognitive mechanisms that may be task and stimulus 

dependent.  

 The ERP correlates of episodic memory encoding and retrieval have only been 

used a few times to investigate episodic memory updating. In one study by Bridge and 

Paller (2012), participants first learnt several 2-D object-location associations on-screen 

before completing multiple retrieval tests. During test 1, participants were cued with 

objects in the centre of the screen, and were asked to retrieve the location associated with 

objects during the previous learning phase, and place objects at this location. The same 

retrieval task was completed in a subsequent test 2. This paradigm allowed the authors to 

measure retrieval accuracy on a continuous scale, that being the distance (cm) between the 

original object location during study, and the location of objects placed during both test 1 

and test 2. Focusing on the neural activity during test 1, ERPs were contrasted by retrieval 

success (was the object placed closer or further from the study location). Also, ERPs were 

contrasted by ‘future’ retrieval bias, this being whether participants retrieved a similar 

location in the subsequent test 2 (‘close’ retrieval bias) or retrieved a dissimilar location in 

the subsequent test 2 (‘far’ retrieval bias), akin to the subsequent memory effect (Paller & 

Wagner, 2002). This latter contrast was hypothesised to reveal the ERP correlates of 

memory updating mechanisms that were responsible for biasing future memories by 

incorporating errors made during retrieval attempts. 
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 For retrieval success, ERPs were found to be more positive at frontal sites from 

400-700ms when objects were placed closer to the study location. In contrast, ERPs for the 

close bias condition were more positive going from 700-1000ms at frontal and parietal 

electrodes compared to ERPs for the far bias condition. These findings indicate that 

reactivation of episodic memories (from 400-700ms) was followed by post-retrieval 

encoding mechanisms (700-1000ms) that update retrieved memories with content 

remembered during retrieval. However, the design of the Bridge and Paller (2012) study 

meant that, during both tests, participants responses always deviated from the original 

location (i.e., all responses were erroneous). Consequently, this study could not establish 

the neural correlates of the positive consequences of updating that establishes stable 

memory representations by strengthening accurate memories (a.k.a the retrieve-practice 

effect; see section 1.2.2). In addition, ERPs during test 2 were not analysed, thus the neural 

correlates of the consequences of retrieval-induced updating were not considered. 

 Building on the Bridge and Paller (2012) study, an ERP experiment by Liu, Tan 

and Reder (2018) examined both the positive and negative consequences of repeated 

retrieval. In their study, participants were asked to encode word pairs in an initial learning 

phase. Participants then completed a cued-recall test for word pairs in test 1, with the same 

cued-recall task repeated twice more throughout the study. For the ERP analysis, trials 

were categorised during test 1 according to whether participants’ memory for word pairs 

was correct or incorrect. These conditions were then further categorised based on whether 

the word pair was correctly or incorrectly retrieved during the subsequent retrieval tests, 

creating three conditions; correct-correct, correct-incorrect and incorrect-incorrect. 

 Analysis of neural activity during test 1 showed that, in the 400-700ms time 

window, ERPs were more positive for the correct-correct condition compared to the two 

other conditions. Further, the correct-incorrect condition had significantly more positive 
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ERP’s than the incorrect-incorrect condition. However, during the 700-1000ms time 

window, ERP’s were more positive for the correct-correct condition compared to the other 

two conditions, with no difference found between correct-incorrect and incorrect-incorrect. 

Similar to Bridge and Paller (2012), these results suggest that, during the 400-700ms time 

window reactivation processes were engaged for successfully recalled word pairs. The 

later 700-1000ms time window was instead associated with encoding mechanisms that 

strengthened reactivated memories and therefore predicted subsequent retrieval accuracy 

during the repeated cued-recall test. 

 Further ERP analysis from Liu, Tan and Reder (2018) also analysed activity during 

the second test for trials where participants had already correctly retrieved word pairs 

during the previous test 1. During the second test, correct-correct, correct-incorrect and 

incorrect-incorrect conditions were again created according to retrieval accuracy during the 

current test 2, and subsequent test 3. Similar ERP effects were found to those in test 1 

when analysing ERPs from 400-700ms, however, no ERP differences were found from 

700-1000ms. The lack of ERP effects during the later time window was attributed to that 

fact that encoding mechanisms were not engaged during repeated correct retrieval, as these 

memories had already been successfully recalled during test 1, therefore there was no need 

for these established episodes to become updated during later testing. 

 In summary, the current section has reviewed the ERP literature with regards to the 

encoding, retrieval and updating of episodic memories. The ERP technique has played a 

critical role over recent decades to understand the neurocognitive mechanisms of these 

episodic memory processes. This literature will be returned to in Chapter 5, where the ERP 

correlates of the retrieval and updating of face memories was assessed. 
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1.3.2. Oscillatory correlates of episodic memory 

Research into the oscillatory correlates of cognitive function, including episodic 

memory, have become more prominent since the 1990’s. EEG oscillations are rhythmic 

patterns of activity generated by populations of neural ensembles that can be measured 

from scalp electrodes (Bastiaansen, Mazaheri & Jensen, 2011). Neurons within an 

ensemble can either have firing rates that occur at the same time as other neurons within an 

ensemble, i.e. they synchronise, which leads to oscillatory power increases, or have 

neuronal firing rates that occur at different times to other neurons in the ensemble, i.e. they 

desynchronise, which leads to oscillatory power decreases. Oscillations are characterised 

by their frequency of cycles per second, with delta (1-4Hz), theta (4-8Hz), alpha (8-12Hz), 

beta (12-30Hz) and gamma (30-100Hz) oscillations thought to be related to functionally 

dissociable processes. As will be discussed in the following review, synchronisation of 

theta and gamma oscillations are typically related to successful episodic memory encoding 

and retrieval. In contrast, desynchronisation of the alpha and beta frequency bands are 

most often associated with successful memory encoding and retrieval. This 

synchronisation/desynchronisation ‘conundrum’ (Hanslmayr, Staresina & Bowman, 2015) 

suggests a dissociation in the functional properties of these frequency bands with respect to 

episodic memory encoding, retrieval and updating. 

 Focusing on theta oscillations, synchronisation within this frequency band has been 

consistently linked to various stages of episodic memory processing. During episodic 

memory encoding, theta power increases are found during the presentation of items that 

will subsequently be remembered compared to items that will be forgotten during later 

retrieval tests (Hanslmayr et al., 2011; Osipova et al., 2006). Hanslmayr et al. (2011) 

localised the source of this theta-power subsequent memory effect to the parahippocampal 

regions, suggesting that theta power generated from regions in the medial temporal lobe 
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promotes the encoding of contextual information during episodic memory formation to 

facilitate subsequent remembering (Hanslmayr & Staudigl, 2014). In addition, fronto-

central theta power effects have been found during encoding of items that are subsequently 

remembered with accurate recollection judgements (Friese et al., 2013), and with elevated 

retrieval confidence (Wynn, Daselaar, Kessels, & Schutter, 2019). The frontal topography 

possibly reflects top-down goal control processes that prioritise the encoding of goal-

relevant items into long-term memory (Blumenfeld & Ranganath, 2007). Similar findings 

have been established in the working memory literature, whereby frontal theta power 

increases correlate with maintaining or rehearsing items in working memory (Khader & 

Rösler, 2011; Meeuwissen, Takashima, Fernández & Jensen, 2010), supporting the idea 

that the frontal distribution of the theta effect relates to control processes during formation 

of episodic memories. 

 Theta power increases have also been associated with successful episodic memory 

retrieval. With scalp recorded EEG, such effects have been observed primarily at frontal 

(Klimesch, Doppelmayr, Schimke & Ripper, 1997) and left parietal locations (Jacobs, 

Hwang, Curran & Kahana, 2006; Klimesch et al., 2000). Similar frontal theta effects has 

also been demonstrated for successfully retrieving target memories amongst competing, 

interfering stimuli (Waldhauser, Johansson & Hanslmayr, 2012). These results suggest that 

frontal theta power mediates controlled, top-down mechanisms when retrieval requires 

controlled, goal-directed selection during memory search. On a separate note, studies have 

established increased left parietal theta power during successful retrieval in cued recall 

(Hanslmayr et al., 2011) and source memory tasks (Addante et al., 2011), and for high 

confidence retrieval judgements (Wynn et al., 2019). Given the functional and 

topographical similarity of the parietal theta effect to the left parietal ERP effect, this 

oscillatory correlate may correspond to recollection-related retrieval processes. 
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 To summarise, theta oscillations have been associated with successful episodic 

memory encoding and retrieval across a large number of studies. Furthermore, activity at 

theta frequencies is thought to functionally couple with higher frequency gamma 

oscillations, such that gamma power bursts occurring at specific phases of the theta cycle 

supports episodic memory encoding (Friese et al., 2013; Hanslmayr & Staudigl, 2014; 

Lisman 2010) and retrieval (Axmacher, et al., 2010; Fuentemilla, 2018; Hanslmayr & 

Staudigl, 2014; Kerrén, Linde-Domingo, Hanslmayr & Wimber, 2018; Köster et al., 2014; 

Lega, Burke, Jacobs & Kahana, 2014).  

In contrast to theta and gamma frequencies that typically increase in power during 

successful encoding and retrieval, alpha and beta desynchronisations are often found to 

correlate with successful episodic memory processes. For example, alpha/beta power 

reductions are observed during presentation of items during encoding that are successfully 

remembered in a subsequent retrieval task (Friese et al., 2013; Hanslmayr, Staudigl & 

Fellner, 2012; Klimesch et al., 1997). Furthermore, Hanslmayr, Spitzer and Bauml (2008) 

observed alpha/beta desynchronisation to be dependent on the ‘levels of processing’ of 

memories (Craik & Lockhart, 1972), when encoding tasks required participants to make 

‘deep’ judgements on items, such as the semantic content of items, as opposed to ‘shallow’ 

judgements that are based on perceptual features. Based on converging evidence, beta 

desynchronisation has been linked to inferior prefrontal cortex (Hanslmayr et al., 2011), a 

region implicated in successful semantic memory encoding (Otten & Rugg, 2001). Thus, 

the results in these studies are consistent with alpha/beta desynchronisation effects 

reflecting access to semantic information during encoding, which in turn facilitates the 

formation of episodic memories. 

 A large body of evidence suggests that increased alpha/beta oscillatory power 

reflects an inhibitory mechanism in the brain (Klimesch, Sauseng & Hanslmayr, 2007; 
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Jensen & Mazaheri, 2010). Therefore, desynchronisation of alpha/beta oscillations may 

reflect a ‘release from inhibition’, allowing information to be successfully accessed and 

transferred between brain regions during episodic memory encoding. For example, in 

studies from Hanslmayr et al. (2009) and Hanslmayr et al. (2011), alpha/beta 

desynchronisation during memory encoding may have allowed the transfer and 

incorporation of semantic information into episodic memory (Hanslmayr, Staresina & 

Bowman, 2016; Parish, Hanslmayr & Bowman, 2016). These studies collectively suggest 

that reduced inhibition of task-relevant brain regions during encoding, mediated by 

alpha/beta oscillations, facilities episodic memory formation. 

 Whereas the majority of studies link alpha/beta desynchronisation with successful 

memory encoding, some studies have suggested that alpha/beta synchronisation can also 

predict successful memory formation. For example, posterior alpha power increases have 

been correlated with successfully maintaining and rehearsing items in working memory for 

items that would be subsequently recognised vs. forgotten (Khader & Rösler, 2011; 

Meeuwissen et al., 2010; Poch, Valdivia, Capilla, Hinojosa & Campo, 2018). Furthermore, 

Bonnefond and Jensen (2012) conducted a study where participants were initially 

presented with a series of letter digits, after which a relevant (different letter) or irrelevant 

(symbol) was presented. Participants were then presented with a probe and asked to 

identify whether the probe was shown in the original list. During distractor presentation, 

alpha power increases at posterior electrodes was shown during presentation of relevant 

versus irrelevant distractors, with alpha power increases correlating with participants 

ability to suppress distracting information. Overall, these studies indicate that during 

maintenance/rehearsal of items in working memory, alpha/beta synchronisations serve to 

inhibit brain activity that would otherwise interrupt successful memory formation. 



 

 35 

 The conflicting nature of alpha/beta (de)synchronsiation during memory encoding 

and rehearsal has been further clarified in studies that directly compared these encoding 

and working memory processes during episodic memory formation. For example, Babu 

Henry Samuel et al. (2018) showed that alpha power decreases correlated with increased 

digit set size during the presentation of digits on-screen. On the other hand, enhanced alpha 

power correlated with increased digit set size during rehearsal of items following digit off-

set. Thus, during presentation of information to-be-encoded, inhibitory mechanisms are 

disengaged in task-relevant brain regions to promote successful encoding of items in short-

term memory. Following this, during periods of retention, inhibitory processes are engaged 

in regions of the brain that process competing memories, promoting the successful storage 

of items into long-term memory for subsequent retrieval. 

 Alpha/beta desynchronisation effects have also been shown to correlate with 

successful episodic memory retrieval. Similar to encoding, alpha/beta desynchronisation 

during retrieval is thought to reflect the release of inhibition in material specific brain 

regions that facilitate access to stored episodic memory representations (Graetz, Daume, 

Friese & Gruber, 2018; Hanslmayr, Staresina & Bowman, 2016; Parish, Hanslmayr & 

Bowman, 2016). For example, Khader et al. (2010) asked participants to encode words that 

were paired with either a 2-D location or an object during a learning phase. During 

retrieval, participants were then cued with words and recalled the associated location or 

object. During successful recall of locations, alpha desynchronisation was observed at 

posterior electrodes, whereas successful recall of objects was associated with alpha 

desynchronisation at frontal electrodes. The spatial divergence of alpha desynchronisation 

effects supports the argument that this oscillatory mechanism facilities retrieval by 

disinhibiting task-relevant brain regions during retrieval, since task relevant regions might 

be different for different types of memory features (e.g. locations vs. objects). 
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 Alpha/beta (de)synchronisation has also been found to be associated with retrieval 

of target information in the presence of competing but irrelevant memories. For example, 

Waldhauser, Johansson and Hanslmayr (2012) conducted a study where participants 

initially encoded object-colour associations during study. In this task, objects were shown 

in two cycles, with each cycle associating the object with a coloured square that was 

shown either in the left or right visual hemifield. Squares were presented in the same 

colour in both hemifields (non-interference condition) or presented with different colours 

in each hemifield (interference condition). During retrieval, objects were shown with a 

blank square in either the left or right hemifield, with participants being asked to retrieve 

the target colour association (shown in cycle one) instead of the competitor colour 

association (shown in cycle two). In the interference condition, early alpha/beta power 

increases were observed at posterior electrodes on the hemisphere contralateral to the 

competitor colour association. Following this early effect, alpha/beta power decreases were 

seen at posterior electrodes on the opposite hemisphere (contralateral to the target colour 

association). This study shows further evidence that alpha/beta oscillations appear to 

facilitate successful remembering by inhibiting activity in irrelevant brain regions and 

releasing inhibition of neural activity in relevant brain regions that contain targeted 

episodic memories. 

 Further studies have also examined how alpha/beta oscillations correlate with the 

updating of episodic memories. First, Guran, Herweg & Bunzeck (2019) applied 

oscillatory analysis to the retrieval-practice paradigm (see section 1.2.2). In this study, 

young and old participants initially encoded several scenes before completing a retrieval 

task (were scenes old or new) or a re-study task (were scenes indoor or outdoor). A 

subsequent recognition task was completed 10 minutes or 24 hours later, which presented 

scenes from either the study and retrieval/re-study phase (old scenes) or were not shown 
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previously (new scenes). Behaviourally, recognition performance was better for scenes in 

the retrieval condition versus re-study condition (consistent with the retrieval-practice 

effect). It was also shown that alpha/beta desynchronisations were observed during the 

retrieval versus re-study task, with larger alpha power desynchronisation correlated with 

improved later recognition accuracy. These results suggest that alpha/beta 

desynchronisation not only correlates with successful episodic memory retrieval, but is 

shown to be specific to retrieval (compared to re-study tasks) that predict retrieval-induced 

enhancements of episodic memories. 

 An additional study examining the oscillatory correlates of memory updating, by 

Bäuml, Hanslmayr, Pastötter & Klimesch (2008), asked participants to initially encode a 

list of words during study. Participants were then told to either ‘remember’ or ‘forget’ list 

1 prior to encoding a second word list. A subsequent retrieval task asked participants to 

freely recall words from both lists. In the remember condition, participants had 

significantly better free recall performance for list 1 versus list 2 words, whereas 

participants in the forget condition had better recall performance for words in list 2 versus 

list 1. From the oscillatory data, participants in the forget condition showed increased alpha 

power at temporal electrodes during the presentation of list 2 that predicted better memory 

for list 2 items during recall. This increased alpha power effect was thought to reflect an 

active inhibition of memories from list 1 in order to optimise encoding of memories in list 

2, possibly reflecting a mechanism of episodic memory updating. 

 In summary, the oscillatory correlates of episodic memory encoding, retrieval and 

updating generally separate oscillatory mechanisms that allow for the formation and 

retrieval of coherent episodes (represented by theta and gamma), supported by alpha/beta 

oscillatory processes to inhibit/disinhibit irrelevant or relevant brain regions to facilitate 

encoding/retrieval processes. These mechanisms will be considered again in Chapter 6, 
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where oscillatory mechanisms underlying the objective, subjective and updating 

mechanisms of face memories were examined. 

 

1.4 Recognition-induced updating of item memories 

 As summarised, previous research has demonstrated the behavioural and neural 

mechanisms associated with the retrieval-induced updating of episodic memories. The key 

arguments to be emphasised are; 1) reactivation of memories is critical for memories to 

become updated (Bridge & Paller, 2012), 2) enhanced subjective experience of retrieval 

increases the likelihood of memory updating (St. Jacques et al., 2013), and 3) active 

retrieval attempts enhance updating compared to re-study (Bridge & Voss, 2014). These 

studies tested the updating of elaborate episodic memories, including associative (object-

location associations) and autobiographical memories. Furthermore, the studies by Bridge 

and Paller (2012) and Bridge and Voss (2014) tested the updating of memories via cued-

recall retrieval tasks. Whilst these studies developed our understanding of the mechanisms 

of retrieval-induced updating, it is unclear as to how other types of memories, such as item 

memories, may become updated via recognition-based retrieval mechanisms. 

 It is important that the mechanisms of recognition-induced updating of item 

memories are studied as neurocognitive differences have been established between item 

recognition and elaborate memory recall. According to Ranganath and Ritchey (2012), 

item-based recognition memory judgments, particularly those made based on familiarity, 

are processed in an ‘anterior temporal system’ including but not limited to the perirhinal 

cortex, anterior hippocampus, and lateral entorhinal cortex. In contrast, the ‘posterior 

medial’ cortex including posterior hippocampus, parahippocampus, retrospenial cortex and 

angular gyrus is involved during recollection of contextual information associated with an 

item. However, it may be overly simplistic to completely segregate these systems, as 
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neural reinstatement of item memories, such as faces, has been seen in posterior medial 

regions including the angular gyrus (Lee & Kuhl, 2016), meaning that anterior and 

posterior memory networks likely interact during item memory retrieval. However, the 

neurocognitive differences between item recognition versus elaborate episodic memory 

retrieval may lead to qualitatively different processes underlying the updating of these 

memories. 

 Differences between item and elaborate episodic memory updating may also be 

critical when considering the importance of neural reactivation to induce memory 

updating. For example, it has been shown that the amount of information remembered 

during retrieval correlates with increased neural reinstatement (Johnson et al., 2009; Leiker 

& Johnson, 2014). As mentioned, memory updating is critically related to the extent to 

which memories become reactivated (Gershman et al., 2013; Hupbach et al., 2008; Lee et 

al., 2018; Sederberg et al., 2011; St. Jacques et al., 2013), therefore the amount of neural 

reactivation could be limited during item compared to elaborate episodic memory retrieval 

simply because there is less information that participants can retrieve (e.g. Leiker & 

Johnson, 2014). Such a suggestion could be made when considering the retrieval processes 

that are likely to occur during recall of elaborate episodic memories vs. recognition of 

items. Specifically, it is likely that recalling the content of elaborate memories relies more 

on reconstructive recollection mechanisms, whilst recognising items will often engage 

familiarity-based judgements without context retrieval, especially if the context associated 

with items is the same across different memories (though see Thakral et al., 2015 for 

evidence of reinstatement during both familiarity and recollection). Thus, it is important to 

examine the behavioural and neurocognitive mechanisms of item memory updating, 

induced via recognition-based retrieval judgements, to understand how these types of 

memories become updated through repeated retrieval attempts. 
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1.5 Face recognition and face space 

 The present thesis used face stimuli to examine how item memories become 

updated through repeated recognition attempts. These face stimuli were computer 

generated images created using face space models of recognition. The face space model is 

a hypothetical system consisting of a multi-dimensional space that the human brain uses to 

represent faces (Valentine, 1991; Valentine, Lewis & Hills, 2015). These dimensions 

reflect normally distributed but non-specified characteristics, with faces having a unique 

location in space according to their position on each of the dimensions. Faces located 

proximally to each other are thought to be more perceptually similar, whereas faces that 

are at more distant locations are more perceptually dissimilar. Furthermore, it is thought 

that face space develops according to the type of faces that an individual perceives in their 

lifetime. Within an individual's face space, it is assumed that more ‘typical’ faces are 

located more densely at the centre of the face space distribution, whereas distinctive faces 

are located at more sparse locations away from the centre of face space (Valentine et al., 

2015). 

 Additional assumptions of the face space models suggest that faces have a varying 

degree of error that surrounds the location of face representations in space (Valentine, 

2001; Valentine et al., 2015). The size of representation errors is thought to relate to the 

quality of how faces are encoded initially. That is, if faces are encoded in optimal learning 

conditions (e.g. longer presentation times, viewing upright faces, frontal views), then the 

error size is reduced. In contrast, if faces are encoded in sub-optimal learning conditions 

(e.g. shorter presentation times, viewing inverted faces, side views), then the encoding 

error surrounding faces will increase. The size of representation errors is important as the 

overlap of face representations in space, more likely with larger representational errors, 

may lead to errors during face recognition attempts. 



 

 41 

 Face space models postulate that, during face recognition, a signal is generated 

from a match between faces seen during recognition and a stored representation in face 

space (Valentine, 1991). The strength of this recognition signal is then used as a basis of 

recognition judgements for individuals to indicate whether they have encountered a face 

previously. If a stored representation is located at the centre of space, where more facial 

identities are clustered, then faces with a larger representation errors will likely overlap 

with other face identities. This overlap may then lead to an increased difficulty in 

accurately recognising target faces, and may lead to falsely recognising non-target faces as 

those seen previously. Such an issue is less apparent for more distinctive faces, where a 

larger error will be less likely to overlap with other face identities, making recognition of 

distinctive faces easier (Valentine, 1991). 

 The face space assumptions described above have been formalised in Lewis’ 

(2004) face-space-R model. This computational model was proposed to account for the 

recognition of familiar faces (e.g. celebrities, family members) and unfamiliar faces (e.g. 

previously unknown such as criminal suspects), and in particular how faces are 

transformed from unfamiliar to familiar identities. According to Lewis (2004), each face in 

space has a representational strength parameter. Faces that have been perceived a limited 

number of times (i.e. unfamiliar faces) have weaker representations whilst highly familiar 

faces have increased representational strengths. During recognition, each face is associated 

with a recognition strength parameter, with individuals endorsing a face as seen before if 

the recognition parameter meets a threshold value. Recognition is more likely to occur for 

faces that have stronger representation strengths in the model. Furthermore, a larger 

recognition parameter value is necessary to endorse typical faces as being seen previously 

due to the volume of face images that are present at the centre of face space. These 



 

 42 

theoretical issues raised by Lewis (2004) will be considered again in the general discussion 

chapter (Chapter 7) to provide an interpretation of experimental data from Chapters 2-6.  

An important practical application of the face space model has been for the use of 

facial composite systems in eyewitness testimony, such as EFIT-V (Solomon, Gibson & 

Mist, 2013). These ‘holistic’ composite systems are designed using an ‘artificial’ face 

space constructed by performing a principal component analysis on a set of human face 

pictures. The artificial face space is represented by multiple independent components that 

each capture unique aspects of face variability from the input face set, from which new 

artificial images such as facial composites can be generated by assigning weights to each 

component (Solomon, Gibson & Mist, 2013). In creating facial composites, eyewitnesses 

begin with the presentation of a set of face images randomly generated from the artificial 

face space. Witnesses then select the faces they think best resemble the suspect, from 

which a further set of composites are generated (see Solomon, Gibson & Mist, 2013; Mist, 

Gibson & Solomon, 2015 for specific details). This iterative process continues until 

witnesses develop a composite they think best matches their memory of the suspect’s face. 

Research has shown that using composite systems such as EFIT-V can improve eyewitness 

memory of a suspect’s face during subsequent recognition attempts (Davis et al., 2014; 

2015), emphasising the practical value of using artificial face space modelling in 

psychological research. An artificial face space model (informed from Mist et al., 2015) 

was adopted for the current thesis as a means to create face images, with details on face 

stimuli including a discussion on the benefits of using such stimuli in Chapter 2 (section 

2.1). 

1.6. Aims and hypotheses of the thesis 

Using face images created from artificial face space models, this thesis aimed to 

investigate the neurocognitive mechanisms of face memory updating. As mentioned, one 
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factor investigated whether subjective retrieval processes during initial face recognition 

attempts, measured using confidence judgements, modulated the updating of face 

memories. It was predicted that high confidence judgements during initial recognition 

would increase the likelihood that participants would select the same face during a 

subsequent recognition task (consistent with St. Jacques et al., 2013; St. Jacques & 

Schacter, 2013). Importantly, this effect was predicted when both target (i.e. correct 

recognition) or distractor faces (i.e. incorrect recognition) were selected during initial 

recognition, emphasising both the beneficial and detrimental impact of retrieval on face 

memory updating. 

In a separate set of experiments, this thesis aimed to assess whether face memory 

updating is enhanced when memories are retrieved rather than re-studied. Consistent with 

the retrieval practice literature (Marsh et al., 2007; Roediger & Butler, 2011; Roediger & 

Marsh, 2005), it was predicted that memory updating would be increased when 

participants selected faces following retrieval attempts, compared to selecting faces that 

participants were told to encode or selecting faces according to a distinctive judgement. 

Finally, the neural correlates underlying face memory updating were investigated with 

ERP and time-frequency analysis of an EEG experiment similar to the confidence 

experiments described in the previous paragraph. It was hypothesised that, during initial 

recognition attempts, neural correlates of updating would be expected only if participants 

went on to select the same/similar faces at later recognition (e.g. Bridge & Paller, 2012; 

Liu et al., 2018). These neural correlates should differ to those corresponding to objective 

retrieval accuracy and subjective retrieval confidence, which were hypothesised to be 

reflect the reactivation of memories during retrieval (Bridge & Paller, 2012; Liu et al., 

2018). Next, I will summarise the structure of this thesis before the first experimental 

chapter (Chapter 2). 
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1.7 Structure of the thesis 

 The present thesis aimed to investigate the mechanisms of face memory updating 

across 5 experimental chapters. Initially, Chapter 2 provides a methodological background 

of several key elements of the current thesis, including details of face stimuli used (Section 

2.1). The second chapter also provides details of statistical analysis and presentation of 

results throughout the thesis, including a discussion on how face memory updating was 

operationalised (Section 2.2.1), a description of how results are presented using 

scatterplots (Section 2.2.2), a presentation and discussion of the use of Bayesian statistics 

for behavioural data analysis (Section 2.2.3) and a description and discussion of EEG data 

analysis used in Chapters 5 and 6 (Section 2.2.4). 

 Chapter 3 examines how objective and subjective retrieval processes interact to 

induce face memory updating. These experiments presented several target faces during a 

learning task, with a recognition task (target faces shown amongst four distractor faces) 

completed in two separate tests. During Test 2, recognition performance was analysed 

according to whether participants made the same response to those made in Test 1 

(recognition bias), separately for Test 1 recognition responses that were correct with high 

or low confidence, or incorrect with high or low confidence. Both experiments in Chapter 

3 aimed to assess whether increased recognition confidence during Test 1 led to larger test 

2 recognition bias measures. The only difference between Chapter 3 experiments was how 

confidence was measured during recognition tests, with a categorical scale used in 

Experiment 3a, and a continuous scale used in Experiment 3b. 

 The aim of the experiments in Chapter 4 was to assess whether active retrieval of 

face memories is a critical factor to induce face memory updating. In all experiments from 

Chapter 4, participants completed two blocks of learning, refresh and final recognition 
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tasks. Within these experiments, participants’ performance during final recognition 

measured the extent to which participants correctly recognised target faces (recognition 

accuracy) or falsely recognised a distractor face during final recognition that was also 

selected during the preceding refresh task (recognition bias). Recognition accuracy and 

bias measures were compared separately for blocks one and two, allowing the comparison 

of these measures as a function of the task completed during refresh. In Experiment 4a, the 

refresh task in block one required participants to remember which face were targets (i.e. 

active retrieval), whereas the block two refresh task asked participants to encode one of 

five faces to-be-remembered for final recognition (i.e. passive re-study). In Experiment 4b, 

the refresh task in both blocks included the active retrieval task to examine whether order 

effects of block contributed to differences in final recognition measures. Finally, block one 

in Experiment 4c required participants to select one of five faces according to which face 

was most distinctive (referred to as “select refresh”, involving refreshing memory through 

self-choice, rather than active retrieval or passive re-study), with block two refresh 

including the passive re-study task. Across all three experiments, the effect of refresh task 

(active retrieval, passive re-study, select refresh) on subsequent memory was compared to 

assess whether active retrieval of face memories led to increased face memory updating. 

 In Chapters 5 and 6, the thesis moves on to examine the neural correlates of face 

recognition with ERPs (Chapter 5) and oscillations (Chapter 6). The goal of these chapters 

was to examine the neurocognitive mechanisms underlying the objective, subjective and 

updating mechanisms during the recognition of faces. By using ERP and oscillatory 

analyses, the two chapters offer complementary yet unique insights underlying these 

recognition processes by using a similar experimental paradigm to that in Experiment 3b. 

In Chapter 7, the results from experiments in Chapters 2-6 are discussed in light of 
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theoretical models and assumptions from both episodic memory and face recognition that 

have been discussed in this opening chapter. 
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Chapter 2 - Summary of methodology for behavioural and EEG experiments 

 

2.1. Face stimuli 

The experiments included in this thesis examined retrieval-induced updating of face 

memories with computer generated face stimuli produced with a method based on face 

space models of face recognition (Valentine et al., 2015). The face space is a hypothetical 

system that human brains use to represent faces, consisting of a multi-dimensional space 

where each dimension reflects normally distributed but unspecified facial characteristics. 

Within this space, individual faces have a unique location; more typical faces are clustered 

around the centre of the space, whilst distinctive faces are located away from the centre of 

the space (Valentine et al., 2015). 

A practical use of the face space model is in the context of eyewitness testimony, 

specifically for face composite systems, such as E-FITV (Solomon, Gibson & Mist, 2013). 

These composite systems generate an artificial “image face space” by principal 

components analysis on images of real faces. The produced components each account for a 

certain amount of variance in the face image set. A selection of these components are then 

used to create novel, composite face images by attributing different weights to each 

component. The algorithm used for the present set of experiments allowed the production 

of such face composites, under the control of several parameters. First, the number of 

components used to create the face space can be varied so that only components that 

account for a meaningful portion of face variance are included in the model. Second, the 

distance that each generated face image is from the centre of the face space distribution can 

be controlled (referred to as the radius), as well as the multidimensional distances between 

each generated face image in directions orthogonal to the radius.  
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Using the image face space method, a number of ‘face sets’ were created for the 

current experiments. Each set contained a number of face images that were slight 

variations from one another. Face stimuli varied in feature morphology (type of features 

and spacing between features) but not by other properties such as face shape (which was 

fixed across images), skin tone (as face space was derived from Caucasian faces) or eye 

colour (see Figure 2.1). In creating face sets, a number of face locations were initially 

defined that were sampled at an equal distance from the centre of face space, in order to 

control to face image distinctiveness (i.e., faces located further from the centre are more 

distinctive, Loffler, Yourganov, Wilkinson & Wilson, 2005; Valentine et al., 2015). For 

each face location, a number of additional faces were created that were randomly sampled 

from a distribution surrounding each face location, but still retaining an equal distance 

from the centre (all faces were sampled from a “hypersphere” around the centre). For 

example, Figure 2.1 shows a face set where face “A” was defined as the original face 

location, with the four additional faces randomly sampled from within a limit of +/- 4 

standard deviations from the face A location. The purpose of sampling within a limit based 

on standard deviations is to ensure that face images vary from the original to a certain 

maximal amount (if the limit is too large, the faces no longer resemble each other). 

Specific details of parameters used to create the face sets within each experiment can be 

found in the relevant experimental method section. 
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Figure 2.1. Example face set used in the present thesis. Face A, designated as a target face, 

was created along with four distractor faces that varied in perceptual dissimilarity, which is 

related to a larger Euclidean distance in image face space. N.B. for all experiments, face 

stimuli were presented at a visual angle of 5.12 x 5.88 when participants sat 75cm from the 

screen. 

 

One key motive for using stimuli generated by this face space method is to allow 

the exploration of a continuous measure of memory processing. For example, as shown in 

Figure 2.1, face sets show a degree of variability in perceptually dissimilarity. Greater 

dissimilarity between two faces can be represented as a larger distance in multidimensional 

face space, which can been quantified by measuring the Euclidean distance between the 

face locations (Tredoux, 2002). For the current set of experiments, one face within a set 

was a ‘target face’ that is shown during learning and recognition tasks. The remaining 

faces within a set were ‘distractor faces’ that were only shown during recognition tasks. 

During these recognition tasks, participants’ performance was quantified by the Euclidean 

distances between a pair of images as measures of degrees of recognition accuracy and 

recognition bias. Recognition error (where smaller values indicate more accurate 

recognition) was measured as the Euclidean distance between the target face within a set 

and the face participants selected as their recognition response. For example, as 

demonstrated in Figure 2.1, if participants correctly recognised the target face, recognition 
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error would be measured as 0. Conversely, if a distractor face was selected at recognition, 

then recognition error would be the distance between the target and the chosen distractor 

image (e.g., Euclidean distances of 1.32 – 5.20). That is, the more dissimilar a selected face 

is to the target face, the greater recognition error is with the Euclidean measure. 

Consequently, the Euclidean distance measure assesses the extent to which recognition 

memory is accurate or erroneous, as opposed to categorical measures such as proportion 

correct responses that indicate whether responses are correct or incorrect regardless of the 

magnitude of errors. Thus, Euclidean distance provided a continuous measure of retrieval 

accuracy in the current research, analogous to continuous measures that have been used in 

studies examining the cognitive (Harlow & Donaldson, 2013; Harlow & Yonelinas, 2016) 

and neurocognitive mechanisms (Murray et al., 2015; Richter et al., 2016) underlying 

recollection precision. 

To summarise, the key motives for using artificial images from face space models 

allowed for controlling face image variability, in addition to assessing face recognition 

performance with continuous metrics. Given that only few studies have used these face 

images in the context of episodic memory research prior to this thesis, several pilot 

experiments were conducted. Firstly, the learning procedure used within the reported 

experiments was validated to ensure faces were sufficiently encoded (see Appendix A). In 

addition, validation experiments were conducted to validate the assumption that a larger 

Euclidean distance between face images corresponds to a larger perceptual dissimilarity. 

 

2.2. Statistical presentation and analysis 

For both behavioural and neuroimaging analyses, custom Matlab scripts (version 

17a) were used for data extraction. Statistical analyses was completed with SPSS 25 or 
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JASP (version 0.10). Behavioural data were analysed with GLM models (ANOVAs, t-

tests, correlations, etc.) and using frequentist statistics for significance testing, which is 

standard in Psychology and Neuroscience so does not require further explanation. However 

other methods used during data analysis were more uncommon or customised for the 

current project, such as the use of Bayesian statistics, and various EEG analysis techniques 

and parameters. These less common methods are outlined and justified in the following 

sections. 

2.2.1. Behavioural analysis of face memory updating 

In order to measure face memory updating, a ‘bias’ measure can be calculated from 

participants’ performance across multiple recognition tasks (e.g. Bridge & Paller, 2012; 

Bridge & Voss, 2014). For example, in the repeated recognition paradigm presented 

throughout the current thesis, participants were required to select one of five faces they 

recognised during ‘Test 1’. The same recognition task was ‘repeated’ for some of the trials 

in Test 23, meaning that participants provided two recognition responses for these trials 

across two tests. For a given trial, if participants selected the same face in both tests, this 

would be considered a ‘biased’ response in the sense that participants are ‘biased’ during 

Test 2 towards recognising the same face that was selected during Test 1. Across all 

repeated recognition trials, a ‘proportion bias’ score can then calculated for each 

participant. For the Experiments 3a and 3b, proportion bias scores were calculated 

separately for trials when recognition responses in Test 1 were correct (made with high vs. 

low confidence) or incorrect (made with high vs. low confidence). 

 
3 For all experiments 2/3rds of trials were assigned to the repeated condition. So for experiments in Chapters 

3 and 4 (where 30 face sets in one block), 20 face sets were ‘repeated’ and 10 sets were not. These ratio’s 

were chosen as an optimal balance for ensuring enough trials were assigned to the repeated and baseline 

conditions. 
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 For Experiments 4a, b and c in Chapter 4, face memory updating was compared 

during a final recognition task according to the type of task completed in a previous 

‘refresh’ phase (see Sections 4.1.1, 4.2.1 & 4.3.1 for Method details in Experiments 4a, b 

& c respectively). The refresh task, shown after an initial learning phase, presented one 

target face with four distractor face images. Participants were required to remember which 

face was shown during learning, or were asked to encode one of the five faces to-be-

remembered for the final recognition task. The effect that these refresh tasks had on 

memory updating was assessed using a final recognition bias measure, with the prediction 

that asking participants to remember faces during refresh would enhance final recognition 

bias compared to re-studying faces during refresh, under the assumption that retrieval 

rather than re-study is a more powerful learning mechanism to induce episodic memory 

updating (e.g. Roediger & Butler, 2011). However, the final recognition bias score used in 

Experiments 3a and b was not used for Experiments 4a-c, as this measure may have been 

confounded by the type of refresh task. That is, for Experiments 4a and 4c, a ‘passive’ re-

study task was designed that told participants to encode one of five faces, with this face 

determined by the responses made in a refresh task in a previous block where participants 

were free to select any of the five faces within a trial (based on memory during active 

retrieval, or a distinctiveness judgement during selection refresh). Within passive re-study 

trials, it is possible that participants may have recognised one of the faces as the target, but 

then be told to encode a different face that they did not recognise, resulting in a conflict 

between their incidental recognition of the target and what they are being told to remember 

for a subsequent test. In this situation, participants could have decided to ignore the 

distractor face they were told to encode and instead focus on the face they recognised from 

learning. Should this occur, a lower final recognition bias score following passive re-study 

would not result from differences in processes engaged during retrieval/re-study, but 
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instead be due to participants ignoring the cued distractor faces during passive re-study. In 

contrast, the proportion bias score was used for the Experiment 3 analyses because this 

bias measure would be less likely to be confounded between the critical conditions in these 

experiments (i.e. between high and low confidence conditions). That is, for both high and 

low confidence judgments, recognition judgements were based on genuine retrieval 

attempts, meaning that a similar process (i.e. retrieval attempts) contributed to the selection 

of faces during initial recognition for both high and low confidence judgements). 

 In order to avoid the confounding influence of refresh task on proportion final 

recognition bias, a modified bias score was created for behavioural data analysis in 

Experiments 4a, b and c. These bias measures were calculated only on refresh trials where 

participants selected a distractor face. For these “prior error” trials, a bias score calculated 

the proportion of trials where participants selected the same distractor face during final 

recognition. Additionally, a non-bias score calculated the proportion of prior error trials 

where participants selected a different distractor face during final recognition to the one 

selected from refresh. The averaged non-bias score (dividing the non-bias score by the 

number of possible non-bias options) was deducted from the bias score providing a bias 

difference measure. More positive bias difference measures indicate participants were 

more likely to repeatedly select the same distractor, compared to switching recognition 

responses to a different distractor face, during final recognition. During final recognition, it 

could be expected that, relative to all of the distractors faces shown during refresh, 

participants would more likely pick the face they were told to encode (indicated by a 

positive bias difference score), providing some evidence that cued faces were not simply 

ignored during passive re-study. 

The bias difference measures were only calculated for “prior error” trials (rather 

than all refresh trials or “prior correct” trials) as if both correct and incorrect refresh trials 
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were analysed, these bias measures would confuse two different forms of episodic memory 

updating; when target faces were repeatedly correctly recognised compared to when 

distractor faces updated memories. Thus, by analysing bias for “prior error” trials only, this 

measure focused on the updating of memories purely from repeated incorrect recognition 

attempts. For “prior error” trials during refresh, the extent to which participants corrected 

these errors during final recognition (i.e., participants switched responses to select a target 

during final recognition), was not analysed again due to a confound of refresh task. During 

active retrieval, selecting a distractor face image was based on a genuine yet erroneous 

retrieval attempt, suggesting that participants had an imperfect memory of target memories 

for these trials. However, and similar to the issues raised previously, the “prior error” trials 

for re-study conditions may contain a mixture of trials where participants could or could 

not have remembered the target face if these trials were in the active retrieval condition. In 

this sense, if the proportion of final recognition trials where target faces were selected was 

calculated for “prior error” trials, then target selection rates would be expected to higher 

following the re-study tasks. These results would be interpretable with a retrieval-induced 

updating hypothesis, as it could be predicted that participants would be less likely to select 

a target following active retrieval, if their memory had been updated by distractor faces 

that were falsely recognised during refresh. However, these findings would not be due to 

the refresh task manipulation but instead be due to having more strong, durable target face 

representations for trials in re-study vs. retrieval conditions. Overall, these arguments 

justify the use of the final recognition bias difference score for “prior error” trials in the 

Experiments of Chapter 4. 

Whilst the bias measures used in Experiments 3a-b and 4a-c were used to 

operationalise memory updating, these measures do not reflect one particular mechanism 

of memory updating over another. For example, face memory updating could be achieved 
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by one of several mechanisms; a face memory representation could be directly distorted 

(via a reconsolidation like process). Alternatively, updating could occur via interference of 

competing memory representations (between faces encoded during learning vs faces 

encoding during test 1). Thus, bias could be achieved by one of many underlying 

processes, which justified the EEG experiment presented in Chapters 5 and 6 to understand 

the neurocognitive processes underlying face memory updating. Furthermore, and 

regardless of the mechanistic process underlying face memory updating, the bias measures 

reported in these experiments provided a useful metric to assess the extent to which 

participants were biased during repeated recognition attempts. 

2.2.2. Behavioural data plotting 

Within all experimental chapters, behavioural data related to face recognition 

accuracy/updating are presented as scatter plots. These plots show the mean value for 

conditions (entered into statistical analysis), with scatterplots presented on top to 

demonstrate the distribution of participant-level scores within conditions. These plots used 

the plotSpread function in Matlab. In addition, 95% high density intervals (HDI) estimated 

with a Bayesian bootstrap were presented for each condition (calculated using the Matlab 

RST toolbox, RST Toolbox Team, 2015). The 95% HDI shows the 95% probability of the 

variable parameter lying within the upper and lower limits on the box plotted. The 

advantage of using these plots are two-fold. First, these plots show not only the mean value 

of a condition, but also the distribution of participant data points to demonstrate the 

variability in participant performance within a certain condition. Second, the use of a 95% 

HDI is considered by some as a more intuitive estimation of the population parameters 

(Morey, Hoekstra, Rouder, Lee & Wagenmakers, 2016). That is, 95% confidence intervals 

states that, if the same study was repeated several times in the future, 95% of these studies 

will contain the population parameter. However, and possibly more in-line with what 
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researchers infer from a confidence interval, a 95% HDI states that there is 95% 

probability that a single data set contains the population parameter (Morey et al., 2016). 

The latter appears more intuitive and in-line with the aims and interpretations of the 

present research, and thus was used in the subsequent data plotting. 

2.2.3. Behavioural analysis with Bayesian statistics 

For experimental Chapters 3, 4 and 5, Bayesian statistical analysis was performed 

as an addition to frequentist analysis of behavioural data performance. Bayesian statistical 

inference determines the extent to which data supports a pre-determined hypothesis that is 

specified as a statistical model. Crucially, Bayesian analysis, unlike frequentist analysis, 

considers at least two competing hypotheses: most typically a hypothesis defining a 

difference between conditions (i.e., alternative hypothesis), and a hypothesis defining no 

difference between conditions (i.e., null hypothesis).  

One form of Bayesian analysis, the Bayes Factor (BF), calculates the ratio of 

evidence in favour of the alternative hypothesis (H1) compared to the null hypothesis (H0), 

as opposed to traditional ‘frequentist’ statistics, such as null hypothesis significance testing 

(NHST) that determines the probability of the observed data occurring if the null 

hypothesis was true (see Dienes, 2011, for frequentist-Bayesian comparisons). Briefly, 

Bayes factors are calculated as: 

 

 

 

where the numerator refers to the alternative hypothesis, and the denominator refers to the 

null hypothesis (adapted from Dienes, 2016). In this equation, the ‘posterior’ specifies the 
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ratio of the probability of the alternative hypothesis being true versus the probability of the 

null hypothesis being true, given the observed data (D). The ‘prior’ specifies the ratio of 

the prior probability of the alternative hypothesis versus the prior probability of the null 

hypothesis. More specifically, priors allow a researcher to state the probability of a 

hypothesis occurring prior to data collection. The incorporation of prior information of the 

two hypotheses is considered a strength of Bayesian analysis, allowing researchers to fine-

tune statistical analysis to incorporate expected/predicted effects prior to data collection. 

Finally, the Bayes factor specifies the extent to which evidence from observed data favours 

the alternative hypothesis versus the null hypothesis. In this equation, Bayes factors can 

range from 0 (evidence favours the null hypothesis) to 1 (evidence favours neither 

hypothesis) to ∞ (evidence favours the alternative hypothesis). According to Jeffreys 

(1961), a Bayes factor greater than 3 (or less than 0.3) provides convincing evidence in 

favour of the alternative (or null hypothesis), respectively (see Table 2.1 for full range of 

labels to interpret Bayes Factors).  
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Table 2.1. Labels for interpreting Bayes Factors. 

Bayes Factor Inverse Bayes Factor Label 

1-3 1-.33 Anecdotal 

3-10 0.33-.10 Substantial 

10- 30 0.10-.03 Strong 

30-100 0.03-.001 Very Strong 

100> <0.001 Decisive 

Note. Table adapted from Jarosz and Wiley (2014). 

 

Recent software developments have enabled greater access to compute Bayes 

factors for a range of statistical tests (including ANOVA, t-test and correlation), such as 

the statistical software package JASP (JASP Team, 2018). With JASP, the only 

requirements to compute a Bayes factor are variables of interest, and to specify the ‘prior’ 

distribution of the H1 and H0. The prior distribution can be specified by defining three 

components. Firstly, the direction of the expected effect (variable 1 greater than variable 2, 

variable 1 equal to variable 2, or variable 1 less than variable 2) can be specified. Second, 

the form of the Bayes factor can be denoted as BF10 (larger numbers provide evidence in 

favour of the alternative hypothesis) or as BF01 (larger numbers provide evidence in favour 

of the null hypothesis). Finally, and arguably the most difficult decision to make, is 

defining the prior distribution for the alternative hypothesis (the prior for the null 

hypothesis is fixed for all Bayes factor tests in JASP).  

A variety of options are given in JASP in order to define the prior distributions, 
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with prior specifications dependent on the type of statistical analysis. For ANOVA 

analyses, three prior distributions are specified; r scale fixed effects (i.e., between-group 

variance), r scale random effects (i.e. within-group variance) and r scale covariates 

(mixture of between and within-group variance). Varying such parameters with ANOVA 

has little meaningful change on the subsequent Bayes factor (Rouder, Morey, Verhagen, 

Swagman, & Wagenmakers, 2016), thus for Bayesian ANOVA’s in the present thesis the 

default options are not changed. In contrast, for Bayesian analysis of a t-test, the prior is 

specified by the predicted effect size between two conditions, based on previous analyses 

or theoretical reasoning. A default option is provided by JASP (Wagenmakers et al., 2018), 

which defines the prior distribution as a Cauchy distribution (recommended by Rouder, 

Speckman, Sun, Morey & Iverson, 2009), centred at an effect size (δ) of 0 with a scaling 

factor of 0.707 (meaning that 50% probability is assigned to effect sizes within 0.707 

standard deviations from 0; see Figure 2.2). However, the use of a default prior distribution 

negates a critical advantage of Bayes factors; that being the ability to use subjective, 

theory-driven predictions for a particular research question. Fortunately, JASP allows one 

to define ‘informed’ prior distributions, i.e., prior distributions that can vary according to 

the specific predictions of an individual research question.  

An informed prior distribution in JASP can define the distribution as a Cauchy, 

normal or t distribution. For each distribution, the central location and width (a.k.a scaling 

factor) of the distribution are defined as the expected effect size difference. For the present 

thesis, Cauchy distributions were centered at the effect size found for the corresponding 

analysis in previous experiments (using Hedges g effect sizes5). The scaling factor of these 

Cauchy distributions was the default prior width of 0.707 in JASP. The specific prior 

 
5 Hedges g effect sizes were used instead of typical effect measures (e.g. Cohen’s d) as an unbiased effect 

size measure (Lakens, 2013) 
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distributions are reported with each test and are denoted as B10(0.5,0.707), with B10 indicating 

that the Bayes factor reported evidence in favour H1 over H0, and (0.5,0.707) stating that the 

prior Cauchy distribution was centred at an effect size of 0.5, with a scaling factor of 

0.707. Furthermore, the direction of each test (one or two-tailed) are denoted as B+0 or B10, 

respectively, according to the specific predictions for each t-test. 

 

 

 

 

 

 

Figure 2.2. Plot of prior and posterior distributions produced in JASP. The prior 

distribution (dotted line) specifies an alternative hypothesis that is predicted to occur in 

future data, based on theoretical prediction or effect sizes from previous studies. The prior 

distribution can be defined by a two-tailed (Panel A) or one-tailed (Panel B) to specify the 

direction of expected effect size differences. 

  

 In summary, Bayes Factors were calculated for each ANOVA and t-test analysing 

behavioural performance. This was applied in Experiment 3b, Experiments 4b and 4c, and 

Experiment 5. Bayesian analysis was not used in Experiments 3a and 4a, owing to the fact 

that these experiments were the first conducted within their respective chapters, thus an 

informed prior could not be justified for these experiments. Whilst Bayes Factors could 

have been calculated using default priors in Experiments 3a and 4a, or from effect sizes of 

A          B 
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the most relevant published research, neither of these options were justified on the basis 

that, given the novelty of experiments and stimuli in this thesis, these effect sizes may have 

been substantially different to the true population effect size relevant for the present data. 

However, for all other experiments, an informed prior could be specified based on the 

effect size found for statistical tests based on results from Experiments 3a and 4a7. For 

each t-test, the ‘prior’ effect size specified the centre of the prior distribution, with the prior 

width set to the default of 0.707. 

2.2.4. EEG analysis 

 For the EEG experiment conducted for the present thesis, ERP and oscillatory 

effects were analysed and are presented separately in Chapter 5 and 6, respectively. These 

two analytical strategies were used to offer complementary approaches to the analysis of 

EEG data. 

 EEG pre-processing. From raw EEG recordings, several pre-processing steps 

were conducted with the EEGLAB toolbox (Delorme & Makeig, 2004), in order to prepare 

and clean EEG data for later analysing ERPs and oscillations. The critical steps taken for 

EEG cleaning in the present thesis were: filtering data, removing noisy EEG with 

independent component analysis (ICA), and interpolating noisy electrodes. Filtering EEG 

data is necessary to remove very low (with high-pass filter) and very high (with low-pass 

filter) frequencies from the EEG data that are likely to be “noise” artefacts (not generated 

by brain activity). For the present thesis, filtering in EEGLAB used a Hanning windowed 

finite impulse response filter. With ICA, the recommended option from EEGLAB was 

used, this being the runica function. This function uses an infomax ICA algorithm (Bell & 

 
7 It is important to acknowledge that the effect sizes from Experiments 3a and 4a may not be a true reflection 

of the population effect size. However, with all Bayes Factor calculations, robustness plots created in JASP 

were used to verify the stability of Bayes Factors across a range of prior distributions so as to not base any 

conclusions from a single effect size. 
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Sejnowski, 1995) to decompose EEG into spatially filtered components that reflect unique 

contributions to the recorded EEG signal. The primary goal of ICA for pre-processing is to 

identify and remove several noise components from the EEG, specifically components 

corresponding to eye blinks, eye movements and high-frequency noise (from muscle 

activity or faulty electrodes). Finally, electrode interpolation was used to replace EEG 

recorded from faulty electrodes, with interpolated electrodes also included for statistical 

analysis. No more than 10% (six electrodes) were interpolated for a single EEG session, in 

order ensure that EEG recordings were not dominated by artificial EEG signals. 

 Event-related potentials. Event-related potentials (ERPs) reflect the 

electrophysiological voltage of neural activity over time (Kappenman & Luck, 2012). 

ERPs recorded from the scalp show either positive or negative deflections that reflect an 

on-going neurocognitive process that is time-locked to stimulus or response onset. ERPs 

are computed by averaging together segments of EEG that are time-locked to a particular 

event, such as a stimulus or response (e.g. correct/incorrect recognition, high/low 

confidence). ERPs can then be compared between conditions to identify the temporal 

dynamics of neurocognitive processes underlying behavioural performance, such as 

recognition and updating of face memories. For the present thesis, EEGLAB (Delorme & 

Makeig, 2004) calculated and extracted ERPs from collected EEG data. 

 The ERP technique was adopted in Chapter 5 as this method has been the popular 

technique since the 1960’s as an electrophysiological analysis approach (Luck, 2005). 

Plenty of studies since this time to the present have applied ERPs to studies of episodic 

memory (Wilding & Ranganath, 2011), thus a rich literature can be referenced to help 

interpret the neurocognitive processes related to retrieval-induced updating of face 

memories in Chapter 5. One particular advantage of the ERP technique, specifically 

compared to alternative electrophysiological analysis such as time-frequency analysis, is 
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the increase in signal-to-noise ratio improvement that the ERP provides by averaging the 

time-locked EEG activity. With sufficient trials, the ERP thus provides a more reliable 

measure of neural processes corresponding to cognitive operations during retrieval and 

updating of face memories. 

 The signal-to-noise ratio of ERP data is an important feature to consider for such 

analyses, in particular to ensure that experiments have sufficient sample size, and each 

participant has an adequate number of trials per condition, to maximise the signal-to-noise 

ratio. With regards to trial numbers per condition, the more trials a condition has, the 

higher the signal-to-noise ratio. Over recent years, ERP literature has debated the minimum 

number of trials needed to find a reliable ERP effect. A recent study by Boudewyn et al. 

(2018) argues that signal-to-noise ratios depend on a mixture of factors including sample 

size, trial numbers per condition, and the effect size of ERP differences. Whilst this paper 

focused on only two specific ERP components (the error-related negativity and the 

lateralised readiness potential), the results imply that the power to detect a difference 

between ERP conditions reduces substantially with smaller effect sizes (1-3µV between 

conditions) and lower trial numbers per condition (8 trials). These implications are 

considered in light of the present ERP experiment, with a discussion on signal-to-noise 

ratio implications provided in the discussion section of Chapter 5 (see section 5.3). 

 Oscillations. Time-frequency analysis assesses the pattern of oscillatory activity 

present in EEG. EEG oscillations are rhythmic patterns of neural activity generated by 

populations of neural ensembles that can be measured from scalp electrodes (Bastiaansen, 

Mazaheri & Jensen, 2011). Neurons within an ensemble can either synchronise (neurons 

fire simultaneously) or desynchronise (neurons reduce in firing rates of do not fire 

simultaneously). Oscillations are characterised by their frequency of cycles per second and 

are often divided into specific frequency bands as activity changes tend to dissociate 
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between these frequency bands and correlate within bands. Therefore, these bands are 

thought to have different functional characteristics. The common bands used are: delta (1-

4Hz), theta (4-8Hz), alpha (8-12Hz), beta (12-30Hz) and gamma (30-90Hz). The present 

thesis focused on analysing theta, alpha and beta oscillations. Slow delta oscillations were 

not possible to extract (due to constraints of EEG decomposition, see below), and 

furthermore, delta oscillations are likely to contribute to the ERP (Bastiaansen, Mazaheri & 

Jensen, 2011), thus extracting slow-wave oscillations was not considered a priority since 

they may not add much novel information to that shown in ERPs. Fast-wave oscillations in 

the gamma-band, despite having strong links to episodic memory processing (Axmacher et 

al., 2010; Friese et al., 2013; Köster et al., 2014; Lisman, 2010; Nyhus & Curran, 2010; 

Parish et al., 2018; Staudigl & Hanslmayr, 2013), were not analysed as the EEG recording 

in the present experiment was filtered from 40Hz and above, thus frequencies in these 

higher bands, corresponding to the gamma frequency, could not be analysed. 

 Oscillations can either be evoked or induced with regards to stimulus/response 

onset. Evoked oscillatory activity is the oscillatory activity that is ‘phase-locked’ to a 

stimulus, whereas induced activity is not phase-locked to a stimulus (David, Kilner & 

Friston, 2006). For example, evoked oscillatory effects will be elicited by cognitive 

operations such as perception of a stimulus on-screen, and will typically be found shortly 

after stimulus onset. Conversely, induced EEG oscillations are generated by cognitive 

processes that are not strictly time-locked to stimulus, such as later stages of stimulus 

processing that may be more variable in onset (for example retrieval of episodic 

information associated with a stimulus that has been previously seen). Such retrieval 

processes may vary in temporal onset, depending on factors such as ease of retrieval, or the 

cumulative time of earlier processing stages. Crucially, given the varied temporal onset of 

induced oscillations, these effects will be averaged out during computation of ERPs 
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(Bastiaansen et al., 2011). On the other hand, evoked oscillations that are consistent in 

temporal onset will be present in ERP data (David et al., 2006), therefore ERPs and 

oscillatory correlates may provide unique insights into the neurocognitive processes related 

to the exact same task/data set.  

Decomposing EEG into underlying frequency bands is important due to the 

differences in functional properties between evoked vs. induced neural mechanisms. It has 

been suggested that evoked and induced mechanisms reflect bottom-up vs top-down 

cognitive mechanisms, respectively (Chen et al., 2012; Tallon-Baudry & Bertrand, 1999). 

That is, bottom-up evoked processes may reflect stimulus-driven modulations that ‘feed 

forward’ from lower sensory (e.g. visual cortex) to higher cognitive processes (e.g. pre-

frontal, parietal or temporal lobes). Conversely, top-down mechanisms from higher-order 

brain regions could modulate activity in lower-order regions in a ‘feed backward’ 

mechanism. These induced modulations may also represent oscillatory mechanisms that 

allow coupling (i.e., synchronisation) and uncoupling (i.e., desynchronisation) of brain 

networks underlying the retrieval and updating of face memories (Bastiaansen, Mazaheri & 

Jensen, 2011). In the context of episodic memory retrieval and updating, such bottom-up 

evoked and top-down induced modulations may reflect functionally distinct cognitive 

processes, as such a further discussion of these mechanisms will be provided in the 

discussion section in reference to the results from ERP (Chapter 5) and time-frequency 

analyses (Chapter 6).  

For time-frequency analyses, on each EEG epoch, time-frequency decomposition 

was performed using morlet wavelets (Roach & Mathalon, 2008), a common choice of 

time-frequency decomposition in episodic memory literature. Morlet wavelets, constructed 

by multiplying a sine wave to a Gaussian function, act as a sliding time window across the 

epoch. Morlet wavelets are comprised of multiple wavelets that vary in the frequency to 
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which the wavelet is applied, allowing a whole spectrum of frequencies to be estimated 

across the time window. The width of the wavelet, specified in FieldTrip, is consistent for 

all wavelet frequencies. This property means that the time length of wavelets for different 

frequencies will vary. For example, to estimate lower frequencies such as 4Hz, with a three 

cycle wavelet, the length of the wavelet will be 750ms (1000ms / 4Hz = 250ms x 3 cycles 

= 750ms), whereas the wavelet length for higher frequencies (such as 30Hz) will be 100ms 

(1000ms / 30Hz = 33.33ms x 3 cycles = 99.99ms). Consequently, wavelets with smaller 

widths have a finer temporal resolution at the cost of a poorer frequency resolution. 

 The choice of wavelet width for the present experiments was justified at three 

cycles in order to provide a reliable estimation of lower frequencies in the time-frequency 

decomposition. For example, a three-cycle wavelet at 4Hz has a time length of 750ms. If a 

wavelet had seven cycles (the default wavelet width in FieldTrip) then the length of this 

wavelet at 4Hz will equal 1,750ms, which spans more than half of the epoch length used in 

the present EEG experiment. Consequently, due to the length of the epochs in the present 

EEG experiment, a three-cycle wavelet width was necessary to decompose EEG into a 

time-frequency representation. Following time-frequency decomposition, grand averages 

of power values were calculated for each condition, separately for theta, alpha and beta 

bands. Conditions of interest were then analysed separately for each frequency band. 

 A relevant point regarding time-frequency decomposition considered the temporal 

length of epochs used in analysing time-frequency representations. The original epoch 

length measured 0.5s prior to face onset and lasted until 1.6s after face onset. These epochs 

encompassed the time that each face was on screen, as well as the fixation crosses shown 

prior to and after each face. This epoch length, however, is too short to estimate lower 

frequencies of interest, primarily those in the theta band. Given the importance of theta 

band in episodic memory processing (Nyhus & Curran, 2010), it was necessary for the pre-
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stimulus time period for each epoch to be extended in order for theta frequencies to be 

reliably decomposed. To allow for this, the pre-stimulus time period was extended from -

0.5s to -1.2s using a ‘flipping’ procedure (see Chapter 6 for specific details). As noted in 

Figure 2.3, the pre-stimulus baseline was ‘flipped’, therefore only neural activity present 

during perception of a fixation cross was included in the extended baseline periods. 

 

 

 

 

 

 

 

 

 

Figure 2.3. Example trial demonstrating the epoch ‘flipping’ procedure. For each epoch, 

the original -0.4s pre-stimulus baseline (highlighted in purple) was copied, flipped, and 

then appended to the beginning of the epoch (highlighted in green). The original pre-

stimulus baseline was then appended to the start of the flipped baseline, resulting in time 

windows of -1.2s to 1.6s for each trial epoch within condition and participant. 

 

 Cluster-based permutation analysis of ERP and time-frequency data. Cluster-

based permutation testing was used as the main statistical analysis method of both ERP and 

Original baseline time 

Flipped baseline time 
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oscillatory data in the present thesis. Cluster-based permutation tests were used instead of 

traditional ANOVA analysis of EEG data for multiple time-windows and electrodes for 

several reasons. Firstly, cluster-based permutation tests overcome the multiple comparison 

problem of null-hypothesis significance testing with ANOVA. For a standard ERP 

analysis, a p-value can be calculated for a statistical test, such as a t-test, at all channels 

across the time window of the epoch. The same goes for analysis of time-frequency, with 

the addition of a frequency dimension in the analysis. Even if analysis is narrowed to a 

priori location, time or frequency points, the family-wise error rate of these t-tests is 

severely inflated with null-hypothesis significance testing, resulting in an increased 

likelihood of falsely concluding that a meaningful effect from EEG data when one is not 

present (i.e. inflated type I error). Bonferroni corrections could be applied to the alpha-

threshold, however the number of t-tests run would result in a severely conservative 

bonferroni correction, meaning that meaningful effects in the EEG data could be 

disregarded (i.e. inflated type II error). 

Cluster-based permutation testing overcomes the multiple comparison problem, and 

thus against inflating the type I error rate, in two critical ways (Maris & Oostenveld, 2007). 

Firstly, the cluster-correction approach is advantageous as this correction acknowledges 

that neighbouring spatial and temporal data points in EEG may be correlated (Sassenhagen 

& Draschkow, 2018). Spatially, true EEG activity at one electrode will be correlated with 

surrounding electrode neighbours as the same neural generator of signal in the brain 

propogates to several scalp locations (Sassenhagen & Draschkow, 2018). Therefore, EEG 

data from single electrodes are not truly independent, and may share common 

electrophysiological activity. In this regard, it makes sense to cluster together electrodes 

that share a common electrophysiological pattern, rather than treat them as independent 
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data points, thus avoiding repetitive analysis of electrodes and time windows that may 

show the exact same effect to others.  

A second benefit of the cluster-corrected permutation approach is the nature of the 

permutation statistical test. The permutation test, a non-parametric statistical test, has been 

shown to control the inflation of type I and II error rates with electrophysiological data 

(Pernet, Latinus, Nichols, Rousselet, 2015). One reason is the permutation test is not 

limited to assumptions of the data that parametric statistics are, such as independence of 

data, and the normality of distributions that samples are drawn from (assumptions which 

are more likely violated with EEG data). For these key reasons, cluster-based permutation 

tests were justified for the principal statistical test for ERP and oscillatory data analysis in 

the current thesis. 

 The second strength for using cluster-based permutation tests for the present EEG 

chapters refers again to a priori analysis. The present experimental paradigms were a novel 

approach to assess the neural correlates of face recognition and updating. Whereas 

previous studies have examined the ERP correlates of retrieval-induced updating (Bridge 

& Paller, 2012; Liu et al., 2018), it was unclear whether the same ERP effects found in 

these studies would be shown for the current experimental paradigm. Given that ERP 

correlates of face recognition differ to ERP correlates of name/word recognition 

(MacKenzie et al., 2018; Mackenzie & Donaldson, 2009), it was difficult to make specific 

predictions of what ERP effects would be related to retrieval-induced updating of face 

memories. Furthermore, at present, little-to-no research has used time-frequency analysis 

to measure neural mechanisms of retrieval-induced updating, though oscillatory correlates 

of general episodic memory retrieval were used to help interpret findings from Chapter 6. 

Consequently, cluster-based permutation tests were used as a data-driven analytical 
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approach to the analysis of the ERP and oscillatory correlates of retrieval-induced 

updating, whilst controlling for type I errors. 

 The procedure for cluster-based permutation tests begins with t-statistics being 

computed between two conditions of interest at each spatio-temporal (ERP) or spatio-

temporal-frequency data point (time-frequency). The t-values that exceed a specified alpha 

threshold (e.g., .05) are then selected for ‘clustering’, whereby neighbouring t-statistics 

within spatio-temporal or spatio-temporal-frequency proximity are combined into a single 

cluster of t-values. To be included in a cluster, each EEG channel (electrode) is required to 

have at least two neighbouring channels that also met the alpha threshold. By ensuring that 

clusters are formed from adjacent channels, this avoids spatially separated effects (possibly 

from distinct neural generators) being considered as part of one larger cluster.  

 For each defined cluster, a cluster-level statistic is computed, such as the maximum 

sum of t-statistics within the cluster. Cluster-level t-statistics can either be positive 

(condition one is larger than condition two) or negative (condition one is smaller than 

condition two). The cluster-level statistic then undergoes significance testing by creating a 

permutation null distribution using the Monte Carlo method. The permutation null 

distribution is created by collating all trials from the two analysed conditions. Two sub-

lists are then made by randomly sampling from all trials, called a ‘random partition’, with a 

permuted cluster-level statistic calculated for these two lists. This procedure is then 

repeated a large number of times to create a null distribution of cluster-level statistics as 

estimated from each random partition. The originally observed cluster-level statistic is then 

placed within this distribution, and the proportion of permutation statistics that are more 

extreme than the observed cluster-level statistic is used as the permutation p-value. 
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 If the permuted p-value is lower than a defined cluster alpha threshold (such as 

.05), then the null hypothesis that the two conditions are sampled from the same 

distribution can be rejected. Importantly, the spatial and temporal interpretation of the 

cluster requires an approximation based on descriptive data, as the significance of the 

cluster does not refer to specific time windows or locations of interest (Sassenhagen & 

Draschkow, 2018). Indeed, Sassenhagen and Draschkow (2015) suggest that the temporal 

onset of clusters may be underestimated, thus interpretations of specific cluster timings 

would be inappropriate. The descriptive nature of location, timing and frequency of 

significant clusters can be interpreted using ‘cluster-plots’ (see Figure 2.4). For the present 

thesis, cluster plots are presented as topographical maps for the analysed time period that 

show the scalp location and timing of significant clusters (indicated with yellow dots, see 

Figure 2.4). These plots only show clusters that last at least 100ms, meaning that for some 

analyses, a significant cluster lasting for fewer than 100ms is not plotted. Cluster plots can 

be produced for time-frequency data by averaging over a specified range of frequency 

values (e.g. averaging over frequencies within 4-8Hz to interpret a ‘theta’ cluster plot). 

 To further interpret the cluster-based permutation results, plots of descriptive 

statistics were produced for ERP (line plots) and oscillatory data (time-frequency 

representations and line plots). Line plots show the ERP (μV) or oscillatory power (dB) for 

each condition across the analysed time period at specific channels. Time-frequency 

representation plots, in contrast, plotted the power difference (dB) between two conditions 

across all frequencies (e.g. from 4-30Hz) across the analysed time period and averaged 

across all channels. These plots were produced to aid interpretation of power differences 

between conditions, visualised across frequency and time. 
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In summary, the present methodology chapter provides an introduction to the key 

methods used throughout the current thesis. Next, four experimental chapters will follow 

that report on experiments that investigated retrieval-induced updating of face memories. 

Within these chapters, methodological information regarding the topics discussed in the 

present chapter will include more specific details (e.g., parameters used in creating face 

stimuli, details of statistical tests, etc.) that are relevant to specific chapter content. 
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Chapter 3 - Retrieval-induced updating for face memories is modulated by objective 

and subjective retrieval processes 

 

The memorial consequences of repeated retrieval have previously examined the 

role of both objective and subjective retrieval processes leading to memory updating 

(Marsh et al., 2007; Roediger & Marsh, 2005; St. Jacques et al., 2013). As mentioned in 

Chapter 1, research has suggested that enhanced subjective retrieval processes during 

retrieval can both be associated with improved later memory for information correctly 

retrieved, but also an increased likelihood of updating memories with false information (St. 

Jacques et al., 2013; St. Jacques & Schacter, 2013). A relevant interpretation for these 

effects suggest that neural reactivation of memories during retrieval, a critical factor to 

induce memory updating (Hupbach et al., 2007; 2008; 2009; Sederberg et al., 2011), was 

more likely for memories retrieved with enhanced subjective experience of remembering. 

Whereas previous research has examined how objective and subjective retrieval processes 

interact to modulate retrieval-induced updating of more complex ‘relational’ episodic 

memories involving associations between multiple different items and features (such as 

object-location associations or autobiographical memories), the updating mechanisms of 

simpler item memories is unknown.  

Recognition of items has been shown to involve qualitatively different neural 

mechanisms to recollection of relational memories (Ranganath & Ritchey, 2012). Item 

recognition might be achieved through a familiarity processes that is associated with less 

neural reinstatement compared to recollection (Johnson, McDuff, Rugg & Norman, 2009). 

Therefore, updating of item memories via recognition may be achieved through different 

mechanisms to those established in previous work (Bridge & Paller, 2012; St. Jacques et 

al., 2013). The experiments in the present chapter aimed to find behavioural evidence of 
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how objective recognition success and subjective recognition awareness predicts item 

memory updating, using face stimuli as item memories.  

In these studies, recognition confidence was used as a measure of subjective 

retrieval experience. With regards to episodic memory retrieval, a simplistic view of how 

recognition accuracy and confidence correspond during retrieval suggests that memories 

that are accurately recognised should be associated with elevated confidence. However, the 

relationship between confidence and accuracy has been shown to depend on the design of 

episodic memory tasks. For example, a collection of studies by Roediger and DeSoto 

(DeSoto & Roediger, 2014; Roediger & DeSoto, 2014) demonstrated that negative/null 

correlations between accuracy and confidence emerged when participants were judging 

whether they recognised new words that were semantically related to old items, driven by 

higher confidence during false recognition of the semantically related lure items. This 

result can be accommodated by models of memory that considers confidence responses 

during recognition as a correlate of the strength of the recognition signal that the memory 

evokes; an assumption from signal detection theories of recognition memory (Busey et al., 

2000; Parks & Yonelinas, 2007; Thakral et al., 2015) and face space models (Lewis, 2004). 

That is, a stronger recognition signal corresponds to higher confidence judgements, not 

only for true memories but also for false recognition of new items that are similar to stored 

episodic memories (e.g., related lures in DeSoto & Roediger, 2014; Roediger & DeSoto, 

2014). It could be argued, therefore, that elevated confidence during recognition is 

indicative of stronger memory reactivation and is therefore a marker of those item 

memories that are more likely to be updated during retrieval.  

Two experiments were conducted in Chapter 3. The first experiment (3a) aimed 

to examine whether elevated confidence responses during initial recognition attempts led 

to biased recognition responses during Test 2. The second experiment (3b) had the same 
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aims but modified the confidence response scale (see section 3.2). Both experiments used 

face stimuli artificially generated from face space models (Solomon et al., 2015; see 

Method section 2.1). The recognition task used in both experiments presented target faces 

(shown during a previous learning task) amongst several distractor faces. This paradigm 

allowed the examination of whether correct and incorrect responses during initial 

recognition would be repeated during Test 2, as a function of confidence in responses 

during Test 1. 

 

3.1. Experiment 3a 

In a novel repeated recognition paradigm, participants first completed a learning 

phase where 30 face targets were encoded in three cycles (see Appendix A for validation 

experiment). Following learning, participants completed a recognition task for 20 of the 30 

face targets in Test 1. In each trial, a target face was shown with four distractor faces from 

the same face set. Participants were asked which face they thought was the target learnt 

previously. Subjective measures for each trial were also acquired; whether participants 

reported high or low confidence in their recognition decision, and for low confidence 

responses, whether this was due to experiencing recognition of ‘multiple’ faces, or ‘no’ 

recognition of any of the faces. The same recognition task was completed at Test 2 

recognition for the 20 face sets shown during Test 1 recognition (repeated trials) and the 10 

face sets not shown during Test 1 (baseline trials). From this design, accuracy for trials 

completed during Test 1, as well as accuracy for repeated and baseline trials completed 

during Test 2 were acquired. At Test 2, face recognition ‘bias’ was measured for repeated 

trials; indicating whether participants repeated the same recognition choices made during 

Test 1. 
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 Relevant to the central hypothesis of this experiment, it was expected that 

recognition bias during Test 2 would be modulated by the accuracy and confidence of 

recognition responses during Test 1 (St. Jacques et al., 2013; St. Jacques & Schacter, 

2013). That is, faces recognised during Test 1 with high confidence were expected to be re-

selected at Test 2, compared to Test 1 responses made with low confidence; consistent 

with the argument that retrieval promotes the encoding of face images selected at Test 1 

that then biases recognition responses in Test 2 (Bridge & Paller, 2012). The same effect of 

confidence on bias was expected for both correct and incorrect Test 1 responses, consistent 

with the view that retrieval can be both beneficial and detrimental to subsequent 

remembering (Butler et al., 2006; Marsh et al., 2007; Roediger & Marsh, 2005). 

3.1.1. Method 

Participants 

Thirty-eight participants aged 18-21 (Mage = 19.21, SDage = 0.93), with 37 females, 

completed the experiment in a within-subjects design. This sample size was recruited to 

maximise participant numbers during a limited recruitment time window. However with 

this sample size, there was 85% power to detect a medium effect size (0.5) and 44% power 

to detect a small effect size (0.3) with a two-tailed alpha of .05. Participants were all 

Psychology students at the University of Kent and completed the experiment in return for 

course credit. Exclusion criteria prevented participants from taking part if they were not 

aged 18-35, or if they had taken part in any other experiment from this thesis. All 

participants had normal/corrected to normal vision. Ethical approval was acquired from 

University of Kent, School of Psychology ethics committee.  

Stimuli 

Face stimuli. Face stimuli used for the present experiment have been previously 
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described in Chapter 2. As a reminder, face stimuli were sampled from a face space 

constructed of 29 components. From this model, 60 face sets were created, each face set 

containing five faces (images 1-5). Initially, 60 face locations were sampled at a constant 

radius from the face space origin, with target to target Euclidean distances ranging from 

~4000 - ~7000. For these 60 initial face locations, four additional face locations were 

randomly sampled from a uniform distribution around the initial face, with a limit of +/- 

four standard deviations. The perceptual dissimilarity between the five face images within 

each set corresponded to a larger Euclidean distance (see Appendix B for validation 

experiment). From each set of five face images, one face image was designated as the 

‘target face’ shown during learning and recognition tests, whilst the other four faces were 

‘distractor faces’ shown only during recognition tests. Assignment of face images to the 

target condition was counterbalanced across participants, so that each of the face images 

(images 1, 2, 3, 4 and 5) were set as the target face an equal number of times across 

participants. 

Apparatus 

The experiment was completed on a Dell optiplex 9020 desktop computer with 

PsychoPy (Peirce, 2009). The screen measured 51.0cm x 28.4cm, with a resolution of 1920 

x 1080 pixels. All participants completed the experiment on the same computer in the same 

laboratory. 

Design and Procedure 

 Participants completed two blocks, with 30 face sets per block and each block 

containing the same learning, filler task, recognition Test 1, filler task and recognition Test 

2 format. Block one presented face sets 1-30 and block two presented face sets 31-60 (see 

Figure 3.1 for schematic of the procedure). 
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Learning. Participants completed three learning cycles, with all 30 face targets 

shown in each of the three cycles. For each cycle, face targets were presented one at a time 

in a randomised order for 5000ms each, preceded by a 500ms fixation. All face pictures 

subtended a 5.12 x 5.88 visual angle when participants sat at a distance of 75cm from the 

screen. During face presentation, participants were instructed to memorise the uniqueness 

of each face image for the later memory tests. Additionally, participants completed a rating 

task for each face target in order to facilitate encoding. During cycle one, participants 

decided whether the person of each face was nice (key press 5) or not nice (key press 1). 

Cycle two involved rating faces as attractive (key press 5) or unattractive (key press 1). 

The third cycle required participants to indicate whether a face was female (key press 5) or 

male (key press 1). Participants were informed of each rating task prior to beginning each 

cycle and made their responses whilst the face was on screen. 

Letter search filler task. Following learning, participants completed the Treisman 

and Gelade’s (1980) visual letter search task as a filler task. The purpose of this task was to 

separate memory encoding and recognition tasks so that performance during the 

recognition task was based on long-term rather than short-term working memory. Seventy-

two letter arrays which contained a mixture of letter type (X, O & N), frequency (1, 5, 15 

& 30) and colour (red, green & blue) combinations in each picture were presented one at a 

time. Participants were tasked with searching for a blue letter, which was present in 18/72 

pictures. Participants indicated whether the array had a blue letter (key press 5) or did not 

have a blue letter (key press 1). Trials were self-paced, with all 72 trials completed in 

around one minute. 

Test 1 recognition. The Test 1 recognition task involved 20/30 of the face sets, 

with one set shown per trial. Face sets that were assigned to the repeated condition were 

counter-balanced across participants. For each trial, one target face was presented with the 



 80 

four distractor faces from the corresponding face set. These five faces were presented 

sequentially, numbered from 1-5, and shown for 1250ms each with a 500ms fixation 

preceding each face. Faces were presented sequentially to ensure that participants focused 

on encoding all faces within a trial (rather than just focus on a handful of faces if presented 

simultaneously, which would be problematic as there would be much more variability in 

the extent to which participants focused on targets/distractor faces across trials). Targets 

were equally likely to appear in each one of the five positions in the sequence (i.e. 1/5 of 

targets were shown first, 1/5 second, etc.). All face images subtended a visual angle of 5.12 

x 5.88, and each face image was located in each of the five positions an equal number of 

times. After viewing all five faces, participants were shown with the numbers 1-5 in the 

centre of the screen, and were asked to respond and indicate which face they thought was 

the target face shown during learning, using a keyboard press (1, 2, 3, 4 or 5). Participants 

had a maximum of 6000ms to respond, with a question mark prompting a response at 

3000ms. After making their recognition decision, participants were asked to rate their 

confidence that the face they picked was the target (1 = Definitely unsure, 2 = Slightly 

unsure, 4 = Slightly sure, 5 = Definitely sure), with responses self-paced. If participants 

reported either ‘Definitely unsure’ or ‘Slightly unsure’ confidence, a 'reason' question was 

presented to find out why participants reported having low confidence (though reason 

responses were not required for high confidence judgements as it was decided that 

participants would not have multiple possible reasons for providing a high confidence 

judgement). Here, participants either reported having ‘no memory’ for the target face (key 

press 1) or reported recognising ‘multiple faces’ as the target (key press 5), as it was 

assumed that low confidence could stem from a failure to recognise any face, or from 

recognising several faces and not being able to tell which face was the target. Reason 

responses were self-paced. Termination of the reason question preceded a 1000ms inter-
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trial interval, following which the next face set was presented. The trial structure continued 

until all 20 trials were completed. Face set order was randomised for each participant, 

therefore the order of the location of target faces/correct responses was random across 

trials. 

Letter search filler task. The same letter search task separated the end of the Test 

1 recognition and start of Test 2 recognition. Letter array order was randomised and again 

took around one minute to complete. 

Test 2 recognition. Test 2 recognition involved the same trial format as described 

in the Test 1 recognition task, with 30 trials completed. Of these, 20 were ‘repeated trials’ 

containing the same sets of five images that were shown during Test 1, and 10 ‘baseline’ 

trials that were not shown during Test 1. For face sets in the repeated condition, the order 

of the five faces within each trial was randomly reshuffled from the Test 1 trial. The 30 

recognition trials were presented in a random order, after which participants had a short 

break before completing the second block. 
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Figure 3.1. Procedure for Experiment 3a. During learning, participants encoded 30 face 

targets. After a short filler task, participants completed two recognition tests where they 

were asked to identify target faces amongst four distractor faces. Confidence and reason 

for low confidence responses were also collected. 

 

Data analysis 

 Data analysis was performed on data collapsed across block one and two to 

maximise statistical power. Initially, omnibus measures of recognition accuracy, 

confidence and reasoning for low confidence responses were calculated for Test 1 and Test 

2 recognition trials. Test 1 accuracy was calculated as the proportion of Test 1 trials where 

participants correctly selected the target face. Test 2 accuracy for repeated trials was 

calculated as the proportion of repeated trials where the target face was selected at Test 2. 

Finally, Test 2 accuracy for baseline trials was calculated as the proportion of baseline 

trials where the target face was recognised at Test 2 recognition. Measures of subjective 

recognition were also analysed for each condition. For Test 1, Test 2 repeated and Test 2 

baseline conditions, proportion of high confidence responses was calculated. Further, for 
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low confidence trials in Test 1, Test 2 repeated and Test 2 baseline, the proportion of 

‘multiple memory’ responses (as opposed to ‘no memory') was also calculated. 

 In addition, a Test 2 recognition bias measure was calculated to determine the 

extent to which participants were biased by prior Test 1 recognition choices during Test 2. 

The Test 2 recognition bias measure was calculated separately according to accuracy and 

confidence of Test 1 recognition responses. Within participants, Test 2 recognition trials in 

the repeated condition were categorised according to whether responses in the previous 

Test 1 trial were correct or incorrect. Both correct and incorrect trials were further split 

according to the confidence of the Test 1 response; high confidence was categorised as a 

response of slightly sure or definitely sure, whereas low confidence was categorised as a 

response of slightly unsure or definitely unsure, leaving conditions of Correct Test 1 High 

Confidence, Correct Test 1 Low Confidence, Incorrect Test 1 High Confidence and 

Incorrect Test 1 Low Confidence41.  

For “prior error” trials, the proportion of these trials where a different distractor 

was selected during Test 2 was also calculated, with these non-bias values were divided by 

three to calculate the proportion of trials that participants selected one of the three possible 

non-bias distractors during Test 2 recognition. By deducting the non-bias proportion values 

from the proportion bias measures, this “bias difference score” estimated how much more 

likely participants were to repeat prior Test 1 recognition responses during Test 2 

following high and low confidence recognition decisions from Test 1. The bias difference 

score for prior errors were analysed to show how the original proportion bias measures and 

the bias difference scores produce similar outcomes, validating the bias difference score 

for the analysis of memory updating for the experiments in Chapter 4 (see Appendix C.3 

 
41Only two categories of high vs low confidence were created as there were insufficient trial numbers to 

analyse each of the individual four response categories. 
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for these results). 

 

3.1.2. Results 

Influence of repeated retrieval on objective and subjective recognition 

The first analyses focused on how repeated retrieval effects general patterns of face 

recognition accuracy, confidence and reasons for low confidence responses. For all Test 1, 

Test 2 repeated and Test 2 baseline trials, the proportion accuracy, proportion high 

confidence and proportion of multiple memories (for low confidence trials) were 

calculated (see Figure 3.2 for descriptive statistics). Within each measure, a one-way 

ANOVA was conducted to compare initial, repeated and delayed recognition on accuracy, 

confidence and multiple memory responses. 

Proportion accuracy. For the proportion accuracy measure, the one-way ANOVA 

was not significant (F(1.68,62.00) = 1.69, p = .20, η²p = 0.04). Thus, whereas mean 

recognition accuracy seems to be higher for Test 1 compared to Test 2 conditions, no 

significant effects between conditions emerged.  

Proportion confidence. For the confidence measure, a one-way ANOVA was also 

not significant (F(1.57,57.92) = 3.24, p = .06, η²p = 0.08) showing confidence was not 

significantly different between the initial Test 1 responses compared to responses when 

those sets were repeated at Test 262, or sets in the baseline condition. 

 Proportion multiple memories. For proportion of low confidence responses that 

were associated with an experience of recognizing multiple faces, the one-way ANOVA 

was significant (F(1.67,61.67) = 4.68, p = .02, η²p = 0.11). Following this, paired samples 

 
62 Follow-up analysis to explore why confidence was descriptively higher in Test 2 for repeated trials showed 

that trials where participants were correctly recognising target faces across both tests had more high 

confidence judgements compared to all other accuracy/error combinations between Test 1 and 2, see 

Appendix C.1. 
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t-tests (Bonferroni corrected α = .016) indicated that reports of multiple memory responses 

were not different between Test 1 trials and Test 2 repeated conditions (t(37) = 1.38, p = 

.18, g = 0.22). Furthermore, the proportion of multiple memory responses was not greater 

for Test 1 compared to Test 2 baseline (t(37) = 1.75, p = .09, g = 0.28). In contrast, 

participants reported significantly more multiple memory experiences in the repeated 

condition compared to the baseline condition during Test 2 (t(37) = 2.80, p = .008, g = 

0.45). These results thus show that participants experienced low confidence due to 

recognising more than one face more often during Test 1 and for repeated trials during Test 

2 compared to the baseline condition in Test 2. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 




